
14 Clustering

Clustering is the problem of finding/making groups in the data. Unlike regression and
classification, outcomes/labels are not available, so clustering is an example of an “unsupervised
learning” problem (density estimation is another example). Clustering is often used as part of
exploratory data analysis, or as a first stage of some later downstream estimation task (e.g.,
for dimension reduction), or as an end in and of itself. Here we study some popular clustering
methods, following these notes. The data are (X1, ..., Xn) ∼ P with each Xi ∈ Rd, and we want
to find some grouping/partition assigning each point to a cluster. The figure below (Figure
14.4 from Hastie et al.) illustrates a clustering into three groups when d = 2.

1 k-means clustering

The k-means clustering algorithm (also called vector quantization) was apparently first pro-
posed by Stuart Lloyd of Bell Labs back in 1957, but was not published for another quarter
century, in Lloyd [1982]:

k-means is an example of centroid-based clustering, where each cluster j is represented by a
specific central point x∗j ∈ Rd, called a prototype or cluster center. Once the cluster centers are
defined, we group the data based on which cluster center they are closest to. It works as follows.

Remark 1. For now we take the number of clusters k as given. The problem of how to choose
k in practice is fundamental and somewhat unsettled; one approach is to view k as the true
number of clusters, which could be known a priori or estimated under strong assumptions,
while another approach views k as a kind of scale parameter, with results displayed across a
range of choices of k.

1

https://www.stat.cmu.edu/~larry/=sml/clustering.pdf


1.1 The algorithm

Let C = {c1, ..., ck} denote a set of k points with each cj ∈ Rd; this is called a codebook
and will represent the cluster centers. The projection ΠC(X) of an observation X ∈ Rd onto
particular cluster centers C is just the center closest to X, i.e.,

ΠC(X) = argmin
c∈C

∥c−X∥2

where ∥c−X∥2 =
∑

j(cj−Xj)
2 denotes the Euclidean distance. Then the empirical clustering

risk (also called distortion in vector quantization) for a given codebook of cluster centers C is

R̂(C) =
1

n

n∑
i=1

∥Xi −ΠC(Xi)∥2 =
1

n

n∑
i=1

min
j∈{1,...,k}

∥Xi − cj∥2,

i.e., the average distance between each observation and its closest cluster center. Now k-
means clustering amounts to finding the best codebook of cluster centers that minimizes this
empirical risk, i.e., letting Ck denote the set of all codebooks of length k, the estimated cluster
centers are

Ĉ = argmin
C∈Ck

R̂(C).

The population version of k-means can be defined via the population risk, i.e., the true cluster
centers are the minimizers

C∗ = argmin
C∈Ck

R(C)

of the true risk

R(C) = E
{
∥X −ΠC(X)∥2

}
= E

{
min

j∈{1,...,k}
∥X − cj∥2

}
.

Given a codebook C of k cluster centers, we can partition the support of X into k groups
based on which cluster center is closest; this is called a Voronoi tesselation. For example the
set closest to cj is

Vj(C) =
{
x : ∥x− cj∥ ≤ ∥x− cℓ∥, for all ℓ ̸= j

}
and is called a Voronoi cell. The figure below shows an example where k = 10.
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1.2 Approximation via Lloyd’s algorithm

Unfortunately computing the global minimizer Ĉ is computationally infeasible; it requires
optimizing over combinatorial assignments of observations to clusters, and continuous cluster
centers, and is in fact NP-hard [Aloise et al., 2009]. In practice we use approximations such
as Lloyd’s algorithm:

1. Choose a starting codebook of cluster centers Ĉ0 = {c01, ..., c0k}.

2. Assign each observation to a cluster based on its closest cluster center, i.e., for each Xi,
determine which Voronoi cell Vj(Ĉ0) it falls in.

3. Update the cluster centers to Ĉ1 = {c11, ..., c1k} defined as

c1j =

∑
iXi1(Xi ∈ Vj(C))∑
i 1(Xi ∈ Vj(C))

,

i.e., the averages of the points in each of the Voronoi cells.

4. Repeat steps 2–3 until convergence, and output final cluster centers Ĉ.

This algorithm is illustrated in Figure 1 below. The first panel shows observations Xi ∈ R2,
i = 1, ..., n = 20, from k = 3 clusters, along with the true cluster centers C∗ marked with
×. The second panel shows three randomly chosen starting cluster centers C0 (circled black
squares). The third panel shows the Voronoi tesselation Vj(C0) based on these initial clus-
ter centers. The fourth panel shows the averages of the points in each Voronoi cell (circled
black squares), which are now the updated cluster centers C1. The fifth panel shows the new
Voronoi tesselation Vj(C1) based on these updated cluster centers. The sixth panel shows
the averages of the points in each Voronoi cell (circled black squares), which are now the up-
dated cluster centers C2. The process repeats until the cluster centers stop changing by some ϵ.

Lloyd’s algorithm is a greedy approximation and only finds a local optimum of R̂(C); its
performance can depend greatly on the initial cluster centers Ĉ0. The simplest remedy is
to re-run Lloyd’s algorithm many times with different initializations; alternatively one could
move to global mixed integer optimization approaches.

Another simple approach is to stick with Lloyd’s algorithm but pick starting values in a
smart way. Examples of this approach include k-means++ [Arthur and Vassilvitskii, 2007],
which starts with a randomly chosen center, then picks the other k − 1 centers sequentially,
picking points that are farther way with higher probability, so that the cluster centers are
more likely to be spread out. These chosen cluster centers are then used as starting points
Ĉ0 in Lloyd’s algorithm. Arthur and Vassilvitskii [2007], prove that the empirical risk of the
k-means++ starting points R̂(Ĉ0) is within a constant factor of the minimum R̂(Ĉ) in expec-
tation (over randomness in the k-means++ algorithm).
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(a) Data & true cluster centers C∗ Ĉ (b) Initial cluster centers Ĉ0 (c) Voronoi tesselation for Ĉ0

(d) Updated cluster centers Ĉ1 (e) Voronoi tesselation for Ĉ1 (f) Updated cluster centers Ĉ2

Figure 1: Two steps of Lloyd’s algorithm.
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1.3 Some theory

What kinds of guarantees does k-means clustering provide? The following result comes from
Linder et al. [1994].

Theorem 1. If ∥X∥2 ≤ M < ∞ with probability one then

ER(Ĉ)−R(C∗) ≤ B

√
k(d+ 1) log n

n

for some constant B > 0.

Proof. Start by noting that

R(Ĉ)−R(C∗) = R(Ĉ)− R̂(Ĉ) + R̂(Ĉ)−R(C∗)

≤ R(Ĉ)− R̂(Ĉ) + R̂(C∗)−R(C∗) ≤ 2 sup
C∈Ck

|R̂(C)−R(C)|

= 2 sup
C∈Ck

∣∣∣(Pn − P)∥X −ΠC(X)∥2
∣∣∣ = 2 sup

c∈Rk

∣∣∣∣(Pn − P)
(
min
j

∥X − cj∥2
)∣∣∣∣

where the first inequality in the second line follows since R̂(Ĉ) ≤ R̂(C) for any C by definition
of Ĉ as a minimizer. We have bounded quantities like the above when the class over which
the supremum is taken is finite using concentration inequalities; however, here the class Ck
is infinite, and so requires new tools. In particular we can proceed by relating the above
supremum to that over a Vapnik-Chervonenkis class A with shattering number nk(d+1), which
gives a concentration inequality of the form

P

{
2 sup
c∈Rk

∣∣∣∣(Pn − P)
(
min
j

∥X − cj∥2
)∣∣∣∣ > ϵ

}
≤ P

{
2B sup

A∈A
|(Pn − P)A| > ϵ

}
≤ B0n

k(d+1) exp(−B1nϵ
2)

by the VC theorem. Note the shattering number nk(d+1) plays a role analogous to the size of the
set, from our earlier finite-class bounds. As before, this yields a bound on the expected value
of the desired form, where instead of log |F| we get a log nk(d+1) = k(d+ 1) log n factor.

Remark 2. Note this result guarantees the risk of the k-means estimated cluster centers is
close to the optimal risk, but this does not necessarily imply the estimates Ĉ are close to C∗;
there could be many labelings that result in near-oracle risk.

1.4 Choosing k

As mentioned earlier, there are many different approaches to choosing k. Note that k is not
a tuning parameter like bandwidth, basis dimension, penalty parameters we have seen before;
for those parameters the risk is minimized by balancing a bias/variance trade-off. However,
for k in k-means, the risk always decreases with k.

Nonetheless there are many proposals for choosing k, including elbow methods (starting
with small k and moving up until you see a sharp decrease in empirical risk), hypothesis
testing (testing whether the number of clusters is k or greater, and picking the first k that is
not rejected), etc. Displaying results across a range of k values is probably safest.
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2 Density-based clustering

An alternative to centroid-based methods like k-means is density-based clustering, where clus-
ters are based on finding areas of high density. Here we discuss one such method, level set
clustering. The main idea originally comes from Hartigan [1975]; recent references that study
the method in detail include for example Rigollet [2007] and Rinaldo and Wasserman [2010].

2.1 Level set clustering

The population version of level set clustering can be characterized as follows. The upper level
set of a density p is defined as the set

Lλ = {x : p(x) > λ}

of x values for which the density is at least λ. Suppose Lλ can be decomposed into finitely
many disjoint sets, so Lλ = C1 ∪ ... ∪ Ckλ . Then Cλ = {C1, ..., Ckλ} are called the level set
clusters at level λ.

The estimated version follows analogously. The level sets can be estimated with plug-in
estimators, e.g.,

L̂λ = {x : p̂(x) > λ}
for some density estimator p̂. Then we find the clusters as follows. Let

Xλ = {Xi : p̂(Xi) > λ}

denote the set of observations in the estimated level set. Now construct a graph Gλ with each
Xi ∈ Xλ as a vertex, and where edges connect observations Xi and Xj only if ∥Xi −Xj∥ ≤ ϵ,
for some tuning parameter ϵ > 0. Finally the estimated clusters at level λ are taken to be the
connected components of the graph. Therefore the steps are:

1. Estimate p̂ and its level set at level λ.

2. Build a graph over Xλ = {Xi : p̂(Xi) > λ} and define clusters as connected components.

A two-dimensional example is shown in the figure below.
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The level λ and distance ϵ control the number of clusters, akin to k in k-means clustering.
Often λ is chosen as a quantile so that

Pn(Xλ) =
1

n

n∑
i=1

1(Xi ∈ Xt) = q,

i.e., the level λ = λ(q) of the level set is chosen to control the size q of the level set (e.g.,
to ensure it contains say exactly 20% of the sample). As with k in k-means, results should
usually be displayed across a range of λ values, rather than picking one λ and hoping it aligns
with some true number of clusters.

Remark 3. Another popular density-based clustering method is DBSCAN (“density-based spa-
tial clustering of applications with noise”), developed by Ester et al. [1996]). It depends on
tuning parameters M and ϵ, and works as follows: classify all observations into “core points”
(observations with at least M points within distance ϵ), “border points” (fewer than M points
within ϵ, but in ϵ-neighborhood of core point), and “noise points” (none of the above). Then
form clusters by connecting core points to any points within ϵ. This can be viewed as a special
case of level set clustering, with densities estimated using point counts within ϵ-balls.

Level set estimation is an interesting problem in its own right and has applications outside
clustering, for example in anomaly detection (where lower level sets are the target), multi-
modality testing, nonlinear PCA, etc. There are many connections between level set estimation
and classification, where a primary goal is to estimate the decision set G∗ = {x : µ(x) > 1/2},
i.e., a level set of a regression function rather than a density. In level set estimation it is
common to measure performance via the symmetric difference

d∆(L̂, Lλ) =

∫
L̂∆Lλ

dP(x) = P(X ∈ L̂∆Lλ)

for the set difference A∆B = (AC ∩B) ∪ (A ∩BC), or the weighted symmetric difference

dH(L̂, Lλ) =

∫
L̂∆Lλ

|p(x)− λ| dP(x),

which penalizes more when the true density is farther from the level λ. Many results from
classification extend naturally to level set estimation, as illustrated below.

Theorem 2. Assume the margin condition P(0 < |p(X) − λ| ≤ t) ≤ Ctα. Then the plug-in
level set estimator L̂ = {x : p̂(x) > λ} satisfies

E{dH(L̂, Lλ)} ≤ C∥p̂− p∥1+α
∞ .

Proof. Using the same logic as for classification,

E{dH(L̂, Lλ)} =

∫ ∣∣∣1{p̂(x)− λ > 0} − 1{p(x)− λ > 0}
∣∣∣|p(x)− λ| p(x) dx

≤
∫

1{|p(x)− λ| ≤ |p̂(x)− p(x)|}|p̂(x)− p(x)| p(x) dx

≤ ∥p̂− p∥∞P(0 < |p(X)− λ| ≤ ∥p̂− p∥∞).

which together with the margin assumption yields the result.
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3 Other methods

There are many clustering methods available, all with their own advantages and disadvantages.
Even within centroid-based and density-based clustering, there are other options beyond k-
means and level set clustering. Most of the centroid-based methods are variants on k-means,
similar to k-means++. Other variants of density-based clustering include mode and mean-
shift clustering, which are based on estimating the modes of the density and then clustering
based on which points are closest to which modes.

There are also other types of clustering methods that do not fall under the centroid-based or
density-based umbrellas, but instead use model-based clustering or hierarchical clustering. For
example, mixture models are a common way to discover simple model-based cluster structure.
These models assume the density is a mix of groups of densities

p(x) =
k∑

j=1

πjpj(x; θj)

where πj ≥ 0,
∑

j πj = 1 and (π1, ..., πk, θ1, ..., θk) are the unknown parameters. In other
words, you have k different clusters, each arising from a different distribution pj(x; θj). Mix-
ture models can be estimated by maximum likelihood, and in particular the EM algorithm.
Although mixture models are conceptually simple, they can be surprisingly complicated in
practice, due to computational difficulties, nonidentifiability, etc.

Another paradigm is based on hierarchical clustering. Hierarchical clustering can either be
bottom-up (“agglomerative”) or top-down (“divisive”). Agglomerative hierarchical clustering is
most common. It starts with each observation in its own cluster; then progressively combines
observations into clusters based on how close they are. Distance between clusters can be
measured via single/complete/average linkage rules. For single linkage rules, distance between
clusters is based on the minimum distance between points in each cluster; for complete linkage
rules, distance is the maximum distance; and for average linkage rules, distance is the mean
distance. The figure below illustrates hierarchical clustering.
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Figure 2: Hierarchical clustering example from wikipedia. (Left panel displays the original
data, right panel displays the dendrogram.)
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