13 Classification

Classification is the problem of predicting a binary variable Y € {0,1} from features X
(or a discrete outcome Y € {1, ..., K} in multi-class classification). It is also sometimes called
discrimination, pattern classification, or pattern recognition. A classification rule or classifier
is a function h : X — {0,1} that predicts the outcome from features, and the typical choice
of error is misclassification error

R(h) = IP’{Y £ h(X)}

i.e., the probability of guessing the wrong label.

1 The optimal classifier

Our first result characterizes the optimal classifier, which is called the Bayes classifier. Many
of the results of this and following sections can be found in Devroye et al. [1996].

Theorem 1. Let h*(z) = 1{p(z) > 1/2} for p(z) =E(Y | X =z). Then

IP’{Y ” h*(X)} < IP{Y ” h(X)}
for any function h : X — {0,1}.

Proof. We have for any h that
P{Y # h(X) | X} = u(X){1 = h(X)} + {1 = u(X)}h(X)
so that
P{Y # h(X) | X =2} —P{Y # h*(X) | X =z}
{ “(2) - h(w)}u(w) + { @) = 1 @) {1 = u@))

o} (e 1)

{1 - }{2u(x) =1} if 2p(z) > 1
{2
0

w(x) — 1} if 2u(z) <1

v

so the result follows after taking an expectation over X. O

Note if X has a density then, letting p,(z) = p(z | Y =y) and 7, = P(Y = y), we have
mip1(z)

mip1 () + mopo ()

and the Bayes classifier can also be written as

h*(z) =1 {pl@ > 7“’}.
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Proposition 1. The risk of the optimal classifier can be expressed as

(k%) = hzxi—r:fo,up{y 7 h(X)}

=E {min {,u(X), 1- u(X)H
—1/2 — E|2u(X) — 1|/2

and if X has a density

R(h) = / min {mip (2), 7opo(z) } de

Proof. We have

E [min {0(X), 1= p(X) }] = E[0(X)1{(X) < 1= p(X)} + {1 = p(XO)}{1 = p(X) < p(X)}
= E|u(X){1 = h*(X)} + {1 = p(X)}n"(X)]

- E[Y{l —RX) (1 Y)h*(X)] = P{Y # h*(X))}

1/2 = EJ2u(X) ~ 1]/2 = 1/2 ~ E[{2u(X) — 1}h*(X) - {2u(X) - 1}{1 - i*(X)}] /2
—1/2 - E[{Qu(X) —1M2R*(X) — 1}} /2=1/2 - E[@Y —D{2h*(X) - 1}] /2
—E|1{Y # K*(X)}] = P{Y # h*(X)}

and the last since p(x) =P(Y =y | X =2) =p(z | Y =y)P(Y =vy)/p(z). O

2 Plug-in estimation

Generic regression estimators can be turned into classifiers, based on the form of the optimal
classifier, via the plug-in estimator

h(X) = 1{;7()() > 1/2}.

The error of this classifier can be related to that of the regression estimator itself, as in the fol-
lowing result, which shows that in some sense classification is not more difficult than regression.

Theorem 2. Let h and h* denote the plug-in estimator and optimal Bayes classifier, respec-
tively. Then R
R(h) — R(h") < 2||fi — plly < 2[|7 — pll2

for [[fllh = [|f(z)|dP(z) and ||fll2 = +/ ) f(z)? dP(z) the Li(P) and La(PP) norms, respec-

tively.



Proof. We have
P{Y # h(X) | X} —P{Y # h*(X) | X}
= E[Y{A"(X) = h(X)} + (1 = Y){A(X) = A*(X)} | X
= [2u(X) = 1|1{h"(X) # h(X)}
so that
R(h) — R(h*) = / 20(x) — 1|1{h*(x) # h(x)} dP()
< / 2/fi(x) — ()| 1{* () # h(x)} dP(x)
<2 [ 1alz) - (o)) dP(z)

where in the second line we used the fact that |u(x) —1/2] < |f(x) — p(x)| when h* # h (since
in that case 2u—1 and 21— 1 have opposite sign, which implies [2u— 1|+ 20— 1| = |2(5—p)])-
The Lo upper bound follows since E(Z2) > E(Z)2. O

A similar result can be obtained with the density-based plug-in estimator

h(z) = 1 {@(x) > i‘)}

po(x) = 1

Theorem 3. Let h and h* denote the density-based plug-in estimator and optimal Bayes
classifier, respectively. Then

1
R(h) — RO <23 / 7,84(2) — myy ()|
y=0

Proof. The density-based plug-in estimator is equivalent to using the regression plug-in with

. mipi(x)
(z) = == ==
m1p1(w) + Topo(x)

so, letting f, = mypy(z) and fAy the estimated version, we can apply the previous theorem to
obtain

R~ Ry <2 | - fl“if‘(fﬁrfo)
Fi(f1 + fo) fifo — fifo
/ fi+ fo B / i+ fo
:2/ filfo = o) = (L = F) o
fi+ fo

§2/|f1—f1|d:v+2/|f6—fo|dw



Note the misclassification error R(h) is random, as it is a function of h; for a deterministic
risk measure it is common to work with the excess risk

~ ~

£(h) = ER(R) — R(h")

i.e., the expectation of the misclassification error relative to that of the Bayes classifier.

The two results above show that one can obtain, for free, regression and density estimation
rates in classification. For example if we assume the regression function p(z) or the class
conditional densities p,(x) are s-smooth, then we can for example obtain

E(h) = ER(h) — R(h*) < Cn~1/(@+d/5)

with local polynomial or series estimators, and appropriate tuning parameter selection. In fact
Yang [1999] shows these rates are already minimax optimal, i.e., that

inf sup Sp(iAl) > p1/(@+d/s)
h PEP

for P the set of distributions with s-smooth regression functions p(z) or class-conditional den-
sities py(x), and so these rates cannot be improved in a minimax sense, without adding more
structure to the model.

3 Empirical risk minimization

An alternative approach for constructing estimators is to use empirical risk minimization
(ERM). Specifically, we first posit a class of possible decision sets G, which could be for
example separating hyperplanes

Giin = {z: B2 >0, € R"}

or trees, etc. Then we estimate the misclassification error across all sets, and find the set
giving the best estimate, i.e.,

n

~ 1 <& 1 2
G = argmin — 1Y, #1{X; € G}| = argmin — Y, - 1{X, e G}| .
Cg;eg n; [ 7 U ) geg n;[ t }

Then the final classifier is given by

The following Theorems 4.5 and 4.6 from Devroye et al. [1996] give error rates for linear
classifiers in particular.

Theorem 4. Let G = arg mingeg,. . R(G) and G* = arg mingeg, R(G). Ifn>d and X has
a density then

~ 2
E{R(G) — R(G")} < \/n{(d + 1)logn + (2d + 2)}
If the distribution is additionally linearly separable, so that R(G*) = 0, then

dlogn + 2

E{R(G) ~ R(G")} = E{R(G)} < — =



It is natural to consider what happens when we target the best decision set
G*={z:p(z)>1/2}

as opposed to the best separating hyperplane arg mingeg, R(G), and/or we do not assume
the distribution is linearly separable. The following result comes from Tsybakov [2004].

Remark 1. The following result imposes restrictions on the complexity of the decision set
G* = {x : pu(x) > 1/2}, via metric entropy bounds. Recall the covering number N (e, F,d) is
the minimal number of d-distance (e.g., L) balls of radius € needed to cover a set F, and the
metric entropy H(e, F,d) is the logarithm of the covering number. VC-classes have e-entropy
logarithmic in 1/e, and so are a relatively small class; smoothness classes have entropy e
with p = d/s, for s the smoothness index (essentially the number of bounded derivatives).

Theorem 5. Assume the decision set G* = {x : p(x) > 1/2} belongs to a class G of subsets
of R% whose metric entropy satisfies

H(e,G,da) < Ce P, Ye> 0

for some constant 0 < p < 1, where da(A, B) is the Lebesgue measure of the set difference
AAB = (A\ B)U(B\ A). Then for the ERM classifier G = argmingg R(G) we have

E{R(@) - RG)} =0 (%) .

Remark 2. Note the assumption that p < 1 in the above result requires that s > d in Holder-
type classes, which can be a strong assumption. When s > d in a regression estimation context,
one can estimate p at faster than n~1/3 rates.

Remark 3. In some cases it is not feasible to compute an empirical risk minimizer over the
whole class G, because the class is too large. In that case one can minimize over a sufficiently
fine e-net, which is another class G’ such that for any G € G there is exists a G’ € G’ such that
d(G,G") < € for some distance d.

Note the above results for ERM yield faster 1/4/n or 1/n rates compared to the slower
n~1/(2+d/9) rates we saw for the plug-in estimator under smoothness assumptions. This sug-
gests that perhaps 1/n rates are optimal and that ERM estimators are somehow better than
plug-in estimators, which may be suboptimal/deficient in some way. However, the above ERM
results impose structure on the decision set G*, while the plug-in results impose structure on
the regression function u(z), so the results are not directly comparable.

Further, as mentioned earlier, Yang [1999] (and Audibert and Tsybakov [2007]) showed that
the plug-in rates are in fact optimal when only assuming the regression function is smooth. This
at least shows that plug-in estimators are not deficient, and already optimal for classification,
when only assuming smoothness of p. Audibert and Tsybakov [2007] also show that plug-in-
type estimators can achieve 1/4/n, 1/n, or even exponentially fast rates under smoothness,
when we add a margin assumption, which will be discussed in later sections.



4 Cross-validation

Similar results regarding cross-validated model selection in regression can be obtained in clas-
sification contexts as well. For simplicity we discuss the sample splitting approach.

We split the sample into two parts,
D} and Dy

of size n1 and ng, respectively, using D7 for training and using Dj as a test sample for
estimating a best classifier. Specifically, we have a set H,, = {h1, ho, ..., } of classifiers built
from the training sample D7. Then moving to the test data, we pick the best classifier
satisfying, for example,

~

1 1
h = argmin — 1{Yi75hXi }:argmin— Y; — h(X;)}.
heH, T2 i;Dg (i) heH, T2 zezD:g{ (Xi)

A fundamental question is how the risk of this classifier compares to that of an oracle who
had used the best (random) choice

h = argmin R(h).
heH

Note this h is called the best random choice since it is a random variable through its depen-
dence on D7, via the sequence of estimators in H,,. However, also note that it is not itself a
feasible choice in practice since it depends on the unknown distribution P.

Theorem 6. For h and h defined above, we have

E{R(R) — R(h*)} < E{R(h) — R(h*)} + \/ 8(1 + log 2{#,])

n2

Proof. As in the regression setting introduce the quantity
Z(h) = Z(h; D}) = {Y - h(X)}2 - {Y - h*(X)}2
- {h*(X) - h(X)}{Y S RNX)+Y — h(X)} € +2
Using the same decomposition as in the regression case, we have
R, = P{Z(h)} =P, {Z(h)} + (P = P,)Z(h) = S, + Ty,
and by the same logic as before,
S =Pa{Z(h)} < Pu{Z(h)}

so that
E(Sn | DY) <E[P{Z(R)} | DI| = R(R) - R(").



Via a union bound and Hoeffding’s inequality we have

P{I(P ~B.)Z(R)| 2 ¢ | D} } < [Ha| max B{|(P ~ B.)Z(h)| 2 ¢ | D} }

< IHn|26Xp{(:)1;/t;}'

Now

W%Wﬁ&@%H@S%ﬁ/PWZHWMt
:\/u+/ P(|T| > vVt | D}) dtg\/u—}—/ |7{n|Qexp(_g2t> dt
— — 0 2 n _
_ \/u+2mn|{8exp< . \/u+<8>mexp ()
ng 8 u no 8

To minimize over u we take u = 8log 2|H,,|/n2, which gives

BT, | DF) < \/8(1 + 10g 2[Hal)

n2

and so yields the result. O

5 Margin assumption

Intuitively, classification should be easier than regression in some settings. Consider the follow-
ing toy example, where the regression function is difficult to estimate accurately, but a simple
inaccurate estimator leads to perfect classification, matching the oracle Bayes classifier.
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Part of what makes this toy example easy with respect to classification is that the regression
function is almost never close to 1/2, which is where it is hardest/impossible to guess labels
accurately. However, our previous analyses had no way of exploiting this kind of structure
when present. The following margin assumption is one way of incorporating such structure;
it has been used by Mammen and Tsybakov [1999], Tsybakov [2004], Audibert and Tsybakov
[2007], etc. The latter paper provides the foundation for this section and the next.

Assumption 1. There exist constants C' > 0 and « > 0 such that
PO < |u(X)—1/2] <t) < Ct*
forall 0 <t <ty <1/2.
The margin assumption controls how much mass of the distribution of p(X) is near the
problematic point 1/2. The plot below shows some densities with different margins:

S S _ _ 1/2
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Note that @ = 0 is no assumption at all, since then the margin condition is just saying the
probability is bounded by some constant. Therefore the margin assumption is only imposing
extra structure when we take a > 0. One important and often practical case is a = 1, which
is implied by p(X) having a bounded density, as shown in the following result.

Proposition 2. If u(X) has a density bounded above by B < oo, then Assumption 1 holds
with C = 2B and o = 1.

Proof. Letting @ denote the distribution of (X)), we have

PO < () = 1/2/ £ 6) = [10 < |n - 1/2) < 1) dQ(w)
gB/l(l/Q—tSMS 1/2+t) du = 2Bt.

O

The case a = oo represents the setting where there is not only little mass near 1/2, there
is zero mass, i.e.,
PO < |u(X)—1/2] <ty) =0

for some 0 < tg < 1/2. In this case one would expect accurate classification to be quite easy;
we will show this more formally shortly.

The margin condition does not change the complexity of the class of regression functions,
but it does add non-trivial structure that can result in faster rates of convergence, as we will
see. However, there can be some tension between the margin parameter o and for example
smoothness s of the regression function y in the following sense. Intuitively, if the regression
function is very smooth, it cannot move very quickly away from the problematic point 1/2.
Thus if the covariate density is lower bounded near this point, then the margin condition can-
not hold for large «, since this would require the function to move away from 1/2 too abruptly.

In fact, Audibert and Tsybakov [2007] shows the following result indicating that, if o and
s are large enough, then the regression function p(z) cannot cross 1/2.

Proposition 3. Assume:
1. the margin condition,
2. the regression function u(x) is s-smooth,

3. the covariate distribution has compact support and a density that is bounded above and
below away from zero.

If amin(s,1) > 1 (regardless of dimension) then the regression function p(x) cannot cross
1/2, i.e., the decision set {x : u(x) > 1/2} has measure zero or one.

In many real-life examples, we typically expect the regression function to cross 1/2 and
the decision set to be non-trivial; this suggests we should perhaps prioritize < 1 when s > 1.



6 Estimation under the margin assumption

Theorem 7. Assume the margin condition, and let lAL(a:) = {pu(z) > 1/2} be the plug-in
estimator. Then R
R(h) — R(h*) < 20|11 — pllod ™.

Proof. Using the fact that ?L\(IL‘) # h*(z) implies |p(z) — 1/2| < |f(z) — p(x)|, we have
R(D) ~ R() = [ 120(0) - 111{h@) £ (@) dB(@)

< 2/ () = p(@)| {0 < [pu(x) = 1/2] < |p(z) — p(2)[} dP(2)

< 2|z = pllooP(0 < (X)) = 1/2[ < |1z = il o)
< 20| — pll®

where we used the margin condition in the last line. O

This result shows how we can get faster rates via the margin condition, even with simple
plug-in estimators. For example, if p is s-smooth then standard estimators (local polynomials,
series estimators) with appropriate tuning satisfy

I = plloc = Op ((n/ logm) =/ 2+4/))
and the same in expectation after raising to some power, so that the above then implies

E{R(h) — R(h*)} < C(n/log n)~(1F+0)/(2+d/s)
Audibert and Tsybakov [2007] show this rate is almost minimax optimal, up to log factors:

Theorem 8. Let P denote the set of distributions for which the
1. the regression function u(x) is s-smooth,
2. the margin condition holds for some a < d/s,

3. the covariate distribution has compact support and a density that is bounded above and
below away from zero.

Then

-~ —(I+a)
inf sup Ep{R(h) — R(h*)} > Cn 2F/s .
h PeP

Can the gap between these upper and lower bounds be resolved? Audibert and Tsybakov
[2007] show it can, i.e., that the upper bound can be improved to match the lower bound, if
we have an appropriate exponential concentration inequality for the regression estimator.
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Theorem 9. Assume
P([i(z) — p(x)] = 8) < Crexp(—Caryd?)
and the margin condition. Then the plug-in estimator h(z) = 1{fi(z) > 1/2} satisfies

E{R(h) — R(h*)} < r(1F0)/2,

Proof. For some 6 > 0 define the sets

Ag={z:0 < |pu(z) —1/2| <6}
Aj={x: 2715 <|u(x) —1/2] < 276}, forj>1

and write

E{R(h) — R(h*)} =E

—

[20(X) — 1IL{R(X) # h*(X)}]

>E[20(X) - 12{R(X) # K (X)}L(X € 4;)].
7=0

For j = 0 we have by the margin condition that
E[[26(X) = 1L{R(X) # h*(X)}L(X € Ag)| < E|120(X) = 12(0 < |u(X) — 1/2] < 9)]
< 20P(0 < |u(X) — 1/2| < 6) < 2061+,

For j > 1, again using that |u — 1/2| < | — u| whenever h # h*, we have

> E[20(X) — 12{A(X) # b (X)X € 4;)]

j>1

=S B{120 - 1200 < | = 1/2] < |7 - p) 212715 < |u—1/2] < 276) |

j=1
< 221'“51@{1(23'—15 <|i—puD10< |p—1/2 < 23'5)}
§>1
_ Z2J+15/ (i) — p(x)] > 216)1{0 < |u(z) — 1/2| < 276} dP(x)
j>1
<) 2HECy exp{—Carn(27716)*}C(276)”
j=1
=20C6"T* > " 270F) exp{—Cor, (27716)%}
j=1

Now take § = r;1/2 to obtain

E{R(R) = R(n)} Sy 12 gy (2 D00 exp(— 22 72) g, (1002
jzl

as desired.
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Audibert and Tsybakov [2007] also shows that standard local polynomial estimators satisfy
the exponential inequality with

P([7(z) — u(x)| > 6) < C1 exp(—Cank6?)
so that if h ~ n~1/(5+d) then
P(|fi(z) — p(z)| = ) < Cy exp(—Can?/ =T 52)
and one obtains the minimax rate

(1+o)
()2 _ —SE)

Note that this rate matches that of smooth nonparametric regression in the most difficult case
when a = 0 (i.e., when u(X) could have arbitrary mass at/near the problematic point 1/2),
but otherwise it is faster. In fact when o > d/2s the rate is faster than the parametric rate
1/y/n, and when o > d/s + 1 the rate is super-fast, i.e., faster than 1/n. However recall that
in this super-fast regime the decision set has measure zero or one since the regression function
cannot cross 1/2. The rates are illustrated in the plot below.

15 2.0

Margin a
1.0

0.0

Smoothness/dimension s/d

Audibert and Tsybakov [2007] goes on to show that in the very favorable case where there
is zero mass around 1/2, i.e., that a = oo so P(0 < |u(X) —1/2| < tg) = 0 for some ty, plug-in
estimators yield exponentially fast convergence rates, of the order 1/exp(n). A notable dis-
tinction between plug-in estimators and ERM is that the latter cannot attain faster than 1/n
rates even here, thanks to a lower bound result from Massart and Nedelec [2006].
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