12 Aggregation

1 Setup
In aggregation problems, we are given a set of k functions

{flana 7fk:}

and data (X;,Y;) ud P,i=1,...,n, and the goal is to find an aggregate estimator f: f(af) of

the regression function

u(x) = E(Y | X = 2)

that combines the functions and is close to an oracle, where we measure risk via integrated
MSE

RO =IF = ul* = [ {Fe) - nta)} ab).

We should usually think of {f1, ..., fx} as a set of estimators built from a separate independent
sample (e.g., based on parametric models, neural networks, local smoothers, series estimators,
random forests, lasso, etc., which capture a wide variety of different kinds of structure). More
specifically one can consider three forms of aggregation, as in Tsybakov [2003]:

1. (Linear aggregation) In linear aggregation we consider linear combinations
k
fg . fg(l') = Zejfj(l‘) s 0 c Rk
j=1

and the goal is to find an estimator J?Close to the best linear combination

~

ER(f) < oieank R(fp) + Ai(n, k)

where Aj(n, k) is a remainder term that is as small as possible.

2. (Convex aggregation) In convex aggregation we consider convex combinations
k k
fo:folx) = 0;fi(x), 0,20, > 6;=1
j=1 j=1

and the goal is to find an estimator fclose to the best convex combination

o~

ER(f) < inf R(fy) + Ac(n, k)
=)

for the simplex © = {# € R¥ : §; > 0, >.;0; =1}, and Ac(n, k) is a remainder term.

3. (Model selection) In model selection the goal is to find an estimator fclose to the best

~

ER(f) < Hl]ln R(f]) + Am(nﬂ k)

for Ay, (n, k) a remainder as small as possible.



Note the slight abuse of notation where we write fy = >_,0;f;(x) but f; = f;(z) = fe;(2),
for e; = (0, ...,0,1,0,...,0) the vectors of the canonical basis in R¥.

Clearly since the considered function classes are nested we have

inf R <inf R < min R(f;).
nf R(fo) < inf R(fp) < min R(f;)

In fact, Tsybakov (2003) showed that the smallest possible remainder terms satisfy an
inverse relation. Let P denote the set of distributions with bounded regression functions, so

Mo (H) = 11%f]§1§g {EPRP( ) — jnf R fg)}

is the minimax rate of aggregation over a set H (where H will be R¥ for linear aggregation,
© for convex aggregation, and {1, ..., k} for model selection). Then Tsybakov [2003] showed:

1. (Minimax linear aggregation)

M (RF) =< ©

n

2. (Minimax convex aggregation)

SIS

if k< n
Mn(©) =X\ oatamivm if k> /n

n

3. (Minimax model selection)

log k
Ma({1, .. k}) =< 28

n

Therefore, linear aggregation has the smallest oracle risk but is statistically most difficult to
achieve while, conversely, model selection has the largest oracle risk and is easiest to achieve.
In what follows we mostly focus on the model selection problem.

2 Why not cross validation?

In practice it is very common to use sample-splitting/cross-validation/ERM for model selec-
tion, e.g., split the sample, use one half to fit numerous estimators { f1, ..., fx}, use the other
half to estimate the risk for each, and pick the minimizer

f= argminﬁ(fj) =argminP, [{Y — fj(X)}Q].

J fJ

However it turns out this approach is suboptimal for model selection, as formulated above.

There are two flavors of guarantees that come with cross-validation. One is of the form

ER(f) < (1 +6) min R(f;) + % <1+10gk>
J n



for any § > 0, which obtains optimal log k/n remainders, but at the expense of giving up on
the exact oracle risk min; R(f;), and instead settling for some factor (1+0) times this. Recall
the way to derive this kind of result is to write, for £(f) = (Y — f)?,

R(f) = PUU(J) =€)} = (1 + §)Pufe(f) — L)} + T
< (L4 0)Pu{l(f*) = ()} + T

where

T = (1+0)(P = P){0(f) = ()} = SP{U(F) — £()}
is a decentered empirical process term. Then EP, {¢(f*) — ¢(u)} = ||f* — pl* = min; R(f;),
and tail probabilities of T}, can be appropriately controlled via a union bound and Bernstein’s
inequality to obtain P(T;, > t) < kexp(—nt/C), yielding the desired bound on E(7},) of the
order C'logk/(nd). The decentering by dP{¢(f) — £(u)} is crucial here to avoid usual 1/y/n
bounds.

The other flavor of guarantee is of the form

ER(J) < min R(f;) + C\/@
J

which sticks with the exact oracle risk but has a suboptimal y/logk/n remainder. The way
to derive this second kind of result is to write

o~

R(f) = P{(f) — L)} = Pu{€(f) — £(p)} + T,

where now

Tn = (P —Pp){(f) — t()}
is instead a centered empirical process term. As before, EP, {¢(f*) — ¢(p)} = ||f* — u||* =
min; R(f;), and tail probabilities of T;, can be controlled via a union bound and Hoeffding’s
inequality or sub-Gaussian maximal inequality. This slower rate again comes from the fact
that T}, is no longer uncentered, so its tail probabilities and expectation is slightly larger.

In fact Lecué [2007] and others have shown that the above result is not an artifact of the
proof technique: ERM cannot be optimal, and must suffer losses greater than the optimal re-
mainder, as it does not take advantage of the convexity of the loss. Further, it turns out that
any estimator /selector restricted to be a single element f; cannot be an optimal model selec-
tor, and must have a remainder term of the order y/log k/n or larger [Rigollet and Tsybakov,
2012|. Therefore for optimal model selection we actually have to average multiple estimators
fj, instead of only picking one.

One natural idea for remedying ERM is to convexify the set { f1, ..., fx} and instead mini-
mize over its convex hull; however, Lecué and Mendelson [2009] and Dai et al. [2012] prove this
fix is also suboptimal, since enlarging to the convex hull makes the set too complex. Audibert
[2007] and Lecué and Mendelson [2009] show that ERM over a carefully chosen star-shaped
subset of the convex hull does actually solve the problem, yielding optimal rates for model
selection.



3 Exponential weights

Another way to improve upon cross-validation for model selection (rather than sticking with
ERM but over a carefully chosen subset of the convex hull of {fi,..., fx}) is to average the
estimators using so-called exponential weights. Exponential weights are related to progressive
mixture rules, which were introduced in various forms by Vovk [1990] and Catoni [2004], for
example. The exponential weights aggregation is given by f = fz= Z 0; i fi(x) where the
weights can be motivated from penalized risk minimization via

= arg min ZQRf] 52910g< >

0cO
for § a tuning parameter and 7; a prior distribution (e.g., m; = 1/k).

Noie that the quantity minimized above can be viewed as a penalized version of the risk
> j 0;R(f;), which when minimized over § would amount to just model selection, and where
the penalty 8/n}_,0;log(0;/m;) is the (3/n-weighted) KL divergence between 0; and ;.
From the KKT conditions there is actually a closed-form solution for the exponential weights
given by R
g, — _exp(=nR(f;)/B)m;

] = = ’
> exp(=nR(fe)/B)me

hence the exponential weights name.

The first guarantees proving optimality of the exponential weights procedure are from
Catoni [2004] and Dalalyan and Tsybakov [2008, 2007, and show that

Blogk

R(fp) < mjin R(f;) +

for B large enough, when m; = 1/k. Note this matches the desired logk/n optimal rate for
model selection in expectation.

One might further hope a similar result holds with high probability, e.g., that say

Clogk N C’'log(1/9)
n n

R(f7) < minR(f;) +

with probability at least 1 — §. In fact, Audibert [2007]|, Dai et al. [2012], and Lecué and
Mendelson [2013] have shown that this high-probability bound provably does not hold for
exponential weights, i.e., that

C

Vn

with some constant probability. Remedying this was a primary motivation for the next ap-
proach, called Q-aggregation.

R(f7) = minR(f;) +



4 Q-aggregation

Q-aggregation was developed by Rigollet [2012], Dai et al. [2012] and Lecué and Rigollet [2014]
as an alternative to exponential weights and other procedures, which gives error guarantees
with high probability as well as in expectation, and applies in both fixed /random design set-
tings. The Q in Q-aggregation stands for “quadratic”, as in quadratic loss; however what really
matters is that the loss is strongly convex.

The Q-aggregation estimator is given by f: f;= Zj @f] (z), where

f = arg min Q(6)
0cO

for the @-risk estimated by
k
0(6) = (1 )P, {£(Y. 1) }+uze 2o 1)} + 23 010801/m,)
j=1

where v € (0,1) is a weight, § is a temperature parameter, controlling how much weight to
assign to a prior m; over the functions f;, and /£ is some generic convex loss.

For simplicity we will focus on the special case of a quadratic loss £(f) = (Y — f)? with a
uniform prior 7; = 1/k, yielding

k
Q) = (1= v)Pu{ (¥ ~ o) }+VZH” [V = 577} = 0= R+ Y 0,R()
=1

Note when the weight parameter v = 0 this is just convex ERM, since then

~

6 = arg min R(fy),
0co

and similarly when the weight is v = 1 this is just model selection, since then

So Q-aggregation can be viewed as an interpolation between convex ERM and model selec-
tion. Following Bellec [2017], one can also view Q-aggregation through a penalization lens.
Specifically, we can write

Qo) = Pn{(Y - f9)2} + pen(d) , where pen(6 20

Note this penalty is minimized when fy = f; for any j, and is larger farther from 6 = e;. It
can also be viewed as the (averaged) variance of a random function chosen from {fi,..., fx}
with probabilities 6.

It should be noted that computing 0 is a convex optimization problem, and approximate
greedy solutions were studied in Dia et al. (2012), showing similar statistical behavior to the
full solution.



The Q-aggregation guarantee

Here we prove the main Q-aggregation guarantee, that

R(fy) < min R(fy) + 2

with high probability. In order to avoid some extra complexity in the analysis, we assume the
covariate distribution dP(z) is known. When this distribution is unknown, the proof is logically
very similar, but requires some extra steps using the contraction principle (Theorem 4.12 of
Ledoux and Talagrand [2013]). Below we follow the proof sketch in Section 3.4 of Bellec [2017].

Since the covariate distribution is known, we can directly compute the mean of P,(f3),
which is the Lo(P) norm || fy||> = [ fo(z)? dP(z). Therefore we consider using the modified
Q-risk given by

k
Q6) = 3 | {15l ~Pa2¥ )} + Ze{nw P2V ) | = 5 RGo) + S0 R(S)

2 °
7=1

which replaces the estimate P, ( fg) with its expectation, and again for simplicity we focus on
the special case of a quadratic loss £(f) = (Y — f)? with a uniform prior 7; = 1/k.

Remark 1. Note in the above that we take the weight parameter to be v = 1/2. When the
covariate distribution is known, this is inconsequential, but in the standard setting where the
covariate distribution is unknown, the choice of weight is non-trivial and affects the guarantee.

Note we can also write this Q-risk in penalized form as
Q(0) = R(fs) + pen(6) /2
for pen(0) = >, 0, fo — f5]1? since

k k
pen(®) = 2 6,R(1) ~ Rif) = 20 {I1° = Ba@Y )} = {6l Pul2¥ S0}
=

k
>0 ||fj||2—||f9|2229j/f2 12) dP = Ze/ o) dP = ZGIIfe—f]H
j=1 j=1

Now as usual we minimize the Q-risk as

f = arg min Q(0)
fco

and construct the Q-aggregation estimator as f: =2 ; @ fi(x).

Theorem 1. Let f be defined as above. Assume | filloo < B and ||p|loc < B. Then

Clogk n C'log(1/6)
n n

R(f) < mjin R(f;) +

with probability at least 1 — 0 for C = 20B/3.



Proof. We start with a lemma, which illustrates the strong convexity of the loss and improves
on the usual R(f) < R(#) guarantee provided by ERM.

Lemma 1. Let Q(6) be deﬁned as above. Then Q(0) —Q(0') = (VQ(#'),0—0') + N fo— forll?
for any (0,6'), and for 6 € arg mingeg Q(0) we have

~

Q) < Q) ~ o~ 1’

so that @ 1s strongly convexz.

Remark 2. The same result holds for the standard Q-risk @ in the unknown covariate distribu-
tion setting, if we replace the Ly (PP) norm with the empirical analog || fo— f31|2 = Pn{(fo—f5)*}.

Proof. Differentiating shows the elements of the k-vector VQV(O) are given by

2
0 ~ 0
255.20) = 55 { / (ijm) dP — (WZ@ f])} R(f;)
_ /2f9fj dP — P,(2Y f;) + {/sz d]P’—IP’n(2ij)}

so that

(VQ).0 )= 5 50~ ) { [ 26ut P~ Ba(2v )4 1)

J
= ;Z(ej —0)R(f;) — Pn {Y(fe — fo) — /fe(f@ — for) dP} -
J
Therefore, rearranging terms,
Q(8) - @( 0') - <V@(9') 0—0)
= LR(fy) + Ze R — 5B — 5 S OR) — 5 30— O)R()
J

J

P, {Y(fe ~ i)~ [ ot = fo) a0} =5 [0 )? a

which shows the first result. The second result follows from the fact that (VQ(6),6 —8) >0
for any 6 € O, since @) is convex and differentiable and 0 is the minimizer over the simplex
(see, e.g., Sec 4.2.3 of Boyd and Vandenberghe [2004]). O

Now let J* = arg min; ]E{@(ej)} = argmin; E{E(fj)} so by the above we have

Sl = 55l = @@ ~ Q) = R(fy) + pen(®)/2 ~ R(fs-) ~ pem(e-)



which implies

? (1)

k
RUfy) — R(fa) < 5l — Sl — pen(@)/2 = 3 S G5 — -
j=1

where we used pen(ej+) = 0 and rearranged terms based on the definition of the penalty.

Now note for true risk R(g) = ||g||*> — 2 [ gf dP we have R(g) — R(g) = —2(P — P,)(Yyg),
so that

R(f3) — R(f+) = R(f3) — R(fs+) +2(B = Po)Y (f5 — fo).

Remark 3. Note the above empirical process term is linear in (f;— f;+); in the standard setting
where the covariate distribution is unknown, the analogous empirical process term is instead
quadratic, which is why the contraction principle is required for appropriate control.

Now for any C' we have

Clogk

R(f7) = R(f7) = === = R(f) = R(fs+) = (B = Pu)2Y (f5— f1) - Clogk

Cloghk 1<~
—(B—P)2Y (f5— frr) = === = 5 D Billfs = £ IP
j=1

IN

Zn(Jg) < max Zn(fp) = max Zn(f;)

where the inequality in the second line follows from (1), and the last line since Z,, is affine
in # and an affine function over the simplex is maximized at a vertex. Now for a fixed j, by
Bernstein’s inequality as in Proposition 5.3 of Bellec [2017], we have

Clogk 1 Ct exp(—t

Ct

p{zis) > S} =p{-@-2v (s - 1) -

for C' = 20B/3 as in the theorem statement. Therefore

k
P{ Rty - R - S < ez, > S <30 PR o),
j=1

where the last inequality uses a union bound. Rearranging yields

Clogk Ct

+ n} > 1 — exp(—t)

P {R(fg) < R(fr)+

which is the result. O
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