11 Interference

So far we have considered causal inference assuming consistency holds. Here we briefly
discuss causal inference under interference, where my treatment assignment can now influence
others’ outcomes.

Example 1. Early motivation for studying causal inference under interference arises in epi-
demiology (e.g., Halloran and Struchiner [1995] and Hudgens and Halloran [2008]).

e In vaccine trials for infectious diseases, my risk of infection can be reduced even if I am
not vaccinated so long as enough people around me are vaccinated.

e Christakis and Fowler [2007] used Framingham Heart Study data to ask whether obesity
is contagious, i.e., whether weight gain in one person is associated with subsequent weight
gain among their neighbors.

Example 2. In social sciences, interference is often the rule rather than the exception. Cai
et al. [2015] ran a randomized experiment in rural China to study the take-up of a new
agricultural insurance product among farmers where the treatment was information sessions
and price subsidies for the insurance. They found a significant spillover effect, meaning that
each farmer’s decision to enroll depended not only on their own offer but also on whether their
neighbors were offered /chose to purchase the insurance.

Here we suppose we have n observations each with data (X;, 4;,Y;) as well as an adjacency
matriz M such that
M;; = 1(units ¢ and j are connected).

With interference present, the potential outcomes can now depend on the entire vector of the
treatments A, = (A41,...,A,). That is, for every i,

Y, =Y if A, = a,.

Hence interference can be thought of as a dimensionality problem; we only observe one instance
of all possible treatment combinations, with 2™ possible potential outcomes even in the simple
case of binary treatments. To make progress, we need to restrict the space of the potential
outcomes by imposing suitable assumptions on the interference structure.

1 Taxonomy of interference structure

There can be many different ways in which consistency is violated, i.e., many different interfer-
ence patterns. Generally speaking, the literature has evolved from rather restrictive settings in
which individuals are divided into groups and interference exists within but not across groups,
to more general and less structured forms of interference.

Two common patterns of interference include clustered and network interference.

Definition 1 (Clustered interference). Let {C1,...,Ck} be a partition of [n] into disjoint

clusters and, for each i, C; denote the unique cluster containing i. The potential outcomes

satisfy clustered interference if, for every ¢ and any two treatment assignment vectors
/

aTL7 an7

Y2 = Y if a; = d for all j € C.
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Clustered interference says that interference only occurs within but not across clusters and
is thus appropriate when there are natural groups (e.g., households or classrooms). Equiva-
lently, if we write Ac, = {A4; : j € C;\{i}} for each i, then Y* =Y; ""“ and therefore the
analog of consistency assumption under clustered interference would be

}/i _ }/;ai,aci lf (A’L;ACZ) = (ai,aci).

Clustered interference also corresponds to M being block diagonal (up to a permutation of the
units), with nonzero entries only within blocks for units in the same cluster and zeros across
blocks.

Another commonly assumed interference pattern is network interference, where interference
only takes place through those units that are connected in the network without a particular
structure imposed on M.

Definition 2 (Network interference). The potential outcomes satisfy network interference
if, for every 7 and any two treatment assignment vectors a,, a/,,

Yo = Yiail if a; = @ and a; = a;- for all j € N;.

where N; = {j € [n] : M;; = 1}.

In words, unit i’s outcome may depend on the treatment of ¢ and of its neighbors in NV,
but not on treatments of units outside N;. If we write Ay, = {A; : M;; = 1} as before, we
have

a;,aN.
YA =Y, " for all ay,

so in the observed data we have Y; = Yiai’aNi if (Ai, An,) = (as,an;).

Many other forms of interference can exist. In spatial applications, it is common to assume
that the effect of one unit’s treatment on another’s outcome decays with geographic distance,
so that only nearby units exert meaningful influence. One can also think of temporal (dynamic)
interference, where treatments assigned at earlier times change the environment and thereby
affect the future outcomes of other units, e.g., through contagion.

A common device used to reduce the dimensionality of potential outcomes is called an
exposure mapping [Aronow and Samii, 2017].

Definition 3 (Exposure mapping). Let A denote the treatment space. For each unit i, an
exposure mapping is a function g; : A”"! — G that maps the treatment assignments of all
other units a_; € A"~! to a low-dimensional summary s; = g;(a_;). The potential outcomes
satisfy the exposure mapping g; if
iy g aiyal_i .
YRt =y, if gi(a_;) = gi(aly),

for all a; € Aand all a_;,a’ ; € A" 1. In other words, conditional on unit i’s own treatment
a;, its outcome depends on the treatments of others only through the exposure g;(a_;).

Some examples of exposure mappings include the number/fraction of treated neighbors,
an indicator that at least one neighbor is treated, etc.

Yet it is still common to assume that the maximum number of connections is bounded in order for asymp-
totics to work.



2 Estimands under interference

Many interesting estimands arise in causal inference under interference. In what follows we
assume that the potential outcomes are fixed and the only source of randomness comes from
the treatment assignment for ease of exposition.

First is the direct effect, which generalizes the usual average treatment effect (ATE) under
no interference.

Definition 4 (Direct effect).

by = = ZE( 1A, YOA )

where A_; = (A1,...,A;—1,A4i11,...,4,). Note that when there is no interference the
direct effect simply reduces to the ATE.

There are a few different ways to characterize indirect or spillover effects, which are often
key objects of interest under interference. Early notions of indirect effects rely on explicit com-
parisons between two treatment assignment strategies. For instance, suppose we are comparing
two Bernoulli trials with probabilities p and p’. One definition by Hudgens and Halloran [2008]
and Tchetgen and VanderWeele [2012] compares two treatment assignments while holding i

untreated: .
2 {B 00 By (74
i=1

Another popular approach relies on exposure mappings. For example, in the spirit of Sévje
[2024], one can define an indirect treatment effect comparing two exposure levels s and s’ as

LS {BeA 1= -E0PA 18- )

i.e., the averaged difference between the expected potential outcomes when 4, while untreated,
is assigned exposures s and s’ under the current design.
Hu et al. [2022] and Li and Wager [2022| consider an indirect effect of the form

1 E( 1A_Z_YOA_Z)’

which is the aggregate effect of one unit’s treatment on all other units’ outcomes.? They
subsequently define the overall effect, the sum of the direct and their indirect effect, by

;JZIE( 1A_l _ OA_Z)_

Perhaps the most ambitious effect is the total treatment effect where you either expose
everyone to treatment or expose no one:

ZNote that the scaling may not always be the most natural one. Hu et al. [2022] argue for this estimand
on the grounds that, under Bernoulli designs, the 1/n normalization is exactly the one for which the sum
of the average direct and indirect effects coincides with the infinitesimal policy effect of increasing treatment
probabilities.



Definition 5 (Total treatment effect).

n

Piot = %Z <Y21" - YiO">~

=1

Such an effect can be relevant in, e.g., public policy settings where a government decides
whether to universally implement a new intervention (such as a vaccine or regulation) [Yu
et al., 2022].

Throughout this section we have assumed that the potential outcomes are fixed and the
only randomness comes from the treatment assignment mechanism. In contrast, in a model-
based perspective, the covariates, treatments, and potential outcomes (and occasionally the
graph itself) are viewed as random and generated from some underlying joint law. Often one
conditions on the observed graph M; but in either case, the expectation is taken with respect
to the relevant (conditional or joint) distribution.

Under interference, estimands typically depend on features of the network so issues of
generalizability (generalizing conclusions to a larger population from which the sample is taken)
and transportability (generalizing to other populations of interest) are more delicate than in
iid settings. Even if an estimator is internally valid for one network, it may not transport to
another population whose network structure is different.

3 Identification and estimation

Here we focus on Ogburn et al. [2024] who study causal inference with social network data
where the goal is to estimate the mean potential outcome averaged across nodes

= SR,
=1

under network interference.®> They were interested in re-analyzing the controversial obesity
study by Christakis and Fowler [2007], so the adjacency matrix M here can be thought of
as the social network of the people in Framingham. In their framework we observe a single
network encoded by M and node-level data (X;, 4;,Y;) where (X,,, A,,Y,,) is treated as one
draw from the conditional distribution P(X,,, A, Y, | M). The stronger version of their data
generating process (DGP), which we will work with, is

X, are iid,
A; | X, are iid,
Y | Xy, Ay, are iid,

which is similar to the usual iid case conditional on friends’ covariates/treatments in the treat-
ment and outcome mechanisms. Hence, omitting the conditioning on M, the joint distribution
can be factorized as

n

Pr(Xn =Xp, Ay =a,, Y, = YTL) = Hf(xz)ﬂ(az ’ xi>$Ni)n(yi | Liy TNy Qi aNi)'
=1

3The actual scope of Ogburn et al. [2024] is much broader in that they also study stochastic/dynamic
interventions and other causal effects, and a more general form of interference that allows for unstructured
dependence resulting from latent traits.



Their causal assumptions based on the structural equations model is

X = fX(UXi)7
A; = fa(Xs, Xn,, Un,y),
Y; = fY(XiaXNiaAivANiaUYi)?

where the last line encodes the network interference assumption.

Identification. Identification can be carried out as usual with suitably adapted identifica-
tion assumptions. For each node i, define the joint propensity

m(ai,an, | i, znN,) = Pr(A; = a;, An, = an, | Xi = ©i, XN, = N;).
Note that under the assumed DGP this reduces to
(s an, | wi,en,) = miai |z an,) [] mias |25, n;).
JEN;
A natural positivity assumption is
W(aiaaNi ’ xiaxNi) > 07

for each ¢ and every (z;,xy,) in the support of (X;, Xu,). Further the no unmeasured con-
founding assumption can be written as

(Ai Any) LY | X5, X,
for each ¢ and all (a;, an,). Then we can identify 1 as

E(Y™ | X,) = E(Y; " | Xi, X,)

ai,aN,
Y, | Xy, Xy, Ai = ai, AN, = an;)
}/ti | XZaXNmA’L = aiaANi = aNi)

Note that E{u(X;, Xn,,a;,an,)} can depend on ¢ in general even if X;’s are iid since different
units can have different numbers of friends.

Estimation. One simple estimator for 1) would be the plug-in estimator

- 1 o
Ypr = - ;:U’i(Xi?XNi?aiaaNi)v
1=

which, based on our discussions in this class, is prone to mis-specification and may inherit slow
rates of nonparametric models (perhaps more importantly, when X;’s are not iid, this would
be estimating the mean with only one “observation” 1i;(X;, Xn;, ai,an;,)). Thankfully, “many
aspects of the semiparametric theory are agnostic to the iid assumption” [Ogburn et al., 2024|
so we can still construct more efficient estimators. Based on the influence function developed
in Van der Laan [2014], which Ogburn et al. [2024] leverage, the influence function for ¢ would

be
1((A17AN1) = (ai’aNi))
m(ai, an, | Xi, Xn,)

i = wi(Xi, Xn;, ai,an,) + (Yz — i (X5, Xn; ai,aNi)),
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so one doubly-robust estimator for ¢ is given by its average
Ypr = Pn(®).

Now the idea is that if the error in estimating (7; ;) is small enough, the estimator behaves
asymptotically like a dependent sample average,

pr — ¢ = Pu(pi — Epi) 4 0p(1//Ch),

where n/K2,. < C, < n and Kpay is the maximum degree (the number of connections).
They decompose the average as

P (0i—Ep;) = Pr(0i—E(@; | X, Ap))+Pr(E(pi | Xn, An)—E(pi | Xn))+Pr(E(p; | Xpn)—Egp;),

and show that each term, after appropriate scaling, converges to a normal distribution by
applying a technique called Stein’s method, which is often used to prove central limit theorems
under dependent data.
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