
10 Policy Learning & Heterogeneous Effects

In practice, different subjects typically respond differently to different treatments/exposures.
In that case, marginal effects like the average treatment effect E(Y 1 − Y 0) may not be a very
useful quantity for guiding decision making. Instead we might want to explore effects of par-
ticular treatment strategies, as in the previous topic, but optimize over strategies to pick one
that is most effective. Here we discuss identification and estimation of optimal treatment
policies, heterogeneous effects more generally (which are a crucial component of the optimal
policy, but are also of interest in their own right), and policy evaluation.

1 Targets & identification

1.1 Basics

A common goal in policy learning is to maximize the overall marginal mean outcome. For
example, for a treatment strategy d : X → A that maps covariates to treatments, we can
consider the mean outcome that would result if the rule were implemented in the population,
i.e.,

E
(
Y d(X)

)
.

The following simple but foundational result shows that the optimal treatment policy for this
purpose is the one that, for those with X = x, simply assigns the treatment for which the
conditional mean E(Y a | X = x) is maximized.

Theorem 1. The optimal treatment policy maximizing the mean E(Y d(X)) is given by

d∗(x) ≡ argmax
d:X→A

E
(
Y d(X)

)
= argmax

a∈A
E(Y a | X = x).

If A = {0, 1} we can write d∗(x) = 1{E(Y 1 | X = x)− E(Y 0 | X = x) > 0}.

Proof. For any rule d we have

E
(
Y d(X)

)
= E

{
E
(
Y d(X) | X

)}
= E

{∑
a

1(d(X) = a)E
(
Y a | X

)}
≤ E

{
max
a

E
(
Y a | X

)}
= E

{
E
(
Y d∗(X) | X

)}
and the binary form simply holds by definition.

Based on the above result, whenever the conditional means E(Y a | X = x) are identified,
then so is the optimal policy d∗(x). For example, under the assumptions of consistency,
positivity, and no unmeasured confounding, we have E(Y a | X = x) = E(Y | X = x,A = a),
so that in the binary case the optimal policy is the thresholding rule

d∗(x) = 1
{
τ(x) > 0

}
for τ(x) ≡ µ1(x) − µ0(x) ≡ E(Y | X = x,A = 1) − E(Y | X = x,A = 0) the conditional
average treatment effect (CATE).
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Remark 1. As usual, extensions to quantiles P(Y d(X) ≥ y) instead of means are trivial, based
on the fact that

P
(
Y d(X) ≥ y

)
= E

{
1
(
Y d(X) ≥ y

)}
= E

(
T d(X)
y

)
for the tail indicator Ty ≡ 1(Y ≥ t). Therefore one can simply repeat any of the above using
Ty in place of the outcome Y . For example, the optimal rule in the binary case under no
unmeasured confounding is d∗(X) = 1{P(Y ≥ y | X,A = 1)− P(Y ≥ y | X,A = 0) > 0}.

1.2 Time-varying treatments

Things get somewhat more complicated in settings with time-varying treatments. Given the
T timepoint data structure Z = (X1, A1, X2, A2, ..., XT , AT , Y ), we can define a sequence of
T rules {

d1(X1), d2(X1, A1, X2), ..., dT (XT , AT−1)
}

for dt : Ht 7→ At where as usual we define the history up to time t as Ht = (Xt, At−1). The
mean outcome under a general sequential rule d is given by E(Y d1(H1)d2(H2)...dT (HT )), and the
optimal sequence of rules is

d∗ =
{
d∗1(X1), d

∗
2(X1, A1, X2), ..., d

∗
T (XT , AT−1)

}
= argmax

d1,...,dT

E
(
Y d1(H1)d2(H2)...dT (HT )

)
.

In the T = 2 case the optimal rules are given by

d∗2(H2) = argmax
a2

E(Y | X1, A1, X2, A2 = a2)

d∗1(H1) = argmax
a1

E
{
max
a2

E(Y | X1, A1, X2, A2 = a2)
∣∣∣ X1, A1 = a1

}
.

These rules can be interpreted as follows. At time t = 2 one simply assigns the best treatment
a2 given the past (X1, A1, X2), and at time t = 1 one assumes the optimal treatment at time
t = 2 is assigned, and then assigns the best treatment a1 given X1.

1.3 Overall goals

Several goals arise in policy learning and related problems. A first is policy evaluation, i.e.,
estimation of the value V (d) = E(Y d(X)) of a particular rule d, and in particular the value of
the optimal rule V (d∗). A second separate goal is to estimate the optimal policy itself

d∗ ≡ argmax
d

E
(
Y d(X)

)
where the argmax is over all possible rules d : X 7→ A. A related goal is to estimate a
constrained optimal policy c∗ ≡ argmaxd∈D E(Y d(X)), where now the argmax is over some
particular subset D of possible rules, e.g., linear rules of the form d(x) = 1{βTx > 0}. A third
goal is to estimate effect heterogeneity, e.g., the CATE

τ(x) = µ1(x)− µ0(x),

either for the purpose of estimating the optimal rule, or as an end in itself. In what follows we
discuss each of these in turn, focusing for simplicity and concreteness on the binary treatment
setting under unconfoundedness (though the ideas all generalize more broadly).
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2 Policy evaluation

Here we discuss policy evaluation, i.e., estimation of the value V (d) = E(Y d(X)) of a rule d
(often the optimal rule d∗). This may be of interest on its own, or as a precursor to policy
learning to see if it is worth pursuing (e.g., comparing V (d∗) to V (1) or E(Y )), or as a sub-
routine of policy learning via empirical value maximization (as discussed in the next section).

2.1 Fixed rules

For fixed rules d (which do not depend on the underlying probability distribution P), or for
estimated rules d̂ estimated from a separate independent sample, we can use all the ideas
from the “09 Generalized Intervention Effects” lecture notes for estimating effects of dynamic
interventions, since such rules are just dynamic (typically deterministic) treatment strategies.

In particular, consider an estimated rule d̂ : X 7→ A and suppose we want to estimate the
value V (d̂) = E(Y d̂(X)), i.e., the mean outcome if we applied the rule d̂ to the population.
For simplicity assume d̂ was built from a separate independent training sample. This amounts
to taking q(a | x) = 1{a = d̂(x)} in the notation of the previous lecture notes. Then we
immediately have the following corollaries regarding identification and estimation.

Corollary 1. Assume consistency, positivity, and exchangeability (A ⊥⊥ Y a | X for a = 0, 1).
Then

V (d̂) ≡ E(Y d̂(X)) =

∫
E(Y | X = x,A = d̂(x)) dP(x).

Corollary 2. The parameter V = V (d̂) satisfies the expansion V (P )−V (P ) = −
∫
φ(z;P ) dP (z)+

R2(P , P ) with

φ(Z;P ) =
1(A = d̂(X))

πP (A | X)

{
Y − µP (X,A)

}
+ µP (X, d̂(X))− V (P )

R2(P , P ) = EP

[{
π(d̂(X) | X)

π(d̂(X) | X)
− 1

}{
µ(X, d̂(X))− µ(X, d̂(X))

}]
.

The previous result motivates the semiparametric / doubly robust / DML estimator

V̂ (d̂) = Pn

[
1(A = d̂(X))

π̂(A | X)

{
Y − µ̂(X,A)

}
+ µ̂

(
X, d̂(X)

)]
,

which, again using the previous result, then has conditional bias given training data Dn

E
(
V̂ (d̂)− V (d̂) | Dn

)
≤ C

∥∥∥π
π̂
− 1

∥∥∥∥∥∥µ̂− µ
∥∥∥

under positivity. Therefore, under usual boundedness conditions, and assuming ∥π/π̂ − 1∥ =
oP(1) and ∥µ̂− µ∥ = oP(1), we have

V̂ (d̂)−V (d̂) = (Pn−E)

[
1(A = d̂(X))

π(A | X)

{
Y − µ(X,A)

}
+ µ(X, d̂(X))

]
+OP

(∥∥∥π
π̂
− 1

∥∥∥∥∥∥µ̂− µ
∥∥∥)

using the same logic as in Theorem 3 of the lecture notes “04 unconfounded obs” and the
results from Kennedy [2024].
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2.2 Value of optimal rule

The story is somewhat more nuanced for estimation of the value of the optimal rule V (d∗).
Part of the nuance comes from the fact that the rule of interest d∗ is now unknown and
depends on the distribution P, and part of the nuance comes from the fact that this depen-
dence is non-smooth, occuring through the indicator/argmax in d∗(x) = 1{τ(x) > 0} (or
d∗(x) = argmaxa E(Y | X = x,A = a) more generally). Estimation of the optimal value
V (d∗) is thus a non-smooth functional estimation problem, representative of many other such
problems that can arise in causal inference.

Note that in the binary treatment setting under unconfoundedness we can write

V (d∗) = E
[
d∗(X)µ1(X) + {1− d∗(X)}µ0(X)

]
= E

[
τ(X)1{τ(X) > 0}+ µ0(X)

]
.

Estimation of the right-most term E{µ0(X)} is standard, so we focus on the quantity

ψ = E
[
τ(X)1{τ(X) > 0}

]
.

Similar expressions arise in other non-smooth estimation problems, including classification
[Audibert and Tsybakov, 2007] and causal effect bounds [Kennedy et al., 2020, Levis et al.,
2025], among others. If we tried to derive the influence function of ψ, we would get stuck
at the indicator function, which is discontinuous and not differentiable. For this reason, in
general, the parameter ψ is not pathwise differentiable and does not have an influence function.

2.2.1 Smooth approximation

One natural way forward could be to smooth the parameter ψ with, for example,

ψϵ = E
[
τ(X)fϵ{τ(X)}

]
where fϵ(t) is a smooth approximation of the indicator function f(t) = 1(t > 0), e.g., the
Gaussian CDF fϵ(t) = Φ(t/ϵ). Then at any fixed ϵ the parameter ψϵ is pathwise differen-
tiable, and one could derive influence functions and corresponding estimators for this smooth
approximation in the usual way. We refer to Section 5 of Levis et al. [2025] for more discus-
sion and details. Since the smooth approximation ψϵ has some non-trivial bias relative to the
actual target ψ, this approach would only yield bounds on ψ and V (d∗). On the other hand, if
we let ϵ→ 0 so that fϵ(t) → f(t) and ψϵ → ψ, then we would just be back where we started,
with a non-pathwise differentiable parameter.

2.2.2 Margin assumption

An alternative approach might proceed as follows. First notice that at the troublesome point
of discontinuity, τ = 0, the indicator 1(τ > 0) in ψ = E{τ1(τ > 0)} is squashed via pre-
multiplication by τ , so the parameter ψ simply equals zero. This suggests some hope that,
potentially under some extra conditions, the non-smoothness of this indicator might be less
problematic than initially feared. Indeed it turns out that a margin assumption, first in-
troduced in classification problems [Audibert and Tsybakov, 2007], can ameliorate the non-
smoothness problem.
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Assumption 1 (Margin). There exist constants C > 0 and α ≥ 0 such that

P
{
0 < |τ(X)| ≤ t

}
≤ Ctα

for all 0 < t ≤ t0 ≤ 1/2.

The margin assumption controls how much mass of the distribution of τ(X) is near zero.
The plot below shows some densities with different margins:

1. f(τ) = 1

2
√
2
√

|τ |
=⇒ P(0 < |τ | ≤ t) =

√
2t1/2

2. f(τ) = 1 =⇒ P(0 < |τ | ≤ t) = 2t

3. f(τ) = (3/
√
2)
√
|τ | =⇒ P(0 < |τ | ≤ t) = (2

√
2)t3/2

4. f(τ) = 4|τ | =⇒ P(0 < |τ | ≤ t) = 4t2

5. f(τ) = 12τ2 =⇒ P(0 < |τ | ≤ t) = 8t3
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Note that α = 0 is no assumption at all, since then the margin condition is just saying the
probability is bounded by some constant. Therefore the margin assumption is only imposing
extra structure when we take α > 0. One important and often practical case is α = 1, which
is implied by τ(X) having a bounded density, as shown in the following result.

Proposition 1. If τ(X) has a density bounded above by B < ∞, then Assumption 1 holds
with C = 2B and α = 1.

Proof. Letting Q denote the distribution of τ(X), we have

P(0 < |τ(X)| ≤ t) =

∫
1(0 < |τ | ≤ t) dQ(τ) ≤ B

∫
1(−t ≤ τ ≤ t) dτ = 2Bt.
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Remark 2. The case α = ∞ represents the setting where there is not only little mass near
zero, there is zero mass, i.e., P(0 < |τ(X)| ≤ t0) = 0 for some 0 < t0 ≤ 1/2.

Importantly, the margin condition does not change the complexity of the function τ , but
it does add non-trivial structure that can result in faster rates of convergence. However, there
can be some tension between the margin parameter α and for example smoothness s of the
CATE function τ in the following sense. Intuitively, if the CATE is very smooth, it can-
not move very quickly away from the problematic point zero. Thus if the covariate density
is lower bounded near this point, then the margin condition cannot hold for large α, since
this would require the function to move away from zero too abruptly. In fact, Audibert and
Tsybakov [2007] shows the following result in a regression context, indicating that, if α and
s are large enough, then the CATE τ(x) cannot change sign and the optimal rule d∗ is constant.

Proposition 2. Assume the margin condition and that:

1. the CATE τ(x) is s-smooth,

2. the density of X is bounded above and below away from zero, and has compact support.

If αmin(s, 1) > 1 (regardless of dimension) then the CATE τ(x) cannot cross zero, and the
optimal treatment rule d∗(X) is constant, treating all or none with probability one.

In many real-life examples, we typically expect meaningful heterogeneity (i.e., the CATE
will have change sign across different x values) and the optimal rule will be non-trivial; this
suggests we should perhaps prioritize α ≤ 1 when s ≥ 1.

2.2.3 Estimation & inference using the margin assumption

For estimation and inference under the margin condition, we can correct bias as usual (using
influence functions) for the smooth τ part of ψ, and use a plug-in estimator for the non-smooth
1(τ > 0) part, resulting in the estimator

ψ̂ = Pn
[
ϕ̂(Z)1{τ̂(X) > 0}

]
where

ϕ(Z) =

{
A

π(X)
− 1−A

1− π(X)

}{
Y − µA(X)

}
+ µ1(X)− µ0(X)

is the uncentered influence function for the average treatment effect E(τ) (i.e., the usual dou-
bly robust influence function-based estimator of the ATE is Pn(ϕ̂)).

Intuitively, the margin condition limits how problematic the non-smoothness is and in par-
ticular makes it so that plug-in estimation of the indicator function (on average, as long as it
is multiplied by τ) can have small bias. The following result formalizes this.
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Theorem 2. Suppose π̂a and µ̂a are constructed on a separate sample. Assume usual bound-
edness and positivity conditions, and that ∥φ̂− φ∥ = oP(1) for φ = ϕ1(τ > 0). Then

ψ̂ − ψ = OP

(
1√
n
+ ∥π̂ − π∥max

a
∥µ̂a − µa∥+ ∥τ̂ − τ∥1+α∞

)
and if ∥π̂ − π∥maxa ∥µ̂a − µa∥+ ∥τ̂ − τ∥1+α∞ = oP(1/

√
n) then

√
n(ψ̂ − ψ)⇝ N

(
0, var

[
ϕ(Z)1{τ(X) > 0}

])
.

Proof. Let φ̂ = ϕ̂1(τ̂ > 0). Then the usual decomposition gives

ψ̂ − ψ = Pn(φ̂)− P(φ) = (Pn − P)(φ̂− φ) + (Pn − P)φ+ P(φ̂− φ).

The first empirical process term and second central limit term are analyzed as we have done
before. For the bias term we have

P(φ̂− φ) = P
{
(ϕ̂− ϕ)1(τ̂ > 0)

}
+ P

[
ϕ
{

1(τ̂ > 0)− 1(τ > 0)
}]

.

The first term is bounded above by a constant multiple of ∥π̂−π∥maxa ∥µ̂a−µa∥, by iterated
expectation and Cauchy-Schwarz, as usual. For the second term we have

P
[
ϕ
{

1(τ̂ > 0)− 1(τ > 0)
}]

= P
[
τ
{

1(τ̂ > 0)− 1(τ > 0)
}]

≤ P
[
|τ |

∣∣∣1(τ̂ > 0)− 1(τ > 0)
∣∣∣]

≤ P
[
|τ̂ − τ |

∣∣∣1(τ̂ > 0)− 1(τ > 0)
∣∣∣] ≤ P [|τ̂ − τ |1(|τ | ≤ |τ̂ − τ |)]

≤ ∥τ̂ − τ∥∞P
(
|τ | ≤ ∥τ̂ − τ∥∞

)
≤ C∥τ̂ − τ∥1+α∞

where the first equality follows by iterated expectation, the third and fourth by the fact that
1(τ̂ > 0) ̸= 1(τ > 0) implies |τ | ≤ |τ̂ − τ |, and the last by the margin assumption.

Remark 3. Note the above bias term depends on the sup-norm error ∥τ̂ − τ∥∞ ≡ supx |τ̂(x)−
τ(x)|, which for example in smoothness models would be of the same order as the L2(P) error
∥τ̂ − τ∥, up to log factors, but otherwise could be larger. Alternatively, in such cases, Holder’s
inequality can be used to obtain a general possibly sharper ℓp bound of the order

∥τ̂ − τ∥
p(1+α)
p+α

p .

Theorem 2 above shows how the margin assumption can be exploited to ensure that the
bias term

P
[
τ
{

1(τ̂ > 0)− 1(τ > 0)
}]

is actually second-order, despite its first-order appearance. This means the estimator ψ̂ (and
so V̂ (d̂) as well) can be root-n consistent and asymptotically normal in a nonparametric model.
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3 Policy learning

Next we discuss policy learning, i.e., estimation of optimal policies themselves, either op-
timizing over all possible rules to target d∗ ≡ argmaxd E(Y d(X)) or optimizing over some
constrained class D (e.g., linear rules) to target c∗ ≡ argmaxd∈D E(Y d(X)).

3.1 Empirical value/welfare maximization

Optimizing over a constrained set of rules D results in a lesser value, i.e., E(Y c∗(X)) ≤
E(Y d∗(X)), but this sacrifice is sometimes worth it for extra interpretability or computational
ease or respecting budget constraints.

For constrained policy learning, it is common to use so-called direct or policy search meth-
ods [Laber et al., 2014] which are based on estimating the value V (d) = E(Y d(X)) and max-
imizing over all d in some pre-specified class D. This is akin to empirical risk minimization,
so these methods are also called empirical value maximization or empirical welfare maximiza-
tion. Roughly speaking, the analysis of these approaches follows that of ERM in other contexts
(e.g., classification), with the added nuance that estimation of the value V (d) is a non-trivial
functional estimation problem, which requires nuisance estimation in general (e.g., to control
for confounding in observational settings, or to improve efficiency in experiments).

In particular a natural estimator is ĉ∗ = argmaxd∈D V̂ (d), where

V̂ (d) = Pn
[

1(A = d(X))

π̂(A | X)

{
Y − µ̂(X, d(X))

}
+ µ̂(X, d(X))

]
is the doubly robust estimator of the value. The following theorem is illustrative of typical
results in this vein, and is adapted from a classification-based result from Theorems 4.5 and
4.6 from Devroye et al. [1996]. It gives error rates for linear rules in particular, where

D = Dlin =
{
d : d(x) = 1(βTx > 0), β ∈ Rp

}
.

More general results based on metric entropy bounds of the set {x : τ(x) > 0} can be similarly
obtained as in Tsybakov [2004], or via VC complexity as in Athey and Wager [2021]. See
Chapter 5 of Wager [2024] for some more discussion and details.

Theorem 3. Let ĉ∗ = argmaxd∈Dlin
V̂ (d) and c∗ = argmaxd∈Dlin

V (d). If X ∈ Rp has a
density and n ≥ p then

E{V (ĉ∗)− V (c∗)} ≲
√
p log n

n
+ E∥π̂ − π∥max

a
∥µ̂a − µa∥.

Remark 4. As in standard classification problems, in some cases it is not feasible to compute
an empirical risk minimizer over the whole class D, because the class is too large. In that case
one can minimize over a sufficiently fine ϵ-net, which is another class D′ such that for any
d ∈ D there is exists a d′ ∈ D′ such that ∆(d, d′) ≤ ϵ for some distance ∆.
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3.2 Plug-in estimation

An alternative to empirical value maximization, which is used more commonly with uncon-
strained optimal policy estimation, is the so-called indirect or plug-in estimation approach.
This exploits the closed-form expression for the optimal rule, e.g., d∗(x) = 1{τ(x) > 0}, and
constructs estimators by simply plugging in estimates, e.g.,

d̂∗(x) = 1{τ̂(x) > 0},

where τ̂(x) is some estimator of the CATE. This allows for turning generic CATE estimators
into optimal rule estimators. The error of such plug-in estimators can be directly related to
that of the CATE estimator itself, as in the following result. This shows that in some sense
policy learning is not more difficult than CATE estimation.

Theorem 4. Let d̂ denote the plug-in estimator and d∗ the unconstrained optimal rule. Then

V (d∗)− V (d̂) ≤ ∥τ̂ − τ∥1 ≤ ∥τ̂ − τ∥

for ∥f∥1 =
∫
|f(x)| dP(x) the L1(P) norm and ∥f∥ =

√∫
f(x)2 dP(x) the L2(P) norm.

Proof. Note we can write

τ(x)
{
d∗(x)− d̂(x)

}
=

{
τ(x){1− d̂(x)} if τ(x) > 0

−τ(x)d̂(x) if τ(x) ≤ 0

= |τ(x)|
∣∣∣d∗(x)− d̂(x)

∣∣∣ = |τ(x)|1
{
d∗(x) ̸= d̂(x)

}
by definition. Therefore

V (d∗)− V (d̂) =

∫
τ(x)

{
d∗(x)− d̂(x)

}
dP(x) =

∫
|τ(x)|1

{
d∗(x) ̸= d̂(x)

}
dP(x)

≤
∫

|τ̂(x)− τ(x)|1
{
d∗(x) ̸= d̂(x)

}
dP(x) ≤ ∥τ̂ − τ∥1 ≤ ∥τ̂ − τ∥

where in the inequalities we used that d∗ ̸= d̂ implies |τ | ≤ |τ̂ − τ |, and then Jensen’s.

A potentially faster rate can be achieved under the margin assumption, as shown below.

Theorem 5. Assume the margin condition, and define d̂ and d∗ as before. Then

V (d∗)− V (d̂) ≤ C∥τ̂ − τ∥1+α.

Proof. Using the fact that d∗ ̸= d̂ implies |τ | ≤ |τ̂ − τ | as in the previous result gives

V (d∗)− V (d̂) ≤
∫

|τ̂(x)− τ(x)|1
{
d∗(x) ̸= d̂(x)

}
dP(x)

≤
∫

|τ̂(x)− τ(x)|1
{
|τ(x)| ≤ |τ̂(x)− τ(x)|

}
dP(x)

≤ ∥τ̂ − τ∥∞ P
{
|τ(X)| ≤ ∥τ̂ − τ∥∞

}
and then the result follows from the margin condition.
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4 Heterogeneous effect estimation

Previous results showed that estimation of heterogeneous effects is a crucial component of plug-
in estimation of the optimal policy. In addition to being useful for personalizing treatment
decisions, estimation of heterogeneous effects is a fundamental goal of causal inference in its
own right, as it can further theoretical understanding of heterogeneity, and be useful in devising
future treatments for those who do not respond to current options. There are many possible
ways to characterize treatment effect heterogeneity, but for concreteness and simplicity here
we focus on the conditional average treatment effect (CATE) of a binary treatment

τ(x) ≡ µ1(x)− µ0(x) ≡ E(Y | X = x,A = 1)− E(Y | X = x,A = 0)

which equals E(Y 1 − Y 0 | X = x) under usual consistency, positivity, and no unmeasured
confounding assumptions. Note also that τ(x) is simply a difference in regression functions,
which is often of broader interest even outside causal inference settings.

Early methods for estimating the CATE often used semiparametric models, for example
partially linear models assuming τ(x) to be constant [Robins et al., 1992, Robinson, 1988], or
structural nested models in which τ(x) followed some known parametric form [Robins, 1994,
van der Laan, 2005, van der Laan and Robins, 2003, Vansteelandt and Joffe, 2014]. These
approaches reflect a commonly held conviction that the CATE may be more structured and
simple than the rest of the data-generating process (with the zero treatment effect case an
obvious example). This is similar in spirit to the common belief that interaction terms are
more often zero than main effects.

Recent work has moved towards more flexible estimators [Foster and Syrgkanis, 2023,
Kennedy, 2023]. Here we discuss two important nonparametric methods for estimating the
CATE, the DR learner [Foster and Syrgkanis, 2023, Kennedy, 2023, van der Laan, 2005] and
the R learner [Kennedy, 2023, Kennedy et al., 2024, Nie and Wager, 2021, Robinson, 1988].

4.1 DR Learner

The idea behind the DR learner was first proposed in Section 4.2 of van der Laan [2005]. It
is motivated by the following straightforward heuristic: to estimate the ATE doubly robustly
we average the pseudo-observations

φ̂(Z) =

{
A

π̂(X)
− 1−A

1− π̂(X)

}{
Y − µ̂A(X)

}
+ µ̂1(X)− µ̂0(X),

so a natural approach to estimate the CATE doubly robustly is to instead regress these pseudo-
outcomes on X, i.e., to use

τ̂dr(x) = Ên
{
φ̂(Z) | X = x

}
where the notation Ên(Y | X = x) denotes a generic regression of variable Y on X, evaluated
at x. For example one could use kernels, splines, random forests, neural networks, lasso, etc.

The figure below, from Kennedy [2023], gives a schematic.
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Specific implementations of the DR learner have been rediscovered and analyzed over the
years, for example relying on using very particular estimators. In contrast, Foster and Syrgka-
nis [2023] and Kennedy [2023] gave model-free structure-agnostic analyses that allow the DR
learner to be used with generic nuisance estimators and generic regression procedures in the
second stage. The following pointwise error bound is Theorem 2 from Kennedy [2023].

Theorem 6. Assume the second-stage regression estimator Ên is stable w.r.t. distance d, i.e.,

Ên{φ̂(Z) | X = x} − Ên{φ(Z) | X = x} − Ên{b̂(X) | X = x}√
E
([

Ên{φ(Z) | X = x} − E{φ(Z) | X = x}
]2) p→ 0

for b̂ defined below, and assume d(φ̂, φ)
p→ 0. Let τ̃(x) = Ên{φ(Z) | X = x} denote an

oracle estimator that regresses the true pseudo-outcome φ(Z) on X, and denote its risk by
R∗
n(x)

2 = E[{τ̃(x)− τ(x)}2]. Then the DR learner τ̂dr satisfies

τ̂dr(x)− τ̃(x) = Ên{b̂(X) | X = x}+ oP

(
R∗
n(x)

)
for bias term

b̂(x) =
1∑

a=0

{π̂(x)− π(x)}{µ̂a(x)− µa(x)}
aπ̂(x) + (1− a)(1− π̂(x))

.
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Crucially, the above bound shows that the DR learner error can only deviate from an oracle
error by at most a (smoothed) product of errors in the propensity score and regression esti-
mators, thus allowing faster rates for estimating the CATE even when the nuisance estimates
converge at slower rates. Although the above result is for the pointwise error τ̂dr(x) − τ̃(x),
an analogous L2 version can be proved using the same logic, as in Rambachan et al. [2022].
Further, the result is agnostic about the methods used, and requires no special tuning or un-
dersmoothing. Specifically, the result is entirely agnostic about how the nuisance estimators
are constructed in the first stage, and is almost entirely agnostic about the second-stage re-
gression, beyond the stability condition. That condition can be viewed as a generalization of
the classic condition that

(Pn − P)(f̂ − f)

1/
√
n

p→ 0

when ∥f̂ − f∥ p→ 0 (cf. Andrews [1994], Lemma 19.24 of van der Vaart [2000], Lemma 2 of
Zheng and van der Laan [2010], term I3,k of Chernozhukov et al. [2018], Lemma 2 of Kennedy
et al. [2020], etc.), and Kennedy [2023] shows it holds for generic linear smoothers.

Theorem 6 gives a smaller risk bound compared to other work. For example, Semenova
and Chernozhukov [2017] and Zimmert and Lechner [2019] gave a remainder error larger than
the product of the nuisance mean squared errors, with oracle efficiency requiring this product
to shrink faster than 1/nd and 1/(n/h) for series and kernel-based second stage regressions,
respectively (for h a shrinking bandwidth). Fan et al. [2019] assumed the CATE was only as
smooth as the individual regression functions, giving a larger oracle risk. The results from
Foster and Syrgkanis [2023] are closest, but their error bounds are not doubly robust, and
instead involve L4 errors of all nuisance components.

The following corollary illustrates the flexibility of the above result by applying it in set-
tings where the nuisance functions and CATE are smooth. Similar results could be obtained
in other generic models with known bounds on mean squared error rates.

Corollary 3. Suppose the assumptions of Theorem 6 hold. Further assume:

1. Ên is a minimax optimal linear smoother with
∑

i |wi(x;Xn)| = OP(1).

2. The propensity score π is α-smooth, and ∥π̂ − π∥w,2 = OP(n
−1/(2+d/α)).

3. The regression functions µa are β-smooth, and ∥µ̂a − µa∥w,2 = OP(n
−1/(2+d/β)).

4. The CATE τ is γ-smooth.

Then
τ̂dr(x)− τ(x) = OP

(
n

−1
2+d/γ + n

−
(

1
2+d/α

+ 1
2+d/β

))
and the DR-Learner is oracle efficient if√

αβ ≥ d/2√
1 + d

γ

(
1 + d

2s

) , (1)

where s = (α
−1+β−1

2 )−1 is the harmonic mean of (α, β).
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4.2 R Learner

An alternative to the DR learner is the so-called R learner procedure, which is a nonparamet-
ric extension of the residual regression method of Robinson [1988] for estimating constant or
parametric CATEs in partially linear models.

In a semiparametric CATE model where µ1(x) − µ0(x) = m(x;ψ) for some ψ ∈ Rd, the
optimally efficient estimator ψ̂ (under some conditions) solves the estimating equation

Pn
(
∂ψm(X; ψ̂)

{
A− π̂(X)

}[
Y − η̂(X)−m(X; ψ̂)

{
A− π̂(X)

}])
= 0

for η̂(x) an estimator of the marginal regression function η(x) = E(Y | X = x) [Robinson,
1988]. We can equivalently define this estimator as the empirical risk minimizer

ψ̂ = argmin
ψ

Pn
([{

Y − η̂(X)
}
−m(X;ψ)

{
A− π̂(X)

}]2)
.

This motivates nonparametric versions, for example as in Nie and Wager [2021], given by

τ̂r(x) = argmin
f∈F

Pn
([{

Y − η̂(X)
}
− f(X)

{
A− π̂(X)

}]2)
where F is a specified function class. The function class can depend on sample size F = Fn,
amounting to a sieve-style approach, or one can add penalty terms to the risk (e.g., using
f(x) = xTβ with ℓ1 penalty ∥β∥1 for a lasso R learner, or using an RKHS norm penalty for
an RKHS regression R learner, etc.). The following result from Foster and Syrgkanis [2023]
illustrates an example guarantee for RKHS-based R learning.
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Remark 5. Partly conditional effects E(Y 1 − Y 0 | V = v) = E{µ1(X)− µ0(X) | V = v} for a
covariate subset V ⊂ X are often of interest in practice. For example, effect heterogeneity may
only be of interest in a few specific directions V , or one may want to distinguish covariates X
used for confounding adjustment versus covariates V used for personalizing treatment (which
may be simpler or more broadly accessible to practitioners). An important feature of the DR
learner is that it can be immediately used to estimate partly conditional CATEs, by simply
regressing on V ⊂ X instead of all of X. However, this is not true for the R learner; only
using V ⊂ X in the R learner procedure would require assuming that the fully and partly
conditional CATEs were equal, i.e., µ1(x)−µ0(x) = E{µ1(X)−µ0(X) | V = v}, a non-trivial
and often unrealistic assumption.
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