
09 Generalized Intervention Effects

So far we have considered causal effects defined under simple hypothetical interventions
that set everyone’s treatment to some value a, e.g., the mean potential outcome E(Y a), which
describes the mean outcome if everyone were assigned treatment level a. Here we discuss more
general interventions where the treatment is set according to some distribution (which itself
may be potentially unknown and need to be estimated).

1 Taxonomy

Although we have focused on counterfactuals based on setting all treatments to some value a,
this is only one kind of hypothetical intervention to consider, among many. In particular, one
can consider counterfactuals under deterministic versus stochastic, and static versus dynamic,
treatment strategies or interventions. To describe these different interventions, let q(a | x)
denote some generic conditional distribution of discrete treatment A given X (not the obser-
vational distribution). Then we have the following taxonomy.

Definition 1. A deterministic treatment strategy is one for which the treatment is not
random, i.e., q(a | x) ∈ {0, 1}. A stochastic treatment strategy is not deterministic.

Definition 2. A static treatment strategy is one that does not depend on x, i.e., q(a | x) =
f(a) for some f . A dynamic treatment strategy is not static.

Therefore we have so far considered deterministic static interventions in which treatment
A = a is uniformly applied across the population, regardless ofX and without any randomness.

Here are some examples of the four different kinds of interventions:

1. Deterministic + static: set A = 1 for all, i.e., q(a | x) = 1(a = 1).

2. Deterministic + dynamic: set A = 1 for those over 40, i.e., q(a | x) = 1(a = 1, age > 40).

3. Stochastic + static: Bernoulli random assignment, i.e., q(a | x) = 1/2.

4. Stochastic + dynamic: q(a | x) = 0.81(age > 40) + 0.21(age ≤ 40).

Young et al. [2014] is an early important example of work considering these generalized
interventions. They discussed the following in the context of effects of A = minutes of exercise:

1. Deterministic + static: everyone exercises 30 min, i.e., q(a | x) = 1(a = 30).

2. Deterministic + dynamic: those with BMI>25 exercise 30 min, others 50 min, i.e.,
q(a | x) = 1(a = 30,BMI > 25) + 1(a = 60,BMI ≤ 25).

3. Stochastic + static: 80/20 mix of 30/60, i.e., q(a | x) = 0.81(a = 30) + 0.21(a = 60).

4. Stochastic + dynamic: q(a | x) = {0.81(a = 30) + 0.21(a = 60)}1(BMI > 25) + 1(a =
60,BMI ≤ 25).

1



Now given some distribution q(a | x) (which may correspond to deterministic vs. stochastic
and static vs. dynamic strategies), we can draw a hypothetical possibly random treatment
Q ∼ q(a | X), and set A = Q, resulting in the counterfactual

Y Qi
i = the outcome that would be observed for unit i if we set Ai = Qi ∼ q(a | Xi).

As usual we will often drop the subscript i when subjects are iid and the q distribution is the
same across subjects, so the indexing is irrelevant.

There are a number of reasons why one might consider generalized interventions. First,
they might be more scientifically relevant, since they can often more closely correspond to
treatment distributions one might observe in the real world. For example, it is somewhat
rarely the case that a treatment could really be applied completely uniformly in a population,
without any variation or randomness. Typically, medical treatments vary depending on fam-
ily/medical history, symptoms, provider prescribing preferences, etc., economic/social policies
differ by region, demographics, political party, etc., and so on. One might want to study
how outcomes would differ under more complex strategies that come closer to observational
stratgies. Second, generalized interventions are crucial for studying policy learning and opti-
mal treatment strategies, where one goal is to determine optimal treatment strategies, e.g.,
as a function of covariates. We will return to this topic shortly in a future lecture. Third,
generalized interventions might require weaker assumptions for identification. For example, if
those over 40 are never treated observationally, then one might still be able to identify causal
effects of a dynamic strategy that does not treat those over 40, whereas the effect of treating
everyone might be impossible to identify due to positivity violations.

2 Identification & estimation

Identifying effects of general treatment strategies turns out to be similar to results we have
already seen. A twist is that we now require a weaker identifying assumption that q(a | x) = 0
whenever π(a | x) = 0, i.e., q(a | x) ̸= 0 =⇒ π(a | x) ̸= 0, i.e., supp(q) ⊆ supp(π).

Theorem 1. Assume:

1. Consistency: A = a =⇒ Y = Y a.

2. Weak positivity: π(a | x) = 0 =⇒ q(a | x) = 0.

3. Exchangeability: A ⊥⊥ Y a | X for all a.

Then
E(Y Q) =

∫ ∑
a

E(Y | X = x,A = a) q(a | x) dP(x).

Proof. We have E(Y Q) = E{E(Y Q | X)} =
∫ ∑

a E(Y a | X = x)q(a | x) dP(x) by iterated
expectation and definition of the intervention. Now by consistency and exchangeability we
have E(Y a | X = x) = E(Y | X = x,A = a), and weak positivity ensures that E(Y a | X =
x)q(a | x) = 0 whenever π(a | x) = 0 and E(Y | X = x,A = a) is ill-defined.
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Theorem 2. The parameter ψ(P) =
∫ ∑

a EP(Y | X = x,A = a)q(a | x) dP(x) satisfies the
expansion

ψ(P )− ψ(P ) = −
∫
φ(z;P ) dP (z) +R2(P , P )

with

φ(Z;P ) =
q(A | X)

πP (A | X)

{
Y − µP (X,A)

}
+
∑
a

µP (X, a)q(a | X)− ψ(P )

R2(P , P ) = EP

[∑
a

{
π(a | X)

π(a | X)
− 1

}{
µ(X, a)− µ(X, a)

}
q(a | X)

]
.

Therefore

|R2(P , P )| ≤ sup
a,x

∣∣∣∣ q(a | x)
π(a | x)

∣∣∣∣ (∥∥∥ππ − 1
∥∥∥∥∥∥µ− µ

∥∥∥)
and φ is the efficient influence function in a nonparametric model.

Proof. We can use tricks from Kennedy [2024] to construct the putative influence function.
Then the remainder in the expansion is given using iterated expectation and rearranging (you
will derive this in HW 3). The bound on R2(P , P ) follows by taking a supremum of q/π over
its arguments and applying Cauchy-Schwarz to the remaining expectation.

The previous result motivates the semiparametric / doubly robust / DML estimator

ψ̂ = Pn

[
q(A | X)

π̂(A | X)

{
Y − µ̂(X,A)

}
+
∑
a

µ̂(X, a)q(a | X)

]
,

which, again using the previous result, then has conditional bias given training data Dn

E(ψ̂ − ψ | Dn) ≤ C
∥∥∥π
π̂
− 1

∥∥∥∥∥∥µ̂− µ
∥∥∥

as long as supa,x |q(a | x)/π(a | x)| ≤ C. Therefore, under usual boundedness conditions, and
assuming ∥π/π̂ − 1∥ = oP(1) and ∥µ̂− µ∥ = oP(1), we have

ψ̂−ψ = (Pn −E)

[
q(A | X)

π(A | X)

{
Y − µ(X,A)

}
+
∑
a

µ(X, a)q(a | X)

]
+OP

(∥∥∥π
π̂
− 1

∥∥∥∥∥∥µ̂− µ
∥∥∥)

using the same logic as in Theorem 3 of the lecture notes “04 unconfounded obs” and the
results from Kennedy [2024].

Remark 1. Note that nothing in the above discussion or analysis required A to be discrete.
When A is continuous or mixed, we can let π(a | x) and q(a | x) denote conditional densities
with respect to the appropriate dominating measure ν, and replace

∑
a µ(x, a)q(a | x) with∫

µ(x, a)q(a | x) dν(a). Therefore, generalized interventions are especially useful for contin-
uous treatments. Contrast this simplicity with which they can be handled compared to our
discussion of dose-response curves E(Y a) = E{µ(X, a)}, which cannot be estimated at non-
trivial rates without structural assumptions, such as smoothness, and require more specialized
methods. We previously discussed marginal structural models as one approach to impose
extra structure and avoid slow rates for dose-response estimation; an alternative approach is
to change the target from the dose-response curve (or model-based approximation of it) to a
generalized intervention effect. This does not require modeling assumptions on E(Y a).
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3 Modified treatment policies & incremental effects

3.1 Shift interventions

One of the main reasons for studying the above generalized interventions is that they can be
more scientifically relevant, in that they might more closely correspond to treatment distribu-
tions that could be observed in the real world. This motivates considering interventions that
explicitly depend on the observed treatment distribution, in contrast to those above, which
were known a priori (i.e., the distribution q(a | x) was assumed known). Instead, we might
want to learn how outcomes would change if the treatment distribution shifted slightly from
what it was observationally, which would suggest q(a | x) could be some shifted or tilted
version of π(a | x).

Important early papers studying this kind of intervention effect were Díaz and van der Laan
[2012], Haneuse and Rotnitzky [2013], Young et al. [2014]. They consider continuous treat-
ments, and proposed the parameter representing the mean outcome if everyone’s treatment
were s units higher/lower, i.e.,

E(Y A+s).

This intervention peeks at what the treatment A was in the observational world, and shifts
it by s units. There are two critical differences between this treatment strategy and those
discussed in the previous section. First, it depends on the unknown observational treatment
distribution π(a | x), whereas the intervention distribution q(a | x) above was considered
known. Second, it is a function not only of X, like those above, but also the observational
A. Interventions of this form are called modified treatment policies, since they modify the
observed treatment, rather than draw a new value and set treatment to that draw.

However, these two differences do not matter so much for the purposes of identification.
Under consistency, positivity, and no unmeasured confounding, one can apply similar logic as
in Theorem 1 above to write

E(Y A+s) =

∫
X ,A

µ(x, a+ s)π(a | x) dP(x) ≡ ψ(s).

In fact, the right-hand side expression above can be interpreted in an alternative way, as a
standard generalized intervention (with choice of q depending on the observational π). Namely
under appropriate support conditions, and with a change of variables, we have∫

X ,A
µ(x, a+ s)π(a | x) dP(x) =

∫
X ,A

µ(x, a)π(a− s | x) dP(x)

so this estimand also represents the mean outcome if the treatment was set to a draw from
qs(a | x) = π(a − s | x), which is the conditional treatment distribution were shifted by
s. Therefore one can interpret the same estimand as either a modified treatment policy or
stochastic shift effect. Surprisingly, Levis et al. [2024] shows that this correspondence breaks
down in the presence of unmeasured confounding.

It can be shown that the doubly robust estimator for the shift effect is given by

ψ̂(s) = Pn

[
π̂(A− s | X)

π̂(A | X)

{
Y − µ̂(X,A)

}
+ µ̂(X,A+ s)

]
based on influence function calculations that proceed as usual.
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3.2 Incremental effects

Kennedy [2019] proposed an intervention effect that is somewhat similar in spirit to the shift
interventions described earlier, but with some special properties and characteristic differences.
There the focus was on binary (but possibly time-varying) treatments, and the goal was to
estimate the mean outcome if the odds of treatment were multiplied by δ; this multiplication of
the odds was called an incremental intervention, or incremental propensity score intervention.

These incremental interventions ask how outcomes would change under natural (possibly
slight) changes to the observational treatment process. Note that, for incremental interven-
tions, δ = 1 corresponds to no change in the observational treatment process at all, δ = 0
corresponds to setting A = 0 (since multiplying the odds by zero makes the probability zero),
and δ → ∞ corresponds to setting A = 1. However, between the δ = 0 and δ → ∞ extremes
is a whole continuum of interesting interventions. On the probability scale, multiplying the
odds by δ corresponds to replacing the observational propensity score π(x) = π(1 | x) with

qδ(x) =
δπ(x)

δπ(x) + 1− π(x)

since the corresponding odds are qδ(x)/{1− qδ(x)} = δπ(x)/{1− π(x)}, which is the observa-
tional odds π/(1− π) multiplied by δ.

Incremental interventions are similar to shift interventions in that they explore slight
changes to the observational treatment process, but can also interpolate between usual ex-
treme deterministic interventions. As mentioned above, incremental effects recover determin-
istic means E(Y 0) and E(Y 1) when δ = 0 and δ → ∞, respectively, and shift effects recover
deterministic means E(Y −∞) and E(Y∞) when s → −∞ and s → ∞, respectively, when the
support A of treatment is all of R.

However, there are some important differences between incremental and other effects. One
is that, somewhat surprisingly, positivity is not required for incremental effects. This is be-
cause, when π(x) = 0, the incremental propensity score qδ(x) remains equal to zero regardless
of δ, and similarly when π(x) = 1. This means incremental interventions naturally do not
intervene at all on subjects with extreme propensities. A simple deterministic intervention
like q(1 | x) = 1{π(x) ≥ ϵ} (i.e., set treatment to A = 1 for everyone with propensity at least
ϵ > 0) also does not require positivity; however, it requires estimating the set {x : π(x) ≥ ϵ}
and results in a nonsmooth functional estimation problem due to the indicator function, yield-
ing slow rates. In contrast, incremental effects naturally pick out those with π(x) ∈ {0, 1} and
resulting estimands are smooth functionals that can be estimated at usual

√
n rates.

Another important feature of incremental effects is in the time-varying setting, where
standard methods based on marginal structural models would require parametric models and
positivity assumptions, and resulting output would be a table of coefficient estimates from the
MSM (often many coefficients if there are many timepoints). In contrast, incremental effects
require neither parametric models nor positivity assumptions, and the results can be displayed
in a single plot, regardless of the number of timepoints. Figure 1 below illustrates this feature
via results from a study included in Kennedy [2019] of the effects of incarceration on marriage
rates, based on T = 10 timepoints.
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Figure 1: Estimated marriage prevalence 10 years post-baseline, if the incarceration odds were
multiplied by factor δ, with pointwise and uniform 95% confidence bands.

Under consistency and no unmeasured confounding the incremental effect is identified as

E(Y δ) =

∫ [
µ(x, 1)qδ(x) + µ(x, 0){1− qδ(x)}

]
dP(x)

as a corollary of Theorem 1 (note that the corresponding qδ(a | x) = 0 whenever π(a | x) = 0,
simply by definition of the incremental qδ). The next result gives the influence function and a
bound on the von Mises remainder / bias term.

Theorem 3. The incremental effect ψ =
∫ [

µ(x, 1)qδ(x) + µ(x, 0){1− qδ(x)}
]
dP(x) satisfies

the expansion ψ(P )− ψ(P ) = −
∫
φ(z;P ) dP (z) +R2(P , P ) with

φ(Z;P ) = qδ(X)ϕ1(Z) + {1− qδ(X)}ϕ0(Z) +
δ{µ1(X)− µ0(X)}{A− π(X)}

{δπ(X) + 1− π(X)}2
− ψ

|R2(P , P )| ≲ ∥π̂ − π∥max
a

∥µ̂a − µ̂a∥+ ∥π̂ − π∥2

where ϕa(Z) = 1(A = a){Y − µa(X)}/π(a | X) + µa(X).

See Schindl et al. [2024] for extensions of incremental effects to continuous treatments.
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