08 Marginal Structural Models

Nonparametric versions of the g-computation and inverse-probability-weighted estimators
from the previous notes (based on saturated models) will typically only be viable in very low-
dimensional cases. With usual sample sizes, one might expect to only be able to compute these
estimators with a small number of timepoints (e.g., 7' < 3), and treatments and covariates
that are binary or discrete with very few categories.

In more realistic settings, these approaches would need to be adapted. One option discussed
in the last section is to use parametric models to construct the nuisance estimators. However,
even here, the inverse-probability-weighted estimator will still have trouble, since there will
usually be very small numbers of subjects in each trajectory A7 = @r. The g-computation
estimator would still be an option, but it requires modeling many densities, which may be
difficult, and also does not exploit information about the propensity scores (e.g., if they are
known as in an experiment).

An alternative option is to use semiparametric models to directly enforce some smoothness
or other structure over the effect of interest E(Y?T), across treatment trajectories ar. This
is called a marginal structural model (MSM), and was developed by Jamie Robins in the late
1990s and early 2000s [Robins, 1998, 2000, Robins et al., 2000].

1 Point Treatments

The real issue in the problem described above is that there are many treatment levels, leading
to many counterfactuals and likely few observations at each level (e.g., 27 levels in a longitu-
dinal study with 7" timepoints and a binary treatment). This is almost always a problem in
longitudinal studies, but it can easily occur in the single timepoint case as well. For example,
when the treatment is multivalued, there may exist even infinitely many counterfactuals, e.g.,
{Y*:aeN}or{Y*:aeR}.

So far we have considered the case where A € {0,1} is binary, or discrete with few levels.
However, in practice it is very common for treatments to be continuous, or generally multi-
valued, or multidimensional. Prominent examples include measures of dose, duration, and
frequency.

Example 1. One of the most common examples of a potentially continuous treatment is the
dose of a drug, e.g., milligrams of aspirin or statins over some duration.

Example 2. Economists are often interested in effects of education on, e.g., wages. Education
can be measured in years or months, possibly via multiple components (not just amount of
education, but also how and where), leading to a multivalued vector.

Example 3. In Kennedy et al. [2017] the goal was to estimate effects of hospital nurse staffing
on readmission outcomes, where nurse staffing was measured in terms of nurse hours per pa-
tient day.



1.1 Setup and Model

Here we suppose we observe an iid sample (Z1, ..., Z,) with Z = (X, A,Y) as usual, but A is
not binary, and is instead continuous or multivalued and/or multidimensional. The same logic
as in previous chapters shows that we still have

E(Y) = E{E(Y | X, A = a)}

under the same consistency and no unmeasured confounding assumptions, but now positivity
requires for example the conditional density at A = a (given X) to be bounded away from
zero. Positivity can be an especially strong assumption with multi-valued treatments.

Continuous treatments are more difficult than discrete or binary ones, since y/n-rates are
no longer possible (for standard effects like E(Y%)) in nonparametric models. For example,
suppose there were no covariates, and A 1L Y?; then E(Y*) =E(Y | A = a) , which is just a
classic nonparametric regression problem, regressing Y on A. Uniformly over a nonparametric
model, \/n-rates are impossible; for example, for Holder classes of functions with bounded
derivatives up to order s, the minimax rate in root mean squared error is n~1/2+4/5) which is
always slower than 1/y/n. The problem only becomes more difficult with covariate adjustment.

Rather than succomb to the curse of dimensionality and nonparametric rates, an alternative
approach is to try and exploit some parametric structure in the effect via a model assumption
of the form

E(Y*") = m(a; B)

for m(a; 8) a function known up to a finite-dimensional parameter 5 € RP. For example one
might assume E(Y?) = g + B1a + B2a%. By itself, this is an example of a semiparametric
model assumption: the effect curve E(Y?) is restricted, but everything else is left unspecified
(e.g., the covariate density, the propensity score, the regression functions). This is the typical
philosophy in semiparametrics: put some structure on quantities of interest, for which some a
prior information is available, and leave all else unspecified. Contrast this with a typical para-
metric model that assumes the entire likelihood is known up to a finite-dimensional parameter.
Thus semiparametric models represent an important middle ground between potentially re-
strictive parametric models and potentially inefficient nonparametric models. For more details
on semiparametric inference, see Bickel, Klaasen, Ritov, & Wellner (1993), van der Laan &
Robins (2003), Tsiatis (2006), and Kennedy (2016).

Suppose one assumes
E(Y*) =m(a; B) = Bo + Pra.
This means the effect curve is linear in a, i.e., a one-unit change in a yields a one-unit change
in the expected outcome. The model

m(a; B) = Bo + Pra + Baa® + Bza’
assumes the curve is at most cubic. If
m(a; B) = fo+ Pi(a—1)1(a > 1)

then it is assumed that the curve is constant until @ = 1 at which point it is linear with slope
B1. Of course endless other variations are possible. The important point is that the effect
curve is assumed known up to a finite-dimensional parameter, but all else is left unspecified.



1.2 Estimation

In practice, marginal structural models are often estimated via inverse-probability-weighting,
but other approaches are also possible.

Remark 1. The prevalence of inverse-probability-weighting for estimating MSMs has led to
some confusion: many equate the two, but they are different. An MSM is a model, while
inverse-probability-weighting is an estimation method. It is important to keep the two sep-
arate: other estimation methods can be used to estimate the parameters of an MSM, and

inverse-probability-weighting can also be used to estimate parameters in models other than
MSMs.

When the propensity scores m(a | ) = P(A =a | X = z) are known (note these scores are
a density function when A is continuous), then the following result gives a moment condition
which can be used to construct estimates of the parameters 8 in the MSM.

Theorem 1. Suppose E{E(Y | X, A = a)} = m(x;B) for some continuous A with density
function 7(a | z) bounded away from zero, and let h(-) denote a generic function of the same

dimension as § € RP. Then
Y —m(4;6) 1] _
e [ {5 | o

Proof. Let u(x,a) =E(Y | X =z, A= a). Note

E [h(A) {Y—m(A;B) H _E [h(A) {M(X,A) —m(4; B) H

m(A] X) m(A | X)
] e

~ [ (X0} - m(@5)] da=0

where the first lines use iterated expectation, and the last the MSM model assumption. O

The result from Theorem 1 yields a population identifying expression or moment condi-
tion for (3, which can be used to construct estimators 3. Specifically, estimators § can be
constructed as the solution to the empirical moment condition

Further, as long as m(a; 3) is smooth in 3, Theorem 5.21 from van der Vaart [2000] can be
applied to yield root-n consistency and asymptotic normality. This means confidence intervals
and hypothesis tests can be constructed via the corresponding closed-form expressions or the
bootstrap.



Note that the estimator B is very easy to compute with standard software, at least for
particular h. Namely, one can simply regress Y on m(A4; ), via weighted least squares with

weights 1/m(A | X). For example, for a linear model m(a; 8) = Bo+f1a, and using h(a) = (i)
then B can be estimated in R with:
msm.mod <- glm(y ~ a, weights=1/pihat)

and standard errors and confidence intervals can be constructed via a sandwich variance esti-
mator with:

library(sandwich); ses <- sqrt(diag(vcovHC(msm.mod, type="HC")))

1.2.1 Unknown Treatment Process

In all of the above we assumed the propensity scores were known. Of course in observational
studies this will not be the case. When 7 is unknown, however, one can use a similar estimator
replacing the true m with an estimate, yielding the estimating equation

If 7 is constructed with a correct parametric model, then Theorem 5.21 from van der Vaart
[2000] can still be applied, now augmenting the estimating function with another based on the
score function that i solves. However, as usual, if 7 is estimated nonparametrically, then the
resulting estimator § will not in general be y/n-consistent or asymptotically normal.

1.2.2 Weight Stabilization

One common choice of h in the model-based setup uses so-called weight stabilization. This
typically means that, when constructing estimators, for any choice h(A) we actually use
h*(A) = h(A)p(A), where p(A) is the marginal density of A. Then the stabilized inverse-
probability-weighted estimator is given by

Y —m(A4; B
h(A) #
T(A| X)/p(A)
Note that this requires estimation of the marginal density p(A); however this estimation typ-
ically does not contribute to the variance of 3 since the marginal density is easier to estimate
than the conditional (e.g., faster rates of convergence can be achieved). For example one could

always take p(a) = P,{7(a | X)}, and then estimation error of the conditional density would
typically dominate.

P, =0

There are a few ways to see why stabilization typically leads to less variable estimates.
One is that the stabilized weight 7(A | X)/p(A) is a valid weight (in the sense that it will
satisfy the moment condition above for any h) , but ”;’?X)() > w(A | X) in low-density regions,

so that denominators are less often close to zero.




The benefits of stabilization can also be seen from a projection perspective. Specifically

note that
E [h(A) {WH _ /h(a){IE(Y“) ~ m(a: 8) }da

Y —m(A4;B) H /
E|h(A)S ——F=¢| = [ (@) E(Y?) —m(a; a) da
| e (@ {EV*) - m(a; 5) fp(a)
Therefore the moment condition with the first choice of h is a weighted average of E(Y*) —

m(a; B) including places where A may not have much mass (leading to high variability),
whereas the second stabilized approach downweights low-density regions.

1.3 A Simple Worked Example
Suppose Y is binary, A is continuous, and we assume E(Y?*) = m(a; §) with

m(a; B) = expit (B + Bra).

For now suppose the density 7(a | ) is known and consider the estimator E solving

(1) Y — expit(Bo + Bi4)
A (A X)

This estimator can be computed in R with

P, {o(Z;B)} =P, = 0. (1)

msm.mod <- glm(y ~ a, weights=1/pi, family=binomial)
Equation (1) is an example of an estimating equation, based on estimating function .
One can easily check the assumptions of Theorem 5.21 of van der Vaart [2000|, which

gives conditions under which estimating equation-based estimators are root-n consistent and
asymptotically normal. Therefore we obtain

V(B B) =P, (_ [FELAZEAN] (1) ¥ it +/31A)}) o/

98T (A X)

W __ / (i) expit(5 + Ba) {1 - expit(8; + Bia) } (i)Tdv(a)-

In R the asymptotic variance can be computed quickly with a sandwich estimator
library(sandwich); ses <- sqrt(diag(vcovHC(msm.mod, type="HC")))
Similar results (by stacking estimating equations) can be obtained when the density 7 is
not known completely, but assumed to follow a parametric model
m(a|x) =m(a | z;n)

for some n € RP. As in previous settings, however, when the density 7 is estimated nonpara-
metrically (and so does not solve a finite-dimensional estimating equation), then the estimator
B will not in general be expected to be \/n-consistent or asymptotically normal.



2 MSMs Under Misspecification

Standard MSMs use parametric assumptions (albeit as part of a semiparametric model), which
seems to conflict with the nonparametric focus of this course. However, it turns out MSMs can
also be used nonparametrically. Indeed, rather than assuming E(Y*) = m(a; 8) and trying to
estimate [ as efficiently as possible, we can instead target the best approximation of E(Y%)
of the form m(a; ). For example, when m(a;3) is a linear model, we can estimate the best
linear approximation without assuming the model is correct. This perspective comes from the
misspecified model literature; Neugebauer and van der Laan [2007| adapted it to MSMs.

More specifically, we can define 8 as, for example, the mean squared error minimizer
2
g = arg min/ {E(Y“) —m(a; b)} w(a) da (2)
b

for some weight function w. Other risk measures not based on squared loss can also be used.
Common choices of w might include the observational density of exposure A, or the uniform
weight w(a) = 1; ideally, the choice of weight would come from the scientific question of in-
terest (e.g., which region is most important to estimate, or equivalently which region should
most influence the approximation). In general, the parameter in (2) can be interpreted as the
best-fitting least-squares projection of E(Y®) on m(a; 3), in the population.

There is some interesting debate about projections versus models, i.e., whether one should
do inference assuming a possibly misspecified model is correct, or merely use the model as
a tool for approximation. If the model is correct, there may be opportunities for greater ef-
ficiency by specifically exploiting the model assumption (however these efficiency gains are
often in constants, not rates); on the other hand, if the model is incorrect, then technically
the model-based approach would be ill-defined, whereas the projection approach would still be
validly defined as a best-fitting (albeit wrong) approximation. Of course, if the approximation
is poor, it may be not be practically useful, but at least the projection approach is honest
about the potential for misspecification. Sometimes both approaches lead to similar/same es-
timators, but this is not always the case: although model-based estimators may be interpreted
as converging to some approximation under misspecification, the particular approximation
may be counter-intuitive or difficult to express.

For MSMs, model-based estimators are very similar to those obtained from projections.
However, there is an important caveat. Under the model-based approach, the choice of the
function h is arbitrary since estimators described previously are consistent for any h, only
varying in efficiency. In other words, there is a true § and different choices of h lead to more
or less efficient estimators of that parameter. For the projection approach, though, the choice
of h actually defines the projection, and thus also the parameter 3. To see this, note that by
differentiating we can equivalently define the projection parameter (2) as the solution to

e )

so any choice of h (with matching dimensions) implicitly yields a projection of the form (2)
with weight satisfying dgm(a; B)w(a) = h(a). Similarly, to use the projection approach one
would simply use any MSM estimator with the choice h(a) = dgm(a; f)w(a) for a given weight.



3 Doubly Robust MSM Estimators

In previous sections we derived the identifying expression (or moment condition)

Ee

for some h (either when E{E(Y | X, A = a)} = m(a;/), or when [ is only defined as a
projection parameter in a best-fitting approximation), which motivated estimating equation
estimators defined as the solution to an estimated version of the above. This suggests there
are other (e.g., doubly robust) moment conditions we could also use to construct estimators,
that might have better more general performance guarantees in nonparametric models.

3.1 A Doubly Robust Moment Condition

The moment condition we have been using so far is based on inverse probability weighting;
however another way to increase efficiency and robustness is to consider estimators based on
a doubly robust moment condition. One such moment condition is given in Section 6.3 of van
der Laan and Robins [2003], as detailed in the following result.

Theorem 2. Assume E [h(A) {%H [ h(a { ,a) — m(a;ﬁ)}dy(a) = 0. Then

E [h(A) {W} + / (@) {F(X. a) ~ ma: 5)}@(@} ~0

if either T(a | ) = w(a | z) or fi(z,a) = p(z,a), not necessarily both.

Proof. First suppose i  jt is correct. Then for any 7 we have
E [h(A) {W} + /h(a){u(X, a) — m(a;ﬁ)}du(a)}
=5 | [ {ux.0) = i) vt | = [ 1@ [BCx.0) - mas )] v
_ / h(@){E(Y*) — m(a: ) }dv(a) = 0

where the first equality follows by iterated expectation, the second by Fubini’s theorem, and
the last by the moment condition. Now suppose T = 7 is correct. Then similarly for any &

we have
E na) {5 jf;;‘”} + [ {acx,0 - mia ) bavta)|
— & ) { MR A 1 [ {mx.a) - m(es ) Javco)
=8 | [ ha){ux.a) - mCt0) Jav(a) + [ ha) (Y. 0) = mlas ) (o)
_ / h(@){E(Y*) — m(a: ) }dv(a) = 0

by iterated expectation and the moment condition. O




The above doubly robust moment condition suggests a corresponding estimator B solving
an estimating equation of the form

P, [h(A) {W} + / () {i(X. 0) — m(a B)}dy(a)] —0

where 1 and 7 are some initial estimators, e.g., using parametric or nonparametric methods,
built from the same or a separate sample (via sample splitting).

If 7 and 7 are estimated with parametric models (and under standard regularity condi-
tions), then this estimator will be \/n-consistent and asymptotically normal as long as at least
one of the two models is correctly specified. Further, if 7 and 7 are estimated nonparametri-
cally at slower rates, then B\ can still be y/n-consistent and asymptotically normal under weak
n'/*-type rate conditions on (fi, 7). The next section explores these kinds of results first for
general estimating equation estimators and then for the doubly robust estimator specifically.

3.2 Analysis of the Doubly Robust Estimator
In this section we study the doubly robust estimator B solving the estimating equation

P (1) {2 A5 @ facra - meiB) fav@)] =0 3)

for initial density and regression estimators 7 and [i, respectively, and some choice h. This
requires some slightly new theory compared to previous chapters, because the estimator is
defined as the solution to an estimating equation rather than a simple average. The first
subsection starts by giving an asymptotic expansion for general estimating equation estimators,
and then the result is applied to the doubly robust estimator (3).

3.2.1 Theory for Estimating Equations

The following foundational result is an adapted version of Theorem 5.31 from van der Vaart
[2000], which avoids Donsker conditions by using sample splitting for nuisance estimation.

Theorem 3. Let (Zy,...,Zy,) be an iid sample and define B as a solution to the estimating
equation Pp{o(Z; B, n)} = op(1/\/n) where p(Z;B,n) is a d-dimensional estimating function
in B € R, and ny € H is a possibly infinite-dimensional nuisance parameter in some metric
space H. Define By as the assumed unique solution to E{p(Z;B,m0)} = 0. Assume:

1. @(z;8,m) is continuous in (B,n) in Lo(P) norm.

2. The map E{p(Z;B,n)} is differentiable with respect to 5 at By, uniformly in 1 around

OE{o(Z;B0,m0) }

No, with nonsingular derivative matriz M = 55T )

and that either

3a. The function class {¢(z;8,n) : B € RY, n € HY} is Donsker, or that

A

3b. The nuisance estimator 1) is constructed in a separate independent sample, ||p(z; [/3\, n)
©(z;8,n)|| = op(1), and the class {¢(z;3,n) : B € R} (with 1 fired) is Donsker.



Then

-~

B— b = —MBuf{(Z: Bo,m0) | — MT'PAR(Z: B0, 7)} + 02 (1/v/)

where P{o(Z; Bo,0)} = [ ¢(z; Bo,n) dP(z).

An important corollary of the above theorem is given as follows.

Corollary 1. Let B\Abe an estimating equation-based estimator satisfying the conditions of
Theorem (3). Then [ is root-n consistent and asymptotically normal if either

1. P{e(Z; 8,m)} = op(1//n), or
2. P{o(Z;8,1)} = (Pn, — P)d(Z) + op(1/+/n) for some function ¢ with finite variance.

The first condition in the above corollary is useful for doubly robust-style estimators, which
are built from estimating functions ¢ whose expectations involve second-order products of er-
rors (which can converge to zero at faster than root-n rates even in nonparametric models).
The second condition is useful for estimators whose nuisance estimators are constructed using
finite-dimensional parametric models, and so are themselves root-n consistent and asymptot-
ically normal under some conditions.

The basic idea behind the proof of Theorem 3 is to use the same three-term decomposition
from earlier notes (decomposing into a simple sample average, an empirical process term, and a
term capturing the effect of nuisance estimation), along the way separating out the finite- and
infinite-dimensional components, and then using a Taylor expansion argument to isolate B - 0.
Specifically, note (dropping the Z argument and zero subscripts for notational simplicity)

Op(l/\/ﬁ) = Pn{(p(gy 77)}

= (Pn — P){0(8,m)} + (P, — P){(5,7) — ¢(B, 1)} + P{o(B,7) — 0(B,n)}
= (Bn — P){0(8, 1)} + (Bn — P){0(B,7) — ¢(B,n)} (4)
+P{p(B, %) — (8,0} + P{o(B,7) — ¢(B,n)} (5)

where the first equality follows by definition of 3 as an estimating equation estimator, the
second as we argued before, and the last adding and subtracting P{p(5,7)}. The first three
terms in (4) and (5) are essentially analyzed exactly as in Theorem 5.21 of van der Vaart
[2000], while the fourth is analyzed on a case-by-case basis.

Specifically, the second term in (4) is negligible using Assumption 3a or 3b. Sample
splitting works as described earlier. For the first term in (5) one can use the differentiability
in Assumption 2 of Theorem 3 and consistency of 7 to deduce that

P{o(B,7) — ¢(B, )} = M(B — B) + o(1/v/n).

Rearranging then gives the result, after noticing that P{¢(3,n)} = 0 by definition.



3.2.2 Application to Doubly Robust MSM Estimator

Immediate application of Theorem 3 tells us that, as long as the function ¢(Z; 3,n) from the
doubly robust moment condition in Theorem 2 is smooth enough in 5 (i.e., as long as m(a; 3)
is smooth, e.g., Lipschitz), and as long as either Condition 3a or 3b holds, then

B—B8=—MT"P{e(Z:B,m) } — MTP{o(Z: B,)} + 0p(1/V)

and thus it is required to analyze P{o(Z; 3,7)} to assess the rate of convergence and limiting
behavior of 5 The following proposition shows that this term is upper bounded by the prod-
uct of Ly errors in estimating 7w and pu.

Proposition 1. Let ©(Z;3,n) be the doubly robust moment condition from Theorem 2, for
some choice of h(a), and let 1 = {7(a | x), u(x,a)} denote generic estimators of the density
m(a | x) and regression function p(x,a). Assume:

1. the function h(a) defining the moment condition is bounded from above, and
2. densities w(a | x) and 7(a | x) are bounded away from zero on the support of X.

Then
P{o(B;m)} < 17 — |l — pll-

Proof. We have
Blo(5:7) = P | n(4) {Y(;‘X)} n h(a){mx, o) = X, pavta)|

—P /h (X, a) }% e X h(a){ﬁ(X, a) — (X, a)}dy(a)]
/

0 {0 - x| %) - 7G| X)}du(a)]

h‘“ézié’f){ )% At 10704 10

where the second line follows from iterated expectation, and the rest from rearranging. There-
fore using the bounds on (h,7,7) together with the Cauchy-Schwarz inequality gives the
result. O

The above proposition shows that sufficient conditions for the doubly robust estimator
being \/n-consistent and asymptotically normal include, for example, |7 — 7| = op(n~1/*)
and ||i — p|| = op(n~'/*), or any such rate combination whose product is less than 1/y/n.
Importantly these conditions can be satisfied nonparametrically, under smoothness, sparsity,
or other weak conditions.

Remark 2. Note that throughout this section we have been agnostic about whether the MSM
actually holds or not. This is because all the results only depend on a moment condition being
satisfied, and this can hold either by a model assumption or a projection condition.
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4 Time-Varying Treatments

The goal of a marginal structural model is to exploit structure or connections between (ex-
pected) potential outcomes across different treatment or exposure levels. MSMs are really
built for settings where there are many such treatment levels, so that estimation of the mean
counterfactual function E(Y'*) across a will either require some structure or else will necessarily
suffer from slower rates of convergence or higher variance. This issue is especially pressing in
longitudinal studies, where even with a binary treatment the number of treatment trajectories
is exponential in the number of timepoints.

4.1 Inverse Probability Weighting

Recall in previous sections we have derived identifying expressions for the MSM functional,
i.e., the g-formula

T
B = [ [ B0 | X0 Ar = ap) [[ a0 Kt Ais = a000)
t=1

and an inverse-probability-weighted version

E(Y) = E { 1(Ar = ar)Y } |

[1; P(Ar = a¢ | Hy)

However these identifying expressions are not immediately useful for suggesting estimators
under a more global model assumption E(Y?T) = m(ar;3) since they are defined pointwise
for each ap value (i.e., per-trajectory rather than across trajectories).

An IPW moment condition that can be used to construct an estimator for 5 in the model
E(Y%) = m(ar; ) (or a corresponding projection) is instead given by

# |1 (i ] = ©

The logic behind the proof that this is a valid moment condition is exactly the same as in
previous sections, and just relies on iterated expectation.

The moment condition (6) motivates IPW estimators that look the same as before, except
with a product of weights replacing the single timepoint 7" = 1 weight. In other words, an
inverse-weighted MSM estimator § is defined as the solution to

P, h(AT){Y_m(AT’B)}] -0

[1:7(A: | Hy)

for some function h. The analysis of this estimator follows from previous discussions, with
parametric estimators of the weight terms yielding y/n-consistency and asymptotic normality
under correct model specification (via Theorem 5.21), but not otherwise (in general).
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4.2 G-Computation

There is also a g-formula version of the moment condition (6), since by iterated expectation
it follows that

o (Y], o i) o

T
o(ar) = / - / B(Y | X, Az = ar) [[dP(X: | K1, Ay =70 1)
t=1

where

is the usual g-formula and v is a dominating measure for the distribution of A; (e.g., Lebesgue
measure if A; is continuous, counting measure if discrete). Therefore one could estimate the
MSM parameter § with g-computation by doing usual g-computation to estimate g(ar) and
then solving the following integral equation in 5

/A/AT n(ar){gar) — m(ar: ) } de a)

This approach is rarely used, partly because it is even more computationally intensive than
standard g-computation, but also because standard g-computation already implies a particular
marginal structural model, albeit possibly complicated.

4.3 Doubly Robust Estimation

Doubly robust estimation of marginal structural model parameters for time-varying effects
is slightly more complicated than inverse-probability-weighted estimation, and than doubly
robust estimation in the single timepoint case, but still very useful in allowing for fast rates
of convergence and asymptotic normality even in flexible nonparametric models.

The doubly robust estimator of an MSM parameter for time-varying treatments can be
described as follows. Let ¢ip(Z) = h(Zﬂ% denote the quantity appearing in the
t
IPW moment condition (6). Then it can be shown that a doubly robust moment condition is

given by
T
(d%pw Z /B ZE[¢2pw Z B E{¢1pw(z B | Ht} ‘ Ht>At]>
t=1
motivating the estimator E solving
T
n <$ipw(Z§ B\) - Zﬁ[aipw(z;g) - E{aipw(ZS B) ‘ Ht} ’ HtaAtj|> =0
t=1

where E denotes a generic estimator of the corresponding regression function (either using a
regression estimator or integrating over an estimate of the relevant conditional density). An
analysis of the doubly robust estimator B follows from Theorem 3, and shows that it can be
root-n consistent and asymptotically normal under n'/4-type rate conditions on the estimators
of the propensity scores and covariate densities or regressions defining E.
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Remark 3. The doubly robust estimator can be implemented via the 1tml1eMSM function in the
R package 1ltmle.
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