07 Time-Varying Treatments

1 Introduction

So far we have focused on causal problems involving a single, one-time point treatment. How-
ever, in many settings the treatment or exposure changes over time, especially in observational
studies.

Example 1. Patients rarely take a medical treatment continuously or not; instead, they may
start out not taking it, then take it after discussing with doctor, then have some side effects
and decide to stop, then experiment with other treatments, possibly come back to the original
treatment, etc. In fact much of the work in longitudinal causal inference was motivated by
this kind of setup, specifically involving HIV. There, investigators were interested in studying
effects of antiretroviral drugs like AZT on survival among those with HIV; in particular they
were interested in whether these new treatments had effects, and if so, when and how patients
should take them.

Example 2. Incarceration is a colossal industry in the United States, with over 2.3 million
people currently confined in a correctional facility and at least twice that number held on pro-
bation or parole [Wagner and Rabuy, 2016]. There is a large literature on unintended effects
of this mass incarceration, with numerous studies pointing to negative impacts on various
aspects of employment, health, social ties, psychology, and more [Clear, 2009, Pattillo et al.,
2004]. Bacak and Kennedy [2015] and Kennedy [2019] studied effects of incarceration over
time on marriage rates, using National Longitudinal Survey of Youth data, which consisted of
over a decade of follow-up for thousands of adolescents.

Example 3. Time-varying treatments are also increasingly used in experiments, e.g., by
having multiple randomizations across time, with randomization depending on past covariate
history, with the specific goal of adapting to subjects’ experiences. These kinds of experiments
include SMARTS (sequentially randomized multiple assignment trials), JITAIs (just-in-time
adaptive interventions), and MRTs (micro-randomized trials), for example. These designs cre-
ate new opportunities for studying many more kinds of questions than classical experiments,
i.e., one-time A-B testing.

Importantly, time-varying treatments bring along a new data structure compared to what
we have discussed previously. We still observe an iid sample (Z1, ..., Z,,) with Z; ~ P, but now
the data for each subject includes a time series

Z = (X1,A1,X9,A9,.... X7, Ap,Y)

denoting an entire sequence of data collected at times ¢t = 1,...,T. Therefore, rather than
observing a single covariate, treatment, and outcome, we instead observe a sequence of each,
for each subject (note that any outcomes collected over time can be included in the covariate



vector, i.e., Y; € X;). It will be useful to introduce some new notation here. Specifically we
let overbars denote past history, as in

X = (X1, X2, ..., Xy)
so that the observations can be succinctly written as
Z=(Xp,Ap,Y).

The data structure when T' = 2 can be visualized with the graph in Figure 1.
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Figure 1: A graphical illustration of the data structure in longitudinal causal inference.

Given this new data structure, it is not a priori clear what causal question should even
be asked. In other words, what should the parameter of interest be? This turns out to be
substantially more nuanced than in the single-timepoint case. The kinds of causal effects one
can study multiply with more timepoints, and how to even formalize causal effects at all in
this setting was historically elusive until groundbreaking work by Robins [1986].

In order to consider what causal questions can or should be answered in the time-varying
setup, some new counterfactual notation is also required. In this setting, we can conceptualize
potential outcomes under an entire treatment sequence, rather than a specific level, i.e.,

Y @1,82;-,07 — yar

is the potential outcome that would have been observed for a given subject had they taken
the entire treatment sequence Ap = ar = (ay,...,ar).

Therefore a natural starting point is to try to learn about causal effects of the form
E(Yal,az,m,aT)_ (1)

In words, this is the mean outcome that would have been observed if everyone in the population
received treatment sequence (ai, ...,ar). For example, for (a,...,ar) = (1,1,...,1) this is the
mean outcome if everyone is treated at every time, and for (ay,...,ar) = (0,0,...,0) this is
the mean outcome if everyone is untreated at every time. In general, for a binary treatment
A; € {0,1}, one can view the quantity (1) as a function taking 27 different values, one for
each possible treatment sequence ar € {0,1}7. Before turning to estimation, a fundamental
question is how/whether one can identify the function (1).



2 Why Standard Regression Fails

Before turning to identification, we first consider some simple analyses that are commonly
done in practice, and point out problems that arise.

One of the most common approaches for longitudinal data analysis in practice is to come
up with some summary measure of treatment, e.g., cumulative treatment ), A;, and include
it together with time-varying covarites in a regression model, e.g., assume

EY | X7, Ar) = Bo + 51 X1 + .00 X1 + 'yz Ay
t

or

EY | X1, Ar) = o+ S X1+ ..0r X1 + Z%At,
¢

fit the models with linear regression, say, and interpret coefficient estimates 7 as a “causal
effect”. A crucial question is whether ~ represents any kind of causal effect.

If the treatment sequence were completely randomized, i.e., A7 1. YT then using the
same logic as in previous notes (and the consistency assumption that Ay = ap = Y = Y),
it follows that

E(Y | ZT = ET) = E(YET),

i.e., the mean outcome if everyone had followed Ar = ar equals the mean outcome among
those who actually received Ar = ap. However, this complete randomization will essentially
never occur in realistic settings: instead, everything in the past plausibly affects everything in
the future, creating dependence between treatments and time-varying covariates, and therefore
also between treatments and potential outcomes. Complete randomization A7 1 Y7 would
be violated if there is any kind of confounding at all, even by only measured variables.

If the treatment was not completely randomized, but instead conditionally randomized in
the sense that B
Ap L YT | Xp. (2)

Then under consistency it similarly follows that E(Y?T) = E{E(Y | X1, Ar = ar)} since
E(Y | X1,Ar = ar) = E(Y% | X7). Hence, under this assumption, regression approaches
can estimate conditional cumulative effects, as in single timepoint settings. However, this form
of randomization will essentially never occur in realistic settings either.

It is a little more subtle to see why (2) is very unlikely to hold in practice. The punchline
is that conditioning on future post-treatment confounders (which are affected by past treat-
ment) induces a correlation between past treatment and potential outcomes, even if treatment
1s randomized at each time given the observed past. In short, time-varying covariates must be
adjusted for since they are confounders for future treatments, but if they are conditioned on
in the usual way, then some effects of prior treatment are adjusted away.

Consider the simplified example in the graph in Figure 2 (and note only a single coun-
terexample proves (2) will not hold in general).
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Figure 2: A simple example where A; 1l Y% | X fails.

Suppose further that Y = Y% so there is no treatment effect, and that

Y% ~ Bern(0.5), Ay | Y% ~ Bern(0.5),

A1+Y00> 14+ X

X ]Al,YOONBern< 5 Ay | X, A1, Y ~ Bern <3> .

Note that this is a very simplified version of what one would find in practice: everything is
binary, there are no baseline covariates, the outcome is pure noise, there is no treatment or co-
variate effect, and treatment is randomized at time 1, and only depends on X at time 2. Even
so, one can check that the independence assumption Ay 1 YT | X7, ie., (A, Ag) 1L Y| X
does not hold. Thus a simple regression of Y on (X, Ay, A3) will not identify the sequential
causal effects of interest. Of course, if regression does not work in this simplified setting, it
cannot be expected to work in general in more complex and realistic settings.

The reason (A, Ay) 1L Y% | X fails is because of so-called collider bias. Recall that this
independence statement is equivalent to both

Ay LY® | X A; and Ay 1LY | X.

In the above example it is the case that Ay 1L Y0 | X, Ay, but in fact A; 1L Y0 | X fails,
since
P(X =1]A4;=1,y")P(A4 =11y°)

P(X =1y
O PX =14 =1,0PA =1) 1+y° 0490 1+y%\  1+y°
YL P(X =1 A =a,)")P(4; =a) 2 /< 2 T > 1420

P(A;=1|X=1,Y"=49%) =

€ {2/3,1}

The failure of this independence statement can also be read off the graph, since X acts as a
collider on the path between A; and Y.

Definition 1. A variable C is a collider on the path between A and B if A — C + B.

An important fact about colliders is that, even if A and B are marginally independent,
i.e., A Il B, they will be associated after conditioning on a collider C. Consider the following
simple example. Suppose to get into a particular university you must either be a talented
musician, or a brilliant STEM major. If musical talent and STEM skills are independent in
the overall population, then at this university one would find an (inverse) association between
musical talent and STEM skills. This is because if one is not talented musically, they must
have had STEM skills to be accepted, and vice versa.



Another example is illustrated in Figure 3, taken from Ellenberg [2015]. Suppose men
are uniformly distributed on the square whose x-axis denotes handsomeness, and the y-axis
niceness. Then someone who dates men in the “acceptable” portion of the square will find
that, among their pool of dates, there is an inverse association between handsomeness and
niceness, even though no such association exists in the overall population. The “acceptable”
selection procedure acts as a collider between handsomeness and niceness.

nice
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Figure 3: An example where a selection rule acts as a collider and induces conditional corre-
lation even when none existed overall.

In summary, in longitudinal causal inference, conditioning on future covariates X; induces
confounding of past treatments A, since generally covariates X; at time ¢ will be colliders on
the path between unmeasured confounders and previous treatments A for s < ¢, as shown in
Figure 4. This is different from the single timepoint case, where E(Y | X, A =a) = E(Y* | X)
under conditional randomization.

1*’A1—)X2 As Y

Figure 4: Future covariate X is a collider on the path between previous treatment A; and
unmeasured confounders U, so conditioning on Xs induces confounding.

Thus future covariates act as colliders between previous treatments and unmeasured con-
founders, and so conditioning induces confounding. However, such covariates are also con-
founders of future treatments (e.g., in Figure 4 X5 is a confounder for As), and thus con-
founding also results if these variables are not controlled for. We will see a way out of this
“damned if you do, damned if you don’t” situation in the next section.



3 Identification of Average Effects

The previous section presented an apparent paradox: if we condition on future covariates, then
we induce confounding of effects of previous treatments, since future covariates are colliders
on the path between previous treatments and unmeasured confounders. However, if we do
not condition on these covariates, then we induce confounding of effects of future treatments,
since past covariates are confounders of effects of future treatments. This raises the question
of how we can then identify causal effects such as E(YT).

It turns out a new and quite different identification result is required. Jamie Robins is
largely responsible for formulating these longitudinal effects, and deriving identification re-
sults and corresponding estimators, in a long series of papers starting with Robins [1986].

The first question is: what is an appropriate identifying assumption? We saw in the
previous section that complete randomization Ap 1l YT and conditional randomization
Ar 1L Y | X are not generally reasonable. The former fails whenever there is any con-
founding, and the latter fails since future covariates are colliders on the path between previous
treatments and unmeasured confounders. In contrast, a sequential randomization assumption
may often be reasonable.

Assumption 1. Sequential randomization: A; 1 YT | H, where Hy = (X, Ay_1).

Sequential randomization says that treatment is essentially randomized at each time ¢,
given the past observed history H; = (X, A;_1) up to time ¢. This assumption will hold by
design in a sequentially randomized experiment, and will hold observationally if sufficiently
many relevant confounders X; are measured. Graphically, it holds if the only arrows into A
are from measured variables, i.e., if the dotted arrows in Figures 1 and 4 are absent.

The next result shows that sequential randomization, along with longitudinal analogs of
consistency and positivity, is enough to identify mean counterfactuals of the form (1).

Theorem 1. Let Z = (X1, A1, X2, Ao, o, X7, A, Y) = (X7, A7, Y) ~ P and assume
1. consistency: Ap = arp implies Y = Y°r
2. positivity: Ple <P(Ay =a; | Hi) <1—¢€} =1 forallt
3. sequential randomization: Ay 1L YT | Hy for all t

Then for T =2

E(y o) = E [E{E(Y | X1, 41 = a1, X5, A2 = a2) | X1, 41 = a1 } ]
= //]E(Y | Xl,Al = al,XQ,AQ = ag) d]P(XQ ‘ Xl,Al = al) d]P)(Xl)

and more generally

E(YET) =E (E |: . E{E(Y | YT,ZT = ET) | YT—LZT—I = aT_l} cee ‘ Xl,Al = (11:|)
T
= / .. / E(Y ‘ YT,ZT = ET) HdP(Xt ‘ Yt_l,ﬁt_l = at_l).
4 Xr t=1
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Proof. First consider the T' = 2 case. We have

E(Yy®?) = E{E(Y"* | X1)}
=E{E(Y"*? | X1, A1 = a1)}
— E[E{E(Y®% | X1, A, = a1, X») | X1, A1 = a1 }]
=E[E{E(Y** | X1, A = a1, X9, Ay = az) | X1,A1 = a1}]
= E[E{E(Y | X1, A1 = a1, Xa, As = a2) | X1, A1 = a1 }]

= //E(Y | Xl,Al = CLl,XQ,AQ = CLQ) d]P)(XQ ‘ Xl,Al = al) dIP)(Xl)

where the first equality used iterated expectation, the second sequential randomization, the
third iterated expectation, the fourth exchangeability, and the fifth positivity. For the general
T case we repeat the above logic in exactly the same way:

E(Y*") = E{E(Y" | X1)}
=E{E(YT | X1,A; = a1)}
=E[E{E(YT | X1, A1 = a1, X2) | X1, A1 = a1}]
=E[E{E(Y | X1, A1 = a1, Xo, As = az) | X1, A1 = a1}]

E(E[E{E(YET ’ YT,ZT_l = aT_l) ‘ YT—l;ZT—l = aT_l}... ’ Xl,Al = a1]>
E(E[E{E(YET | YT,ZT = ET) ‘ YT—lazT—l = ET_l}... ’ X1, A1 = CLI])
E(E[E{E(Y | YT,ZT = ET) | yT—lazT—l = aT_l}... ’ Xl, A = al])

T
/~~/E(Y | X, Ar =ar) [[dP(X; | Xio1, Aoy = @1).
t=1

O

The identifying expression in Theorem 1 is called Robins’ g-formula. It can be viewed
heuristically as resulting from a “surgery” on the joint distribution of (X7, A, X9, A2,Y),
where the observational distributions of As and A; are replaced with point masses at Ay = a9
and A; = ay. Specifically, the g-formula is what results if in the usual definition of the mean

3 //IE(Y | X1, A1, Xo, Ag) dP(As | X1, Ay, X2)dP(Xo | X1, A1)dP(A1 | X1)dP(X1)

al,a2

the terms in red are replaced with 1(As = az) and 1(A; = a1).

Another interpretation of the g-formula is as sequential simulation, i.e., imagine one con-
trols nature and can intervene. Then to compute the mean under an intervention that sets
A7 = @7, we would start by simulating X, then set all A; = a;, then simulate X, given
(X1,A; = ay), then set all Ay = ag, then simulate Y given (A = ag, X9, 41 = a1, X1), and

compute the mean.

It is perhaps immediately clear that estimation will be quite a bit more involved for the
g-formula estimand. This issue will be tackled in the next section.



4 Estimation of Average Effects

As in the single timepoint setting described in previous notes, estimators of the average effect
(1) can also be based on modeling outcomes, treatments, or both (doubly robust).

4.1 G-computation

The identifying result in Theorem 1 immediately suggests a plug-in or outcome-model-based
estimator (where here outcomes include both covariates and the outcome measured at the end
of the study), given by

T
Vreg = / / E(Y | Xp, Ar =ar) [[dP(X; | Xio1, A1 = @y1) (3)
X Xr =1

where IAE(Y | X1, Ar) and @(Xt | Xy_1,A;_1) are estimates of the final outcome regression and
conditional covariate densities at each time, respectively. This estimator is sometimes called
the “g-computation” estimator; we will typically refer to it this way or simply as a plug-in.

Remark 1. Note that the estimator (3) is called “g-computation” and the estimand (1) is called
the “g-formula”. These are often interchanged in the literature, but it is important to keep a
method separate from its target.

In the T = 2 case the g-computation estimator of the counterfactual mean under an “always
treat” policy (A1, A2) = (1,1) is given by

B! = / / B(Y | Xy = 70, Ay = (1,1)) Pz | Xy = a1, 4y = 1) dP(a)
x1 J T2

Typically one would use the empirical distribution to estimate the marginal distribution of X3
on the far right side.

In general, when there are many covariates and/or many timepoints, the g-computation
estimator (3) can be computationally intensive to construct; if each covariate X; € R? is d-
dimensional, the regression alone requires T x (d+1) main effect terms (not counting any inter-
actions or higher-order terms), and in addition one needs to estimate 7" different d-dimensional
conditional densities, given up to (7' — 1) x (d + 1) variables.

Since methods for flexible and/or high-dimensional regression are more widespread than
those for conditional density estimation, it can be convenient to use a sequential regression
version of the g-compuation estimator given by

?Zsreg =R (IAE [ : IAE{IAE(Y | X1, Ar =ar) | Xp-1, Ap_1 = aT—l} . ‘ X1, A1 = alD (4)

and based on the alternate identifying expression given in Theorem 1. For example, in the
T = 2 case under the always treatment policy a2 = 1 this estimator reduces to

P, [E{E(Y | X1, Ay = 1, Xo, A = 1) ’ X1, Ap = 1}}

In words, the sequential regression estimator works as follows in the T' = 2 case:



1. Regress Y on (X2, As);

2. Obtain predicted values at observed Xo and Ay = @o;

3. Regress predicted values from (2) on (X1, A;);

4. Obtain new predicted values under observed X7 and A; = aq;
5. Average predicted values from (4).

The procedure in the general 7' > 2 case is analogous. This estimator is often simpler to
compute than the conditional density-based version in (3), given the ubiquity of regression
estimators in standard software.

Remark 2. It can be difficult to build models for the conditional expectations in (4) that are
congenial. In other words, it may not be possible to find densities (e.g., of Xy given X, A;)
that are compatible with all the specified regression models.

The theoretical properties of the g-computation estimators (3) and (4) mimic those of the
regression-based estimators from previous notes. Namely, the estimators will be root-n con-
sistent and asymptotically normal if the regression and conditional density estimators are all
built from correctly specified parametric models. In this case inference is possible by deriv-
ing closed-form asymptotic variances using m-estimator theory, or with the bootstrap. When
more flexible non- or semi-parametric estimators are used, then in general rates of convergence
would be expected to be slower than root-n, with non-normal limiting distributions not cen-
tered at the true parameter. Root-n consistency in the nonparametric case may be possible
via careful undersmoothing of particular estimators (e.g., splines), and under particular as-
sumptions (e.g., smoothness), but this has not been explored in detail, and is subject to the
usual caveats regarding the impracticality of undersmoothing.

In experiments or observational studies where the treatment process can be reliably mod-
eled, one may want to exploit structure in the time-varying propensity scores P(A; = a; | Hy);
however this information is neglected by the outcome-based g-computation approaches. The
next section remedies this with weighting estimators that are also more computationally effi-
cient.

4.2 Weighting

Weighting estimators can be motivated based on the following inverse-probability-weighted
identification result.

Theorem 2. Under positivity, the g-formula expression from Theorem 1 equals

{ etz )

and so also equals the counterfactual mean E(Y97) under consistency, positivity, and sequential
randomization.



Proof. We show the result for the T' = 2 case, since the logic is the same when 7" > 2. Note
E{ l(A2 = ag)l(Al = al)Y }
IP(AQ = a ‘ XQ,Al,Xl)]P(Al = al ‘ Xl)
-F { 1(A2 = (12)1(141 = al)]E(Y | YQ,ZQ = 62) }
]P(AQ = a2 | XQ,Al,Xl)P(Al = a1 ‘ Xl)

o [ l(A2 :CLQ) —_ 1(A1 :al) ~ i =
=K _E{IP’(AQ = ay | X2, A1, X1) ’ XQ’Al} P(4; = a1 | Xl)E(Y | X2, 42 = 02)

. 1(A1:a1) - — -z
_E{P(AI_QI‘XI)E(WXQ,AQ_ 2)}

[ 1(A =) ]
=K E{E(Y | X ,A = X1, Ay =
(Al =a | Xl) { ( ’ 2 2 (12) ‘ 1 1 al}
el 1(A; =
=K E{ (Al—a1|X ‘Xl E{E(Y|X2,A2_a2)|X17A1_a1}

=E [E{E(Y | XQ,AQ = ag) | Xl,Al = al}]

where the first, second, fourth, and fifth equalities follow by iterated expectation, and the third
and last by definition of the propensity score. Positivity is required throughout to prevent
dividing by zero and to ensure conditional expectations are well-defined. O

Theorem 2 shows that the g-formula can also be expressed as a simple weighted average
of those receiving the treatment sequence of interest, with weights equal to the product of
propensity scores under the observed treatment sequence. This motivates the simple estimator

~ 1(Ar =ar)Y
w“’“’_P”{Ht B(A, = a |Ht>} )

In contrast to the g-computation estimators, the inverse-probability-weighted estimator (5)
can be constructed with only a single regression fit and a few lines of code.

1. Regress A; on Hy (this can be done jointly across all t);
2. Obtain predicted values from (1);

3. Construct inverse-probability-weights that multiply the chance of receiving the observed
treatment across all times;

4. Average weighted outcomes for those receiving sequence of interest (zero otherwise).

Note the regression in Step 1 can be done across all ¢ (e.g., by constructing a data frame with
n x T rows, with each subject contributing one row per timepoint) since only predicted values
are required, and any dependence within subjects only affects variances, not predicted values.

The theoretical properties of the inverse-probability-weighted estimator (5) are similar to
the regression-based estimators from previous sections. Root-n consistency and asymptotic
normality is straightforward if the propensity scores are all estimated from correctly-specified
parametric models (again inference can come from closed-form sandwich variances or the
bootstrap). When the propensity scores are estimated with flexible nonparametric methods,
then slower-than-root-n rates and non-normal limiting distributions should be expected. Again
undersmoothing may be possible but has not been studied in detail in the longitudinal setup.

10



4.3 Doubly robust estimation
Let pn1(zo, 1) = E(Y [ A2 =1, X0 = 29,41 = 1, X1 = x1), m(he) = P(A = 1 | Hy = hy) for
Ht = (Xt,Atfl), and let

Y =E(Y) = //IE(Y | Ay =1, X9, A1 = 1, X)) dP(X3 | A; = 1, X,) dP(X,)

denote the g-formula functional under treatment sequence ar = (a1,a2) = (1,1). Then using
the previously described tricks for deriving influence functions, we have that the influence
function is given by

IF (1) = IF { D E(Y | Ay =1,X =25, A1 = 1, X1 = z)p(ag | a1 = 1,$1)p(1‘1)}

T1,T2

= Z [HF{E(Y ’ AQ = 1,X2 = CL‘Q,Al = 1,X1 = xl)}p(xg | a1 = 1,$1)p($1)

Z1,T2

FE(Y | Ay =1,Xo =29, A1 = 1, X1 = atl)]HF{p(:L‘g a1 = 1,;61)};0(1‘1)

+E(Y | Ag = 1,X2 = xQ,Al = 1,X1 = xl)p(aj‘g | a)p = 1,%1)HF{p($1)}:|

_ Z [A2A11(X2 =29, X1 = 21)

{Y - ,u11(5'327931)}

1,72 7-[-2(]12)7-‘-1(]11)
+ N11($2,x1)W{1(X2 =1x3) —p(r2 | a1 = 173;1)}
+ w11 (z2, z1)p(x2 | a1 = 1,:::1){1(){1 =) —p(an)ﬂ
— 7@(;23:11(11@{}/ - M11(X2,X1)} + 711(4[1{1) [,Ull(Xz,Xﬂ —E{u(X2,X1) | A1 = 1,X1}]

+E{u(X2, X1) | A1 =1, X1} — .

The corresponding one-step estimator is given by
~ Az A4 - A1 . =
=P, ————+——9Y — X9, X — Xo, X1) —E{p(X2,X1) | A1 =1, X
¥ <7T2(H2)771(H1){ fi11 (X 1)} N [Mn( 2, X1) — E{i(X2, X1) | A 1}]
+E{I(Xe, X1) | Ay = 1,X1}>.

or, letting Ma2al($2,x1) = E(Y ‘ Ay = a9, X9 = 19, A1 = a1, X1 = 1'1) and 7rt(at ‘ Ht) =
P(A; = a; | Hy), for general sequences (a1, az),

0 1(A2 = a2)1(A1 = al) .
=P, = e Y i (X X
(0 <7T2(a2 | Ho)m1(aq | Hl){ Haza (X2 1)}
1(A; =aq) 1 -
2 B (X, X0) = Bl (X, X0) | A1 = 01,501}

+E{ﬁa2a1(X27X1) | A = al,X1}>-
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