06 Instrumental Variables

Outside experiments, we have so far assumed there are no unmeasured confounders, i.e.,
that A 1l Y| X, which means treatment assignment is essentially random given covariates.
However, this may often not hold in observational studies. For example, some covariates may
be too expensive or otherwise difficult or impossible to measure; or investigators may have
simply missed some important unknown confounders, leaving them unmeasured.

Example 1. R.A. Fisher famously questioned whether smoking caused lung cancer. He
posited several possible explanations of the association between smoking and lung cancer, all
of which involved unmeasured confounders. One was that undiagnosed inflammation preceded
lung cancer, leading people with cancer to smoke to alleviate symptoms. Another was that
there was some latent genetic factor leading people to smoke more and increasing cancer risk.

Example 2. Kennedy et al. [2019] studied effects on infant mortality of medical treatment
at high-level versus low-level NICUs, using observational data. There all possible pertinent
information on each mother’s health was not collected, e.g., there were no detailed lab values
or comorbidity information, to help justify a no unmeasured confounding assumption.

We saw previously that, without the no unmeasured confounding assumption, treatment
effects can only be bounded, not identified, and the bounds always include zero. However, if
you can find a special variable called an instrument, some forms of causal inference are still
possible, even in the presence of unmeasured confounding.

1 Instrumental Variables

A instrumental variable (IV) Z generally satisfies three basic conditions, shown in Figure 1.
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Figure 1: IV assumptions: dashed gray arrows assumed absent, bold arrow assumed present.

More specifically, an instrumental variable (IV) must satisfy at least:
1. Relevance: the IV must be associated with treatment.
2. Exclusion: the IV must not affect outcomes directly, only indirectly through treatment.

3. Unconfoundedness: the IV must itself be unconfounded.



In Figure 1 relevance is conveyed by the presence of the path Z — A, exclusion by the absence
of the path Z — Y, and unconfoundedness by the absence of the path U — Z. Note that, in
contrast to the previous chapter, the path U — A is allowed. There is a lot of variation in
the literature in terms of how the IV problem is framed and what particular assumptions are
used. We will formalize several versions of the above assumptions shortly.

Example 3. The archetypal IV is initial randomization (i.e., treatment assignment) in exper-
iments with noncompliance; there the fundamental IV assumptions typically hold by design.
Relevance holds since at least some subjects are persuaded to take their assigned treatment,
even if others do not comply. The exclusion restriction holds since initial assignment should
not affect outcomes directly, especially under double blinding. Unconfoundedness holds since
assignment is randomized (unlike actual received treatment, which may be confounded).

Consider for example the Minneapolis Domestic Violence Experiment from 1984. Here,
among a pool of domestic violence offenders, police officers randomly selected some to be
arrested versus receive other sanctions. Namely, 1/3 were randomized each to arrest, counsel-
ing, or separation from the partner. The goal of this experiment was to see if these different
penalties impact re-offense rates. However there was a relatively substantial amount of non-
compliance; in particular, police arrested offenders more often than they were assigned to.

Example 4. Many prominent Vs are distance measures, e.g., a subject’s distance to nearest
college, or health provider. Kennedy et al. [2019] used excess travel time to the nearest high-
level versus low-level NICU. Thus someone with Z = 20 had to travel 20 extra minutes to get
a high-level NICU, whereas someone with Z = 0 lived equally close to the nearest high-level
and low-level NICU. Here relevance is likely to hold, and exclusion may hold since the distance
you live from the nearest high- versus low-level NICU is unlikely to directly affect outcomes.
Unconfoundedness is somewhat harder to justify, but it is arguably less confounded than the
treatment itself, at least conditional on socioeconomic status and other measured factors.

Example 5. Preference measures (e.g., geographic regions, physician or provider preference)
are also used as IVs. Brookhart et al. [2006] used physician’s most recent NSAID prescription
type as an instrument to study effects of selective versus non-selective NSAIDs on GI com-
plications. Another preference-based example is judge’s sentencing severity; since cases are
sometimes randomly assigned to judges, the unconfoundedness assumption can hold by design.

Example 6. Other prominent examples of IVs include: calendar time (e.g., changes in rec-
ommendations or guidelines) and genes. The latter is called Mendelian randomization.

Remark 1. IV methods originated in the 1920s and 1930s with studies of supply and demand
by father and son team Philip and Sewall Wright. For many decades, identification of causal
effects with instrumental variables relied heavily on parametric models. Further, the formal
causal link remained fuzzy early on, since there was not a well-defined language for counter-
factuals. It was only later realized (by Imbens and Angrist [1994]) that there was a deeper
nonparametric interpretation of these methods. This is a good lesson: there may be kernels
of truth and insight even in seemingly simple restrictive methods.



2 Experiments with Noncompliance

2.1 Intention to Treat, As Treated, & Per Protocol Effects

Experiments are the easiest and most natural settings for IVs. Here Z denotes random treat-
ment assignment (called A previously); but not all subjects comply with assignment, so the
actual treatment A may not equal Z. Importantly, the actual treatment A may be confounded.
Here one can define counterfactuals for both the treatment and outcome:
A? = observed treatment level if we had set Z = z,
Y% = observed outcome if we had set A = a,
Y*% = observed outcome if both instrument and treatment were set to (Z, A) = (z,a),

Y? = observed outcome if we only set Z = z.

Note for the last quantity we have Y* = Y*4” under consistency.

The IV assumptions discussed heuristically earlier can be formalized as follows.
1. Relevance: P(A*=1 £ A#=0) > 0.
2. Exclusion Restriction: Y** =Y*.

3. Unconfounded IV: Z 1L (A%, Y?).

Again note in an experiment that these assumptions would typically hold by design. There
are three simple estimands one might initially consider in experiments with noncompliance:

Yirr =E(Y | Z=1)—-E(Y | Z =0) = intention-to-treatment effect
Yar =E(Y |A=1) —E(Y | A=0) = as-treated effect
Ypp=EY |Z=A=1)—-E(Y | Z = A=0) = per-protocol effect
Importantly, the ITT is a well-defined causal effect (though of Z not A), while the as-treated
and per-protocol estimands are typically non-causal associational measures. To see this note
EY|Z=1)-E(Y | Z=0)=EY=!-y=0),

under the first and third IV assumptions (even without the exclusion restriction). Therefore
the ITT effect measures the effect of assignment, i.e., the difference in mean outcomes if ev-
eryone versus no one was assigned treatment. The as-treated and per-protocol measures, in
contrast, are effects if actual treatment is randomized. This is typically unlikely: people stop
taking treatment for many non-random reasons, e.g. maybe it is causing side effects, or maybe
their symptoms improve so they feel treatment is unnecessary.

Importantly, under the exclusion restriction the I'TT represents a kind of treatment effect,
and can be used to test the sharp null hypothesis Hy : Y = Y0 since
E(Y*='—y=0) =E(Y* —vA") = E{(Y' = Y")1(4" > A% + (YO — yH1(A! < A%}
=E[(Y' - Y9 {1(A* > A%) —1(A' < A%)}]
which equals zero if Y = YO, Therefore testing Hy : ITT = 0 provides a valid test of the
sharp null of zero individual effect. More generally, in this setting the I'TT measures the effect

of a stochastic intervention that sets treatment to a random variable, namely the (random)
value it would take under assignment to treatment Z = 1 versus assignment to control Z = 0.



2.2 One-sided noncompliance

One-sided noncompliance means Z = 0 implies A = 0, i.e., those assigned control do not take
treatment. This is common in experiments. For example, control subjects may not have access
to medicines not yet on the market. In encouragement studies (e.g., encouragement to vote
via canvassing), subjects assigned treatment may not be contacted, but controls would not be
accidentally encouraged, since this would go beyond the study protocol. In the Minneapolis
Domestic Violence Experiment, no one assigned to be arrested ever received counseling (non-
compliance only occurred when police arrested offenders assigned to not be arrested). The
following shows how the ATT is identified under one-sided noncompliance.

Theorem 1. Let (Z,A,Y) ~ P, and assume consistency as well as:
1. Relevance: P(A*=! = A¥=0) £ 1.
2. Ezxclusion Restriction: Y** =Y.
3. Unconfounded 1V: Z 1L (A*,Y7?).
Under one-sided noncompliance, so that A = 0 whenever Z =0, the ATT is identified as

E(Y)—E(Y | Z=0)

EY -Y*0|A=1)= (A= 1)

Proof. Note that under one-sided noncompliance we have A*=Y = 0. Therefore
E(Y | Z =0) = E(Y*0) = E(Y*"") = E(Y"") = E(Y*=0)

where the first equality used unconfoundedness and consistency, the second consistency, the
third the exclusion restriction, and the fourth one-sided noncompliance. Now the result follows
since E(Y —Y%0) = E(Y — Y% | A = 1)P(A = 1) by total probability and consistency. [J

Remark 2. In Bernoulli experiments with covariates X, we can also identify E(Y%=9) =
E{E(Y | X,Z = 0)} by the same logic.

The next result shows that if a root-n consistent and asymptotically normal estimator of
E{E(Y | X,Z = 0)} is available, then such an estimator is also available for the ATT.

Proposition 1. Assume 0 is an estimator of 0 =E{E(Y | X, Z = 0)} satisfying

6 — 0= (P, —E)$(Z;P) + op(1//n)

for some function ¢(Z;P). IfE(A) > e > 0 then the ATT estimator 12 = P}E’S&;G satisfies

J—¢=(@.—E) {Y - ‘ﬁ(EZ(;i) - ‘Z’A} + op(1/V7).

Proof. Rearrange and use the facts that P, (A4)~! — E(A)™! = op(1) and P, (Y — ¢ — ¢ A) =
Op(1/4/n) by the continuous mapping theorem and CLT. O



3 Classical IV Models

The classical IV framework pre-1990 was largely based on the parametric two-stage model

A=ap+ o1 Z +v
Y =00+ 51A+¢ (1)

for v and € random error terms. Here the IV assumptions were typically framed as follows.
A. Relevance: cov(A4,Z) #0, i.e., a3 # 0.
B. Exclusion Restriction: Z is not included in second-stage Y equation.
C. Unconfounded IV: cov(Z,v) = 0 and cov(Z,€) = 0.

In the presence of covariates, one could add af X and 85X to the equations, and make the
assumptions conditional on X. Crucially, there are no counterfactuals in either of these mod-
els: these are examples of structural equation models we discussed in the first lecture. In
other words, they indicate how nature actually assigns values, and are causal by assumption.
Therefore, they can alternatively be written explicitly causally using potential outcomes as

A =g +oqz+v
Yza=,30+,31a+6.

In the next result we show that the causal assumptions, together with the above explicitly
causal model, imply the version of the model stated earlier.

Proposition 2. The structural equation model

AP =g +o1z+v
Y = By + Bra + ¢

together with consistency and the three causal assumptions
1. Relevance: P(A*=! = A*=0) £ 1.
2. Ezxclusion Restriction: Y** =Y.
3. Unconfounded IV: Z 1L (A*Y?).

implies the corresponding observed data two-stage model in (1) and the three assumptions A-B.

Proof. By consistency the causal model implies the observed data equations. The causal
exclusion restriction immediately implies the classical version, and similarly with relevance.
For the unconfounded IV assumption note

0 =cov(Z,A*) = cov(Z,ap + anz + v) = cov(Z,v)
and similarly
0=cov(Z,Y?) = cov(Z,YA) = cov(Z, By + B1A* + €) = cov(Z, €)

where the first equality follows by unconfoundedness, the second the exclusion restriction, the
third the two-stage model, and the last by the unconfoundedness again. O



A downside of structural equations is that there is no explicit notation to indicate that they
are causal rather than observed data equations. This can sometimes lead to ambiguity, and
for this reason should be paired with a graph (or written in potential outcome form above). A
downside of parametric SEMs in particular is they mix causal and statistical assumptions. For
example, in the above causal assumptions are made simultaneously with linearity /additivity.
This obscures whether identification comes from the causal or statistical parts of the model.

The next result shows the parameter 7 is identified in the standard two-stage model.

Proposition 3. Assume the two-stage model
A=ap+ a1 Z+v
Y =00+ A+e

with cov(A,Z) # 0 and cov(Z,e) = 0. Then By is identified as f1 = Egz((i;’?)

Proof. By the cov(Z,€) = 0 assumption we have

cov(Y, Z) = cov(Bo + f1A+ €, Z) = frcov(A, Z) + cov(e, Z) = Bicov(A, Z).

The result then follows by dividing both sides by cov(A, Z) # 0. O
The parameter 5 = ﬁf)’ig?) (called the Wald estimand, after Wald used it in a measure-

ment error problem in 1940) is often estimated using a two-stage least-squares procedure:

1. Do a least squares regression of A on Z, and get predicted values a1 Z.

2. Regress Y on predicted values & Z; then define Bl as the coefficient estimate.

This is due to the fact that the parameter 5; equals the population regression coefficient from
regressing Y on a7, as explained in the following proposition.

Proposition 4. Consider the classical two-stage model with cov(A,Z) # 0 and cov(Z,v) =
cov(Z,€) = 0. Then:

1. B1 does not equal the coefficient in a population regression of Y on A.

2. By equals the coefficient in a population regression of Y on the predicted value from a
population regression of A on Z.

Proof. Note that the slope coefficient of a population regression of ¥ on A is
cov(A,Y)  cov(A, By + BLA +e) cov(A,e)
var(A) var(A) var(A)
but cov(A, €) can be non-zero. Further we have

cov(a1Z,Y)  cov(arZ,Bo+ B1A+e€) aicov(Z,A)

=01+

var(anZ) var(ay Z) - var(a1 Z)
ajcov(Z,ap + a1 Z + v) adeov(Z, Z)
=f =f1 =/
var(ay Z) var(ay Z)
using cov(Z,€) = 0 and cov(Z,v) = 0. O



When there are covariates, it is common to use the augmented two-stage model
A=ag+a1Z+asX +v
Y =B+ A+ X +e
Then by the same logic we have
cov(Z,Y | X) =cov(Z,Bo+ B1A+ 83X + €| X) = Bicov(A4, Z | X)
as long as cov(Z, e | X) =0, so that

_ cov(Y,Z | X) _ E{cov(Y,Z | X)/var(Z | X)} 2)
cov(A, Z | X)  E{cov(A,Z | X)/var(Z | X)}

and thus two-stage least-squares works the same way as before.

Remark 3. We can also write the IV estimand in (2) as

CE{E(Y |X,Z=1)-E(Y | X,Z=0)}
CE{EA|X,Z=1)-E(A|X,Z=0)}

A

Classical two-stage least-squares assumes the conditional quantities in the numerator and
denominator are constant, not depending on X, but this is not strictly necessary. In other
words, the above estimand equals the average treatment effect if the first stage of the model
is unrestricted and the second is

Y =h(X)+p1A+e€

for any h, since then
cov(Y,Z | X) = Breov(A, Z | X)

This relaxation allows for some of the strong parametric assumptions to be avoided.

The classical IV model and two-stage least-squares methods are very popular, but they
make some strong assumptions, for example: constant effects, additivity, linearity in all of
X, Z, and A, as well as the errors. Further, the causal assumptions are framed within the
modeling assumptions, making it hard to distinguish how much of the identification results
are coming from the modeling versus causal assumptions. These assumptions are inherently
different, and often it can be much easier to reason about nonparametric assumptions like
the exclusion restriction or unconfounded IV (e.g., based on whether certain confounders were
measured or not, etc.). On the other hand, reasoning about linearity assumptions for latent
variable regressions may prove very challenging; it is often difficult to imagine what kind of
substantive background knowledge could justify linearity or other distributional assumptions.

This raises a crucial question: what do the classical IV methods target if the strong para-
metric assumptions are removed? Do they retain any causal meaning at all?

Imbens and Angrist [1994] brilliantly reverse-engineered these estimands (mostly focusing
on the no covariate setting). This brings in an interesting reversal of the usual workflow:
instead of defining a parameter of interest and assessing whether it is identified, here Imbens
& Angrist (1994) took an identified statistical quantity, and asked what parameter it equaled
under weaker assumptions. In other words, they tried to assess what if any causal quantity
this method was getting at, without invoking the strong classical IV model assumptions.



4 Monotonicity & LATEs

Imbens and Angrist [1994] showed that the classical IV estimand also equals a particular
subgroup effect, without using any of the parametric or constant effect assumptions, instead
invoking the three base IV assumptions, along with a new assumption called monotonicity.

In words monotonicity says there are no subjects who always act opposite of what the
instrument encourages. More specifically, recall that with a binary instrument and treatment,
every individual must be of one of four types:

1. compliers: A > A°

2. always-takers: A' = A0 =1
3. never-takers: Al = A% =0
4. defiers: A' < A°

Compliers follow the encouragement of the instrument, in the sense that their treatment equals
the instrument, i.e., A = Z, while always-takers and never-takers do not respond to the in-
strument. Defiers do the opposite of what the IV tells them: they take treatment when the
instrument encourages control, and take control when the instrument encourages treatment.
Monotonicity rules out the existence of this last group.

Assumption 1. Monotonicity: P(A' < A%) = 0.

Remark 4. The labeling of A and Z is arbitrary — for example the instrument could encourage
control rather than treatment, in which case compliers would have A' < A° and defiers
Al > A We use the labeling where Z = 1 encourages A = 1, without loss of generality.

Remark 5. In addition to Imbens and Angrist [1994], monotonicity was also used by Robins
[1989] and Manski [1990] outside of the instrumental variable setup; they considered bounding
treatment effects under this and other assumptions.

Now we state the result from Imbens and Angrist [1994] that the usual IV estimand equals
a treatment effect among compliers, under the three base IV assumptions plus monotonicity.

Theorem 2. Let (Z,A,Y) ~ P and assume:
1. Relevance: P(A*=! = A¥=0) £ 1.
2. Ezxclusion Restriction: Y** =Y.
3. Unconfounded IV: Z 1L (A*,Y?).
4. Monotonicity: P(A' < A%) = 0.
along with consistency. Then

EY |Z=1)-E(Y |Z=0)

E Ya:l . Ya:O Az:l Az:() )
EA|Z=1)-EA|z=0) = [ A7 > A7)




Proof. The numerator of the IV ratio estimand is

EY|Z=1)-EY |Z=0)=EY='|Z=1)-E(Y*"|Z=0)
_ E(YZ 1 _Y*= 0)
— E(YZ 1,AT Yz:O,AO)
—E(Y4 -y
=E[(Y*=! - yo=9){1(A! > A%) — 1(A! < A%)}]

where the first equality follows by consistency, the second unconfoundedness, the third consis-
tency, the fourth the exclusion restriction, and the last rearranging. The denominator is

EA|Z=1)-EA|Z=0)=PA'=1)-PA"=1)
=P(A' > A% 4+ P(A' = A0 = 1) —P(A < A%) —P(A! = A" =1)
=P(A' > A% —P(A! < A%
where the first equality follows by consistency and unconfoundedness, and the last since A is
binary. Therefore without using monotonicity the IV estimand is

E[(Y*=! — Yo=0){1(A! > A) — 1(A! < AY)}]

V= P(AT > A0) — P(Al > A0)

Under monotonicity 1(A* < A%) = 0 and P(A' > AY) = 0, which gives the result. O

Remark 6. The subgroup effect E(Y*=! — Y9=0 | Al > A9) identified by the IV estimand is
known as the complier average treatment effect, or local average treatment effect (LATE).

Before discussing the monotonicity assumption and the LATE parameter in more detail,
we first note that introducing covariates presents no real additional complications from the
identification perspective.

Proposition 5. Let (X,Z,A,Y) ~ P and assume:
1. Relevance: P(A*=! = A¥=0) £ 1.
2. Exclusion Restriction: Y** =Y.
3. Unconfounded IV: Z 1L (A*,Y?) | X.
4. Monotonicity: P(A! < A%) = 0.
along with consistency and positivity, i.e., 0 <P(Z =1 | X) < 1 with probability one. Then

E{E(Y | X,Z=1)-E(Y | X,Z =0)}
E{E(A| X,Z=1)-EA|X,Z=0)}

E(yal Ya0|Az1>AZO>

Proof. Follow the logic of Theorem 2, arguing conditionally and using iterated expectation. [



The monotonicity assumption and the LATE parameter have attracted a fair amount of
controversy from some camps (see Imbens [2014] and Swanson and Hernan [2014]| for relatively
recent debate). First consider monotonicity. Like most causal assumptions, monotonicity can-
not be tested; in this case it is untestable because it depends on both potential treatments A*
for 2 = 0,1 (and as usual we only see one potential treatment A = AZ ). It is conceptually
somewhat different from other assumptions we have used, in that it restricts the joint dis-
tribution of potential outcomes; in contrast the unconfoundedness assumption, for example,
only restricts the marginal distribution of each potential outcome individually. However, it
is similar to unconfoundedness in that it can hold by design: for example, if treatment is
inaccessible to those assigned to control so that non-compliance is one-sided, then A° = 0 and
monotonicity holds automatically.

Monotonicity can be a reasonable assumption, but there are of course examples where it
would be violated. For example, consider preference-based instruments. It is quite possible for
a defendant to be sentenced harshly with a less strict judge, but not with a more strict judge,
e.g., if perhaps the generally more strict judge happens to have a soft spot for defendants
of this type. Similarly, it is possible for a patient to be prescribed a drug even when seeing
a physician who prescribes less, and not prescribed when seeing a physician who generally
prescribes more. For example, maybe Doctor A prescribes more often overall but not for di-
abetics, while Doctor B prescribes less often overall but not for the physically active. Then
someone who is diabetic and physically active might be prescribed under Doctor B but not
Doctor A, contrary to the overall trend.

The LATE parameter is an interesting non-standard treatment effect, and has also led to
some controversy. Note that it is an effect in a subgroup rather than the whole population;
this is similar to, for example, effects on the treated subgroup, however it is different in that
the subgroup here is not generally identified. In other words, we cannot directly observe who
the compliers are, since only one of the potential outcomes A or A° is observed, not both. On
the one hand, under monotonicity the compliers are the only group for whom treatment effects
make sense, since all others either always or never take treatment (under current conditions).
Another justification for continuing to pursue complier effects is that they allow something
causal to be learned in broken or “second-best” studies with unmeasured confounding, even
without restricting effect heterogeneity [Imbens, 2010, 2014].

However, it may not be so useful from a policy perspective to only know the effect in an
unidentifiable subgroup, especially if the compliers make up a small portion of the population.
Robins and Greenland [1996] stressed early on that the complier subgroup is not identified,
and gave examples where complier effects are not of primary policy interest. Pearl [2009] says
the complier “subpopulation cannot be identified and, more seriously, it cannot serve as a basis
for policies.” Deaton [2010] compares targeting local effects to the drunk who only looks for
his keys near the lamppost, since that is where the light is. Swanson and Hernan [2014] state
that complier effects “only pertain to an unknown subset of the population”, and that “as we
do not know who is a complier, we do not know to whom our new policy should apply.”

However the subgroup of compliers are not entirely unknowable. Following Abadie [2003],
Baiocchi et al. [2014] for example, the next result shows that it is possible to identify and
estimate the size of the complier population P(A! > A®), as well as complier characteristics
and covariate-specific chances of being a complier.
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Proposition 6. Let (X,Z,A,Y) ~ P and assume:
1. Relevance: P(A*=! = A*=0) £ 1.
2. Unconfounded IV: Z 1L A* | X.
3. Monotonicity: P(A' < A%) = 0.
along with consistency and positivity 0 < P(Z =1 | X) < 1 with probability one. Then
P(A' > A" | X)=FE(A|X,Z=1)-E(A| X,Z =0)
P(A' > AN =E{E(A | X,Z=1)-E(A| X,Z =0)}

EL(V = o){E(A| X,Z=1)—E(A]| X, Z = 0)}]
E{E(A|X,Z=1)—E(A|X,Z=0)}

P(V=v|A'> A% =

Proof. Note that
E(A|X,Z=1)-E(A|X,Z=0)=E(A' - A" | X) =P(A! > A" | X)

where the first equality follows by consistency, positivity, and unconfoundedness, and the
second by monotonicity. The identifying expressions for P(A! > A%) and P(V = v | A! > A?)
then follow by iterated expectation and Bayes’ rule. O

Remark 7. Note that Proposition 6 required neither the exclusion restriction nor outcome
unconfoundedness Z 1l Y* | X.

Remark 8. The proportion of the population made up by compliers, denoted P(A! > A°), is a
fundamental property of an instrumental variable, often called the strength of the instrument.
A strong instrument is one that is effective at encouraging subjects to take treatment, so that
many have A! = 1 and A° = 0. A weak instrument is one that results in many always- and
never-takers who are not responsive to the instrument. There is a large literature on estima-
tion and inference with weak instruments.

Kennedy et al. [2020] recently showed that, in some settings, it is possible to accurately
predict who compliers are, and obtain tight bounds on potentially more generalizable effects in
identifiable subgroups. Instruments that yield more accurate complier predictions were termed
sharp instruments.
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5 Estimation of LATEs

Previously we showed that, under some assumptions (consistency, positivity, relevance, the
exclusion restriction, unconfoundedness for the IV, and monotonicity), the local average treat-
ment effect is identified as
CE{EY | X,Z=1)-E(Y | X,Z=0)}
CE{E(A|X,Z=1)-E(A|X,Z=0)}

At this point the goal becomes to estimate the statistical functional on the right-hand-side as
accurately as possible. Note that it is a ratio of average treatment effects: i.e., an effect of
Z on Y in the numerator and an effect of Z on A in the denominator. In fact results from
previous lecture notes immediately tell us how to estimate such quantities.

Specifically, let . (X) = E(Y | X, Z = z) denote the outcome regression, \,(X) = E(A |
X, Z = z) the treatment regression, and 7(z) = P(Z = 1| X = x) the instrument propensity
score. Then the LATE can be estimated with regression, weighting, or both, via

Pn{ zy (l—Z)Y}

P {711 (X) — o (X)}

Dron = Endll L - FX)  1-R(X)
R W) T (A )
P (i~ it } O = 720} + () — ()]
P [{ 5 - 5 } 1A = A2(X)} + (X) = o(X)]

All of these estimators are ratios of estimators that were essentially already analyzed in pre-
vious chapters. First we state a basic result showing that if estimates of the numerator and
denominator are root-n consistent and asymptotically normal, then so is the ratio.

Proposition 7. If 6, — 6, = P,,(¢¢) + op(1/\/n) for mean-zero ¢,(Z;P) and 05 > € > 0 then

0, 0 0
(/9\*: — é =P, {92_1 <¢1 — 9;@)} + op(1/4/n).

Proof. Let ¢ = 01/605. Rearranging gives

~

91 1/~ ~ 1/~ ~ 1 1 ~ ~
52—w—@(el—weg)—92(91—¢92)+<§2—92> (8, - vfs). (3)
For the first term on the right-hand-side of (3) we have

01 — by = Py + 0) — 1/1<Pn¢2 + 92) + op(1/v/n) = Pp(p1 — Yp2) + op(1//n)

where the first equality follows by definition of 92 and the second since 1 — 0y = 61 — 01 = 0.
The second term on the right-hand-side of (3) is negligible since

(5 5) (-vi) - (ﬁ‘f) (0~ 082) = 051/ VR Oe 1/ Vi) = Os(1/m)

é\g ‘92 202
where the third equality used the fact that §2 and 51 — 1/152 are root-n consistent (and that
the latter is an estimator of zero). This gives the result. O
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Proposition 7 shows that root-n consistent and asymptotically normal estimation of the
numerator and denominator, separately, is enough to ensure root-n consistency and asymptotic
normality of the ratio estimator itself. We have studied exactly when this should be expected
for regression, weighting, and doubly robust estimators of these quantities. In what follows we
give a brief summary of these results (as usual, for simplicity we assume sample splitting was
used to separate IP,, from the training data on which the nuisance estimators (7, A, i) are built).

First suppose ™ = 7 is known, as in an experiment. Then the weighting estimator @Eipw is
root-n consistent and asymptotically normal. The regression estimator @neg would be root-n
consistent and asymptotically normal if the estimators (X, ) are built from correctly specified
parametric models (though the models could be misspecified if 7 is constant and the relevant
score equations are solved, e.g., by including an intercept and main effect for treatment). The
doubly robust estimator Jreg is root-n consistent and asymptotically normal as long as the
estimators (/)\\, i) converge to some fixed function in Le norm, at any rate, and is optimally
efficient if (X, ) are consistent in Lo norm, at any rate.

Now consider the case where 7 is unknown and X is high-dimensional and/or contains
continuous components (so the nuisance estimators require some non-trivial modeling). Then
the regression and weighting estimators would be root-n consistent and asymptotically normal
when the relevant nuisance functions are (a) estimated with correct parametric models, or
(b) estimated nonparametrically but with undersmoothing and particular, e.g., smoothness,
assumptions. On the other hand, the doubly robust estimator is root-n consistent and asymp-
totically normal when (a) the nuisance functions are estimated with parametric models, and
either the models for  or (A, 1) (or both) are correct, or (b) if the nuisance functions are
estimated consistently with errors only satisfying |7 — 7 ||(|[A = Al| + || — p]|) = op(1/+/n) (for
example, a sufficient condition is if all are estimated at n~1/4 rates).

The next result illustrates sufficient conditions for the doubly robust estimator to be root-n
consistent and asymptotically normal.

Theorem 3. Let

z 1—=z2

fil) = {
fa(2) = {

 Hy = (@)} + (@) = o)
Ha = Au(@)} + M) = ()

m(x) 1—m7(x
z  1l-z
m(x) 1-—m(z)

so that v = E{f1(Z)/f2(Z)} is the LATE. Assume the nuisances (%, A, i) are estimated on
a separate independent sample, P(7 € [e,1 —¢€]) =1, E(f2) > € > 0, and:

L 1f; = fill = op(1)
217 =l S, (IR = Acll + 11 = gzl ) = 0p(1/v/m).

Then
f1(Z) = fa(2)
E{f(2)}

Yar — ) = (P — P) [ ] + op(1/v/n).
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6 Bounding the ATE

The controversy surrounding LATEs is often based on the fact that it is an effect in a non-
identified subgroup, rather than the plausibility of monotonicity. (Though sometimes it is the
plausibility of monotonicity that is problematic, and also recall that in some cases it is possible
to precisely identify who the compliers are). Suppose one was set on estimating the average
treatment effect in the population; of course this parameter is not identifed. One solution then
is to add classical IV model assumptions, but these can be fragile and often hard to justify
(this is similar to equating the LATE with the ATE merely by assumption). An alternative
approach would be to live with the fact that the average effect is not point identified, and
instead try to bound its possible values. Such bounds are given in the following theorem.

Theorem 4. Let (Z,A,Y) ~P with Y € [0,1] and assume consistency, positivity, the exclu-
ston restriction, and monotonicity. Then

Py SE(Y T —ve=0) <y,

for
Y =BAY | Z=1)-E{Y(Q1-A)+A|Z=0}, by = +1-EA|Z=1)+E(A| Z=0).

Proof. Note that

E(Y*=! —Y*=%) = E{(Y*~! —v*=")1(4" > A%)}
1
+ ) E{(YT - y*=0)1(A° = Al = 1)} (4)
t=0

The first term is identified as the numerator of the IV estimand, i.e., the intention-to-treat
effect iy = E(Y | Z =1) —E(Y | Z =0). For the second term, we have

E{ya:ll(Az:O — Az:l — 1)} — E(Ya:1AZ:0) — ]E(Ya:AOAZZO)
=RE(Y*4= = E(YA | Z=0)

where the first two equalities follow by monotonicity and consistency, the third by the exclusion
restriction and consistency, and the last by IV unconfoundedness. Similarly

E{Y*=01(4*=0 = 4*=! = 0)} = E{y*=01(4*="' = 0)} = B{y*=*'1(4*=" = 0)}
=E{Y*='1(A= =0)} =E{Y(1 - A4) | Z =1}

Therefore using the fact that P(Y" € [0,1]) = 1 and plugging in corresponding upper and lower
bounds to (4) gives

Vi +0-—EY(1-A)|Z=1)+EYA|Z=0)—-1xEA|Z=0) < g
<Y+ 1xEQ1-A|Z=1)-EY(1-A)|Z=1)+EYA|Z=0)-0.

O]

Remark 9. Under the IV assumptions, the length of the bounds in Theorem 4 is exactly equal
to the proportion of non-compliers P(A! < A°), i.e., the strength of the instrument.
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