04 Unconfounded Observational Studies

1 Setup

We have seen how experiments allow for efficient and unbiased causal inference, through con-
trolled (randomized) treatment assignment. However, for many problems experiments would
be impossible to implement, or unethical, or too costly. For example we cannot randomize
people to smoke, or become obese; an experiment studying lifetime diets on mortality would
take decades (and be riddled with noncompliance). Further, detailed observational data are
often collected and readily available: what should be done with such information?

In some ways observational studies can resemble experiments. For example the observed
data structure is the same: we still observe a triplet of covariates, treatment, and outcome
(X,A,Y) ~P. We will also continue to assume the consistency condition (Y =Y* if A = a),
so that the observed outcome equals the potential outcome under the observed treatment.

However there is a major underlying difference: in observational studies, the treatment
arose naturally according to some unknown process, and was not under experimenters’ con-
trol. Consider some examples. Cancer patients may decide to have surgery or not based on
myriad factors: current health, past medical history, conversations with doctors and family,
assessment of risk-benefit trade-offs, etc. Class size is not random and instead depends on
popularity of subject matter, quality of lecturer, etc. Gun laws vary widely across US states;
they are most restrictive in northeast states, and least restrictive in northwest and southeast
states. Reasons for this variation might include, for example, cultural differences or reactions
to specific shootings or events (e.g., bans on assault weapons and bump stocks have been
introduced after several mass shootings). Mathematically, this means that in observational
studies the treatment distribution P(A = a | X,Y®) is unknown. In contrast, recall that in
Bernoulli experiments it is known by design that P(A=1| X, Y*) =P(A=1) = 7.

2 No Identification Without Assumptions

When the treatment A and potential outcomes Y% can be correlated, then there is unfor-
tunately no hope for identification. Intuitively this is because consistency only lets us learn
about potential outcomes under treatment among those who were actually treated, and those
who were not may be arbitrarily different. Formally we can write the mean potential outcome
under treatment as

EYH=EY'|A=0PA=0)+EY' | A=1)P(A=1)
=EY'|A=0P(A=0)+EY |A=1)P(A=1)
where the first equality follows by the law of total probability, and the second by consis-
tency. However in general the observed data distribution P says nothing about the quantity

E(Y'| A=0). In general, E(Y' | X,A=0) #E(Y! | X, A = 1) since those who take control
may be completely different from those who take treatment.



The next proposition shows that, if only relying on consistency, one can merely bound
rather than point identify mean potential outcomes; further, these bounds are necessarily im-
precise and cannot identify whether the treatment has a non-zero effect.

Proposition 1. Let (A,Y) ~ P with P(Y € [0,1]) = 1 and assume consistency. Then
E{(2A-1)Y}-PA=1) <EY'!-Y" <E{(24-1)Y} +P(4=0)

and these bounds are sharp.

Proof. By the law of total probability and consistency, we have

EY'-Y)=EY'|A=0PA=0)+EY |A=1)PA=1)
~EY|A=0PA=0)-E(Y"|A=1PA=1)
=E(2A-1)Y)+EY! | A=0)P(A=0)-EY"| A=1)P(A=1).

The bounds then follow since Y € [0, 1]. The lower bound is attained when Y* = 1 —a among
those with A = 1 — a, and the upper bound when Y% = g among those with A=1—a. O

Remark 1. Note the length of the bounds is exactly one, so they necessarily include zero.
Thus it is impossible to rule out whether a treatment has no effect, without further assump-
tions. Also note the assumption that Y € [0,1] with probability one is immaterial as long
as Y has bounded support, since any Y € [a, b] can always be rescaled as (Y —a)/(b—a) € [0, 1].

3 Identification via Confounder Measurement

Based on the above, without assumptions beyond consistency, it is impossible to rule out the
possibility of zero treatment effect, even with infinite data, and the value of the treatment
effect can at best be bounded. One way to make progress is to try to collect as many relevant
covariates X as possible to be able to explain the treatment process, in the sense that

ALY"|X. (1)

Condition (1) goes by several names in the literature, e.g., exchangeability, ignorability, or no
unmeasured confounding. It means treatment is essentially randomized within levels of the
covariates, since it is conditionally independent of potential outcomes. In other words, there
can be no remaining unmeasured confounders U that may induce a correlation between the
treatment and potential outcomes. It can be illustrated graphically as in Figure 1. Impor-
tantly, no unmeasured confounding means the observational study is actually a conditionally
randomized experiment, but one in which the randomization probabilities

PA=a|X=2,Y" =u)=P(A=a| X =z) = m,(z)

are unknown. In other words, an unconfounded observational study can be viewed as a set-
ting where nature ran a conditionally randomized experiment, but kept the randomization
probabilities hidden. A critical question is: how does one verify or justify the assumption (1)?
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Figure 1: A directed acyclic graph illustrating no unmeasured confounding (1), since U /4 A.

In fact, Condition (1) cannot be tested with data, since Y'* is not directly observed (un-
der consistency Y® is only observed among those with A = a, so one cannot measure the
correlation between A and Y*). This means causal inference cannot be purely data driven,
and some subject matter knowledge is required. Indeed, (1) can generally only be justified
non-mathematically using subject matter expertise. For example, one might try to understand
how physicians are assigning treatment, or how people select into job training programs, etc.

Recall that (1) also held in the Bernoulli experiments we considered; however there are
crucial differences. First, in an unconfounded observational study we only have A 1L Y* | X,
and not A 1l (X,Y®). This means that subjects receiving different treatment levels can have
differently distributed observed covariates X. Second, the treatment distribution m,(z) =
P(A = a | X = z) is unknown and has to be estimated. Third, we cannot be completely
certain that (1) holds in an observational study, while in an experiment it is guaranteed to
hold due to the design.

Remark 2. When treatment is binary, the quantity P(A =1 | X = z) = m1(z) = 7(z) is known
as the propensity score. It is the chance of treatment for subjects with covariates X = .

Remark 3. No unmeasured confounding is commonly invoked, but it is by no means the only
strategy available for causal inference outside experiments. We will soon study alternatives.

The strategy for identifying treatment effects in unconfounded observational studies is es-
sentially the same as that used in experiments. This is formalized in the next proposition.

Proposition 2. Let (X, A,Y) ~ P and assume:
1. Consistency: Y =Y if A =a.
2. No unmeasured confounding: A 1L Y* | X.
3. Positivity: mo(X) =P(A =a| X) > 0 with probability one.
Then E(Y*) =E{E(Y | X,A=a)}.
Proof. We have
EY") =E{EY*| X))} =E{EY*| X, A=a)} =E{E(Y | X, A =a)}

where the first equality follows by iterated expectation, the second by (1), and the third by
consistency. Positivity ensures conditional expectations are well-defined. O



In Proposition 2 we needed a positivity condition, which was sometimes implicit in ex-
periments, since it held by design. Positivity requires that the propensity score be bounded
away from extreme values; in other words, to estimate the mean potential outcome if everyone
were treated at level A = a, we require that everyone has some non-zero chance of being
treated at that level. Positivity is sometimes called the “experimental treatment assumption”
or “overlap”. In experiments it holds as long as the proverbial coins that are flipped to decide
treatment assignment are not deterministic. However, in observational studies, positivity is
a real concern; some subjects may really have zero chance of receiving treatments other than
the one they actually received. For example, very sick patients may always receive some treat-
ment, or very healthy patients may never have intensive life-saving surgeries.

Positivity can be stated in various ways. For example, with binary treatments one could
say P{0 < 7(X) < 1} = 1 or, equivalently, 0 < dP(x | A = 1)/dP(z | A = 0) < 0.
These forms are sufficient for identification. For analyzing estimators, where arbitrarily poor
performance may be possible if the propensity scores can be arbitrarily close to zero (even if
positive), one often uses a stronger condition, such as P{e < m,(X) < 1—e€} = 1 for some € > 0.

3.1 Effects of Treatment on the Treated

Beyond average treatment effects of the form E(Y'! — Y?), it is also common in observational
studies to pursue the average treatment effect on the treated (ATT) given by

Yot =E(Y1 =Y | A=1).

In contrast to the ATE E(Y! — Y?), which measures how outcomes would change if all ver-
sus none were treated, the ATT measures the difference in mean outcomes if treatment was
removed from those who received it. The ATT can be useful if the goal is to learn effects of
removing an exposure, e.g., when assigning everyone in the population treatment may not be
feasible. It also requires weaker identifying assumptions, as illustrated in the next proposition.

Proposition 3. Let (X, A,Y) ~ P and assume:

1. Consistency: Y =Y if A =a.

2. No unmeasured confounding: A 1L Y° | X.

3. Positivity: P(A =01 X) > 0 with probability one, among those with A = 1.
Then B(Y' - Y0 | A=1)=E{Y —E(Y | X,A=0) | A=1}.

Proof. By consistency, it follows that E(Y! | A=1)=E(Y | A=1). Then

EY°|A=1)=E{EY" | X,A=1)|A=1}
=E{E(Y° | X,A=0)]| A=1}
=E{E(Y | X,A=0)| A=1}
where the first equality follows by iterated expectation, the second by no unmeasured con-

founding, and the third by consistency. As usual, positivity ensures conditional expectations
are well-defined. O



4 Observational Studies versus Experiments

There is some interesting debate about the evidential status of observational studies versus
experiments, though reality is often nuanced and context-dependent. Important topics in the
debate include validity, feasibility, and generalizability.

Here are some possible sentiments from an extreme “observational optimist”:
e Causality is easy: just adjust for covariates with regression, and all is well.
e Time and money is wasted on experiments; observational studies are cheap and easy.

These sentiments are sometimes left implicit, but examples may be found, for example, in
exploratory research with catchy titles meant to make headlines. Here are some analogous
sentiments from an extreme “observational skeptic”:

e The only way to learn anything reliable is with experiments.

e All experiments are trustworthy and informative, and anything else is not real science.

Examples of these sentiments can be found in defenses of tobacco and pharmaceutical com-
panies. For example Michaels [2008] recounts a cigarette executive stating that “Doubt is our
product, since it is the best means of competing with the ‘body of fact’ that exists in the
minds of the general public.”

Of course, the evidential status of real-life studies are often more complicated and nuanced
than these sentiments suggest. Here are some issues with the extreme observational optimist
perspective:

e Causal claims from observational studies require untestable assumptions that can be
difficult to assess.

e Adjusting for measured covariates may not be enough, since there could always be some
unmeasured confounding that was missed.

e Even if all relevant confounders happened to be measured, appropriate adjustment and
valid inference is non-trivial in nonparametric or high-dimensional models.

Here are some issues with the extreme observational skeptic perspective:

e Experiments are not always feasible (e.g., studies of long-term effects) or ethical (e.g.,
smoking or other harmful exposures).

e Experiments are often conducted in selected, non-representative populations: an unbi-
ased estimate in the wrong population could sometimes be less practically useful than a
slightly biased estimate in the right one.

e Experiments are often plagued with non-compliance and missing data, which can essen-
tially turn them into observational studies.

In summary, observational studies and experiments are not uniformly bad or good; both
types of studies range in quality, and it is not necessarily true that one type dominates the
other. Their evidential status is context-dependent and needs to be evaluated case-by-case,
based on specific merits or faults.



5 Estimation of Average Effects

The identification results from Propositions 2 and 3 have converted causal problems into purely
statistical ones. In the ATE case, for example, after identification the goal is to estimate the
averaged regression function E{E(Y | X, A = a)} as accurately as possible; this is a purely
statistical problem. The difficulty compared to the experimental setup is that in an observa-
tional study the treatment distribution is unknown.

In causal inference problems, one can often categorize methods for estimating treatment
effects as being based on regression, weighting, or both (doubly robust). For the mean potential
outcome in the ATE ¢, = E(Y?), regression estimators can be motivated by taking the
identifying expressions E{E(Y | X, A = a)} and replacing unknown quantities with estimates,
yielding the estimator

breg = Bu{ fla(X) }. @)

Operationally, this estimator predicts (the conditional mean of) the potential outcome Y for
each subject, and averages across the sample. Weighting estimators can be motivated based
on the inverse-probability-weighted expression

e

which suggests the inverse-probability-weighted estimator

This estimator can be viewed as up- or down-weighting observations whose covariates are
under- or over-represented in their treated group compared to the population covariate dis-
tribution. This is similar to importance sampling: the covariate distribution for the treated
is different from that of the general population, so one needs to use a change of measure to
reweight appropriately. It is also popular to view inverse weighting as creating a “pseudopop-
ulation” of treated units whose covariate distribution matches that of the entire population.

(3)

Doubly robust estimators can be motivated based on the expressions

o =B[22 S 00} + )] = B[HE Y — (0} + a0

which hold for any (7, ). This suggests the estimator

¢dr =P, [W{Y_ﬂa()()} +ﬂa(X):| (4)
which was also used in the previous chapter with experiments, except now the propensity
score m,(x) depends on covariates, and is unknown, so needs to be estimated. The doubly
robust estimator is somewhat less intuitive than the other two options, but it can be viewed as
correcting leftover bias of a regression of inverse-probability-weighted estimator, or augmenting
an inverse-probability-weighted estimator with regression predictions to increase efficiency. We
will see soon that its precise form comes from a bias correction based on a distributional Taylor
expansion of the average treatment effect functional.



5.1 Regression & Matching

The regression-based or plug-in estimator (2) is perhaps most intuitive of the three above,
since it follows by simply plugging estimates into the identification result from Proposition
2. In practice, as in experiments with covariate adjustment, one could use simple parametric
estimators (e.g., linear or logistic regression) or more flexible nonparametric estimators (e.g.,
kernel smoothing, random forests) of the regression functions fi,.

First we consider the case where u, is estimated with a finite-dimensional parametric
model, i.e., it is assumed that
:ua(x) = Ma(x;ﬁ)
for some real-valued 5 € RP. One example is a logistic regression model i, (x; 3) = expit(By +
Bia+ B3 x), where the parameter 5 could be estimated via maximum likelihood, for example.
In fact, we already considered this estimator in the parametric case, in our discussion of ex-
periments. The following theorem illustrates a typical analysis.

Theorem 1. Assume the parametric model pq(x) = f(x; ) for some p € RP. Suppose the
estimator B € RP solves an estimating equation P,{m(Z, B)} =0, for E{m(Z;5)} =0, where
m(z; 8) € RP is Lipschitz in 3, and E{m(Z; )} and f(x;[) are differentiable at the true [
with nonsingular derivative matrices. Then Jreg 1s root-n consistent and asymptotically normal
with R

wreg - 1/]11 = (Pn - P)Q(Z, ﬂ) + OIF"(l/\/ﬁ)

where

g(ZQB) = f(X’B) + aE{f(Xaﬁ)} {aE(m(Z,B

D"z
apT BT T

Theorem 1 shows that if a correct parametric model is available for the regression func-
tions fi4, and under some regularity conditions (essentially smoothness of the model), then the
resulting plug-in regression estimator is root-n consistent and asymptotically normal. Confi-
dence intervals can be constructed using an estimate of the closed-form asymptotic variance
var{g(Z; B)}, or via the bootstrap, which is typically easier.

In practice, parametric model choices are based more on convenience than real background
knowledge, especially in the presence of continuous and/or more than a few covariates. This
motivates the use of a nonparametric version of the regression estimator (2). However, in
the nonparametric case, the analysis from Theorem 1 no longer applies, since p, is no longer
assumed to be indexed by a finite-dimensional parameter. This means we cannot simply use
a Taylor expansion to characterize bias terms like [{fiq(z) — pa() }dP(z).

Our discussion concerning nonparametric covariate adjustment in experiments applies here
as well. To reiterate, when the regression functions pu, are estimated flexibly, the plug-in
estimator typically inherits their slow convergence rates. This means a nonparametric plug-in
will generally be consistent under weaker conditions than a parametric plug-in, and thus more
robust; however it will also be less efficient, compared to if a parametric model were correctly
specified. Further, it not only generally suffers from slow rates, but also intractable limiting
distributions. (When tractable limiting distributions do appear, they would typically not be
correctly centered without undersmoothing, and so inference would be complicated at best).



Importantly, however, there are some exceptions to this story. If one uses particular non-
parametric estimators fi, (e.g., based on kernels or splines), undersmooths (so that smaller
bias of i, is traded off for larger variance, rather than the usual balancing), and makes some
particular structural assumptions (e.g., that the regression functions are Holder smooth), then
nonparametric regression estimators can be root-n consistent and asymptotically normal.

We will first discuss such an analysis of matching estimators, and then briefly mention
series/spline estimators.

5.1.1 Matching

Matching is often treated as an entirely different adjustment approach, but it can be viewed as
a particular nonparametric regression-based estimator, for example using k-nearest neighbor
regression to estimate fi,. Following Abadie and Imbens [2006], one simple version of matching
uses Yyeq from (2) with

~ —~ 1
pa,(xi) =Y, pi-a(x) = e Z Y;
JETK (3)

where Jx () is the set of K indices with the treatment opposite of a;, who are closest in terms
of covariates, i.e., Jk (i) = {j1(4), ..., jrx (i)} for

Gei) =G > YIXe— Xilla < |1X; — Xill2} =k
GAAA;

the index of the k' closest match, for || -||2 the Euclidean norm. This corresponds to matching
with replacement, since the same indices can reappear in Jgk (i) for different subjects i. Of
course, other schemes can also be used, e.g., based on matching without replacement, or via
other distance metrics, or using a variable number of neighbors k, etc.

Abadie and Imbens [2006] show that, under usual iid sampling and causal assumptions,
and if p, () is Lipschitz in = (along with some mild regularity conditions), then the matching
estimator has (conditional) bias of order Op(1/n/%). This means that the estimator Q,/Z)\Teg
when based on K-nearest neighbor matching is root-n consistent and asymptotically normal
if d =1, but not if d > 2. Since the number of matches K is fixed here, rather than growing
with n, this represents a form of undersmoothing and illustrates the kind of result we discussed
above: in general nonparametric versions of the regression estimator z/p\reg are not expected to
be root-n consistent and asymptotically normal, but there are some exceptions, e.g., for par-
ticular regression estimators, under particular smoothness assumptions, with undersmoothing.

There are other examples of nonparametric plug-in estimators being root-n consistent
with undersmoothing. One classic example is Hahn [1998], which studies efficiency bounds
for average treatment effects, and undersmoothed regression estimators based on series/spline
regression. He shows that if the propensity score and regression functions are sufficiently
smooth, and if one uses particular orthonormal bases, and if a carefully tuned number of
series terms is used, then a plug-in regression estimator is root-n consistent and asymptotically
normal. However, in practice, it can be difficult to pick the right number of basis terms (i.e.,
it requires undersmoothing — suboptimal tuning by trading less bias for more variance — and
there are not good data-driven methods for doing so).



5.2 Weighting

The inverse-probability-weighted estimator (3) can be motivated from importance sampling or
representativeness arguments, and depends on an estimate of the unknown propensity score
ma(r) = P(A = a | X = z). In fact, its analysis is essentially the same as that of the
regression-based estimator; the main difference comes via defining it as an average of

~ 1(A=a)Y

7y = T 9
9="%m®
instead of f(Z ) = lq(X). An analog of Theorem 1 for the parametric weighting estimator
can be easily stated, by simply replacing the quantity f(Z;3) = pq(X; ) in the theorem with
the corresponding f(Z;a) = 1(A = a)Y /7 (X; ), where m,(z; ) is an assumed parametric
model for the propensity 7, (z).

The analysis and interpretation of the weighting estimator parallels that of the regression
estimator. In particular, if a correct parametric model is available for the propensities m,, and
under regularity conditions (essentially smoothness of the model), then the resulting inverse-
weighted estimator is root-n consistent and asymptotically normal. Confidence intervals can
be constructed using an estimate of the closed-form asymptotic variance var{g(Z; 3)}, or via
the bootstrap. Surprisingly, another variance estimator is available for the weighting estima-
tor: namely, valid but conservative inference can be obtained via the variance estimate that
would be used if the propensity scores were known to be equal to 7, (z) = 7, (z; @), i.e., treat-

ing the propensity scores as known when they were in fact estimated [Tsiatis, 2006].

As with regression estimators, the analysis for weighting estimators also needs to be
amended in the nonparametric case. Here, as there, inverse-weighted estimators essentially
inherit the convergence rate of the nuisance 7, in the sense that their conditional bias satisfies

BT — b0 | D7) = [{ T2 o) apte)

Ta(2)
B
< *Hﬂa - 7TaH
€

where the inequality follows by Jensen’s and assuming 7,(X) > € > 0 and p4(X) < B < o0
with probability one. Thus we should again not expect root-n rates for nonparametric weight-
ing estimators, since the error ||, — 7,/ there would be larger than 1/4/n. And, as before,
confidence intervals (even using bootstrap) may not be correctly centered, and thus invalid.

However, again similar to the regression case, Hirano et al. [2003| show that undersmooth-
ing can correct these issues, under some assumptions. In particular, they show that under
some relatively strong smoothness conditions on the propensity score 7 (i.e., that 7 has suf-
ficiently many derivatives compared to its dimension d), and undersmoothing, a series-based
nonparametric inverse-probability-weighted estimator is root-n consistent and asymptotically
normal.

Remark 4. Interestingly, when the covariates X are discrete, i.e., X € {1,...,d}, and when the
empirical distribution is used to estimate the nuisance functions 7w and pu,, then the regression
plug-in, weighting, and doubly robust estimators are all exactly numerically equivalent. This
numerical equivalence does not occur when the covariates have some continuous components
and modeling or smoothing is used to construct the 7 and fi, estimates.



5.3 Doubly Robust Estimation

Although the doubly robust estimator (4) may be less intuitive than the regression and inverse-
probability-weighted estimators, it comes with important advantages. Crucially, its bias is a
product of errors, unlike the regression-based plug-in or inverse-weighted estimators.

Theorem 2. Suppose (X;, A;,Y:) are iid, and let T, and [ig be constructed on a separate
sample D™. Assume 02(X) = var(Y | X,A =a) < B? < o0, and min{my(X), 7 (X)} > €>0
with probability one. Then the doubly robust estimator 1, has conditional bias and variance
satisfying

B (u—va| D7) = [ {2 o) - (o)} able)

\var(d, | D7) < \/E{Uc%(X)/m(X?)I} +var{pa(X)} | Blima/Fa — 11|/ Ve jﬁ(l — 1/l = al|

Proof. Here all expectations/variances are conditional given the training sample D™ used to
construct fig, and we focus on a = 1 to ease notation. For the bias we have

E($1 — 1) =E [{W(X%(_XT(X)} {M(X) —ﬁl(X)}] < H% - 1H Hﬁl - M1H

since E{p1(X)} = 91 and by iterated expectation. The bound follows by Cauchy-Schwarz.

Now consider the variance. Let ¢ = @ + i1 so that ¢ = ]P’n(?ﬁ). Then we have
var{P,(¢)} = var(¢)/n by the iid assumption and conditioning on D", and

var() = var(d — ¢ + ¢) = var(¢) + var(d — ¢) + 2cov(¢ — ¢, )
2
< var(6) + var(d — ¢) + 2y/var( — ¢)var(@) = { war(@) + \/var(@ - ¢>}

by Cauchy-Schwarz. The first term in the variance is

var{A(Y_Ml)er} =E {A(YW_M)JF(M —¢1)}2 ZE{AWW_QM)QJF(/M —¢1)2}

v
2 2
~B {250 -2 | =B (D) + var(a)
T T

using iterated expectation and var(Y | X, A = 1) = 0?(X). For the second term, noting that
d—p=AY — ) (2 —L)+ (1—2) (fir — m), we have

var(3 - 9) SE{($—¢)2} =E{A<Y—m>2 (;T - i)2+ (1 - ;‘)2@1 —u1>2}
oot (22 (- 2) o} < 2 (- 2) i

by iterated expectation and the assumed bounds on o2 and 7,. O
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The following illustrates a primary implication of the above, via a convergence rate result.

Corollary 1. Under the same assumptions as Theorem 1, and if |7 /To — 1| + [|fa — pall =
Op(1), then the doubly robust estimator 1, has rate of convergence

o = o = O 7=+ = malla — ol )

Thus @a is consistent as long as one of the following conditions holds:
1. ||Ta = mal = 0p(1) and |[fia — pall = Op(1), or

2. |Ma = all = Op(1) and |[fia — pall = o0p(1).
Proof. The result follows directly from Theorem 1, together with Markov’s inequality. O

The above shows that the doubly robust estimator is consistent (i.e., 121\(1 RN 1,) as long as
either estimator 7, or ji, is consistent (in Lo(IP) norm), not necessarily both. This is one place
where the term double robustness comes fron/l\: one of the nuisance estimators 7, or fi, can be
completely misspecified, and the estimator 1), nonetheless remains consistent as long as the
other nuisance estimator is consistent. Thus the doubly robust estimator gives the analyst
two independent chances at consistency, either via the propensity 7, or outcome regression [i,.

A more informative and practically useful implication of the above corollary is that the pre-
cise rate of convergence of the doubly robust estimator 1, is driven by the product of nuisance
error rates ||, — 7all||[la — ta||. Contrast this with plug-in and inverse-weighted estimators,
whose rate is instead typically driven by a single nuisance error rate ||, — 74| or ||fiq — fa||, in-
dividually. Crucially, the individual nuisance errors can be large (e.g., larger than 1/y/n) while
their product can be small (e.g., smaller than 1/,/n), even in semi/nonparametric models. In
other words, the doubly robust estimator 1, can converge at faster rates than its nuisances,
and more specifically it can be root-n consistent even when the nuisances (7, iiq) converge at
slower than /n rates. This opens a pathway beyond parametric nuisance estimation, allowing
more flexible semi/nonparametric methods, without sacrificing too much accuracy.

We saw an extreme example of this in experiments, where the propensity score was known,
so that ||7g — 7|l = ||Ta — mal| = 0. In that case the doubly robust estimator is unbiased and
root-n-consistent, without further modeling assumptions. However, the phenomenon occurs
more generally. For example, suppose 7, is a-smooth and p, is S-smooth (i.e., m, and p, have
a and 3 bounded derivatives, respectively, a classic nonparametric assumption), and suppose
T and [i, are minimax optimal estimators so that

7 = mall = Op(n™ /D)) |l — poll = Op(n™"/E+4/9),

Then the doubly robust estimator is root-n consistent as long as ﬁ + ﬁ > 1/2 ie.,

if the geometric mean smoothness satisfies y/af > d/2. Similar conditions can be stated
for other function classes. For example, if 7, and p, are a- and [-sparse, respectively, and

estimated at rates \/alogd/n and \/fBlogd/n, then the doubly robust estimator is root-n
consistent as long as the geometric mean sparsity satisfies /a8 < y/n/logd.
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Now we tackle the asymptotic distribution of the doubly robust estimator ﬂ)\a. Impor-
tantly, the following result allows the nuisance functions 7, and fi, to be estimated flexi-
bly /nonparametrically at slow rates, as long as the product of the rates is faster than 1/y/n.

Theorem 3. Suppose (X;, A;,Y;) are iid, and let T, and [ be constructed on a separate
sample. Assume 02(X) = var(Y | X,A = a) < B? < 00, and min{m,(X),Ta(X)} > € >0
with probability one, and that

1. ||me/Tq — 1| = op(1) and ||ftq — pal| = op(1), and
2. ||ma/Ta — Ul||Ha — pall = op(1/v/n).

Then the doubly robust estimator {p\a 1s Toot-n consistent and asymptotically normal with

V(B — )~ N (OE{fg; bt varf w0} ).

Proof. As in the previous theorem let all expectations/variances be conditional given the
training sample D™. Let ¢ = )(Y lg) + [, and ¢ = )(Y ta) + fq. Then we
have

Vo = Ya = Pu(6) — E(9)
= Pn —E)(¢— ) + (Pr —E)o + E(¢ — ¢)
since E(¢) = tb,. By the central limit theorem, we have for the second term that
Vn(Pr —E)¢ ~ N(0,var(¢))
where var(¢) = E{o2(X)/ma(X)} + var{p.(X)} as shown in Theorem 2. The third term is

just the bias

E(d?—as):E(aZa—qu”):/(;a—1) (o — ) P < |

a

which is op(1/4/n) by assumption. The remaining task is to show that the first term satisfies

(P, — E)((Z — ¢) = op(1/4/n), in which case the desired result follows from Slutsky’s theorem.
Recall  — ¢ = 1(4 = a)(Y — o) <%— — i) + (1 - 1(??7?@) (Jig — 1tq) from Theorem 2, and

a Ta

note (P, — E)($ — ¢) has mean zero. For the variance we have

w0 <£{(3-0)"} < (£) (D) e

as shown in the proof of Theorem 2. Therefore
> [7a/Ta — 1| + [[Ha — pall 1
P, —E)(¢ —¢) =0 =
( )(¢—¢)=Op ( NG o\ 7m

where the first equality follows by Lemma 1 from the previous lecture notes, and the second
since || 7o /T — 1|| = op(1) and ||ftq — ta|| = op(1) by assumption. This yields the result. [

——1
Ta
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