
03 Experiments with Covariates

So far we have considered experimental data where observations Zi = (Ai, Yi) include treat-
ment assignment and an outcome. But in practice one also has access to covariate information
(e.g., demographics like age or gender, or baseline outcomes, etc.), so that Zi = (Xi, Ai, Yi) for
some feature vector X ∈ Rd. It is not a priori obvious whether/how to include such covariate
information. Here we discuss how to do so to improve efficiency, without risking bias.

Remark 1. At times we focus on estimation of ψa = E(Y a) in iid Bernoulli experiments for sim-
plicity, but similar results apply to contrasts like the ATE ψ = ψ1−ψ0, as well as other designs.

1 Some possible approaches

1.1 Ignore the covariates

One simple option for analyzing experimental data with covariates is to just ignore the extra
data, and not use the covariates at all. From previous lectures we know that the difference-
in-means estimator

1

N1

n∑
i=1

AiYi −
1

N0

n∑
i=1

(1−Ai)Yi

is conditionally unbiased for the sample average treatment effect (SATE) in completely ran-
domized and Bernoulli experiments (given potential outcomes and N1), and for the population
ATE in generic randomized experiments (given the assignment), assuming consistency (and iid
conditions for the ATE). None of this changes when extra covariate information is collected,
so one could use the same approaches and proceed with inference, etc., as usual.

However, it intuitively seems wasteful to throw out available covariate information. Con-
sider an extreme example where X ∼ Bern(1/2), Y 0 = 0 with probability one, and Y 1 = X.
Surely one could do better than completely ignoring covariate information that perfectly pre-
dicts treatment effects (everyone with X = 1 responds to treatment, no one with X = 0 does).

1.2 Parametric modeling

An alternative option for a contrast like the ATE would be to regress outcomes Y on treatment
A and covariates X, e.g., using a simple parametric model, and use the estimated coefficient
for treatment A to quantify an effect. For example, if the outcome Y ∈ {0, 1} was binary, one
could consider a logistic regression model

P(Y = 1 | X,A) = expit(β0 + β1A+ βT
2X),

and report a maximum likelihood estimate β̂1. However, even if the assumed regression model
happens to be exactly correct, this approach is estimating a different quantity from the ATE
targeted by the difference-in-means estimator. Specifically, when the model is correct, the
coefficient for treatment is the log of the conditional odds ratio

β1 = log

{
odds(Y = 1 | X,A = 1)

odds(Y = 1 | X,A = 0)

}
.
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Remark 2 (Collapsibility). Odds ratios bring an additional complication of non-collapsibility
[Freedman, 2008, Greenland et al., 1999]. This means the overall marginal odds ratio can be
larger or smaller than all conditional odds ratios – even if the conditional odds ratio is constant
and equal across groups, and even in an experiment with no confounding. For example, suppose
in an experiment of a heart disease treatment that X ∼ Bern(1/2) is an old age indicator, and

P(Y a | X = x) = 0.08 + 0.42x− 0.06a− 0.24xa,

so that younger patients (X = 0) have 8% chance of heart attack if left untreated, and 2%
chance when treated, while older patients (X = 1) have 50% chance if left untreated, and 20%
when treated. Then the conditional odds ratios for older and younger patients separately are

odds(Y 1 = 1 | X = 1)

odds(Y 0 = 1 | X = 1)
=

0.2/0.8

0.5/0.5
= 0.25 ,

odds(Y 1 = 1 | X = 0)

odds(Y 0 = 1 | X = 0)
=

0.02/0.98

0.08/0.92
= 0.235,

both less than 1/4, while the overall marginal odds ratio is

odds(Y 1 = 1)

odds(Y 0 = 1)
=

(0.2 + 0.02)/(0.8 + 0.98)

(0.5 + 0.08)/(0.5 + 0.92)
=

0.11/0.89

0.29/0.71
= 0.303,

which is larger and closer to the null value (one) than either conditional odds ratio. Therefore
the conditional odds ratio can be an inaccurate representation of the overall population odds
ratio, and conversely the population odds ratio is not the odds ratio for any representative unit.

A more severe issue is that the assumed regression model may not be exactly correct (e.g.,
it could be missing important interactions or covariate transformations). In that case, non-
trivial bias may result, despite an unbiased estimator being available (the difference in means).
The above discussion raises some important questions. First, how does one incorporate generic
regression predictions to estimate the ATE? (A second, less trivial question, is can one do so
in a way that does not threaten bias from model misspecification?) To start answering this
first question, we give the following result, which yields a different expression for the ATE
from before, which holds in the presence of covariates.

Proposition 1. Let (X,A, Y ) ∼ P and assume:

1. Consistency: Y = Y a whenever A = a.

2. Positivity: P(A = a | X) > 0 with probability one.

3. Randomization: A ⊥⊥ (X,Y a).

Then E(Y a) = E(Y | A = a) =
∫
E(Y | X = x,A = a) dP(x).

Proof. The independence A ⊥⊥ (X,Y a) implies A ⊥⊥ Y a and A ⊥⊥ Y a | X, and we already
proved previously that A ⊥⊥ Y a implies

E(Y a) = E(Y a | A = a) = E(Y | A = a)

by consistency, positivity, and randomization. This gives the first result. For the second note

E(Y a) = E{E(Y a | X)} = E{E(Y a | X,A = a)} = E{E(Y | X,A = a)}

where the first equality follows by iterated expectation, the second by A ⊥⊥ Y a | X, and the
third by consistency. Positivity is required throughout for conditioning on (X = x,A = a).
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Based on the above, to construct plug-in estimators of the ATE parameter E(Y 1 − Y 0)
from for example a fitted logistic regression model, one could use

Pn

{
expit

(
β̂0 + β̂1 + β̂T

2X
)
− expit

(
β̂0 + β̂T

2X
)}

.

Note that in a linear model without interactions the corresponding estimate is

Pn

(
β̂0 + β̂1 + β̂T

2X − β̂0 + β̂T
2X

)
= β̂1

so in the linear case, unlike the logistic, the coefficient does correspond to the ATE.

1.3 Non-parametric plug-in

The parametric estimators above will be root-n consistent and asymptotically normal when
the models they rely on are correctly specified (by delta method arguments). However, we
often do not believe simple parametric models are exactly correct (for example, they could be
missing important interactions, covariate transformations, etc.). Therefore one might instead
want to use something more flexible, like kernels, random forests, neural networks, etc.

Let µa(x) = E(Y | X = x,A = a) denote the regression function and µ̂a(x) a generic
estimator. Then the corresponding plug-in estimator of ψa (so named because it simply plugs
in estimates of unknown quantities in the definition of the estimand) is

ψ̂pi = Pn

{
µ̂a(X)

}
.

Since the estimator µ̂a here is more flexible than a simple parametric model, we would expect
it to be consistent for the true regression function under weaker assumptions (e.g., maybe
only assuming some smoothness, or sparsity, or other structure). However, in contrast to the
difference-in-means estimator, the bias would generally not only be non-zero but substantial
(i.e., of larger order than any 1/

√
n standard deviation terms). For example, suppose µ̂a was

constructed from a separate independent sample. Then the bias of ψ̂pi is

E(ψ̂pi − ψa) =

∫
E
{
µ̂a(x)− µa(x)

}
dP(x) ≤ E

√∫
|µ̂a(x)− µa(x)|2 dP(x) ≡ E∥µ̂a − µa∥

which is just the (integrated) bias of the regression estimator µ̂a itself. This can be upper-
bounded by the expected L2(P) error, which we would often not expect to be very loose, e.g.,
if squared bias and variance are balanced to minimize mean squared error.

When using flexible nonparametric estimators, the error E∥µ̂a − µa∥ (and arguably the
integrated bias as well) would be much larger than 1/

√
n, prohibiting unbiased estimation

for the plug-in ψ̂pi and often invalidating inferential procedures. For example, minimax lower
bounds for smooth nonparametric regression indicate

inf
µ̂a

sup
P∈P

E∥µ̂a − µa∥ ≳ n−1/(2+d/s)

for P the model where µa has s bounded derivatives [Tsybakov, 2009], and for high-dimensional
regression

inf
µ̂a

sup
P∈P

E∥µ̂a − µa∥ ≳
√
(s log d)/n

for P the model where µa is linear and s-sparse [Raskutti et al., 2011]. Both these rates can
be much slower than 1/

√
n, depending on dimension d and smoothness/sparsity s.
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2 Efficient Model-Free Estimation

At this point an analyst finds themself in a quandary. They could use the simple difference-
in-means estimator, which is unbiased, root-n consistent, and asymptotically normal under no
modeling assumptions. However, it completely ignores covariate information and so may be
inefficient relative to other estimators. Alternatively they could model the regression function
and use the plug-in estimator. However if using parametric models to achieve root-n rates and
narrow confidence intervals, they are putting themselves at risk of bias due to model misspec-
ification; on the other hand, if they model the regression function nonparametrically, they will
typically suffer from the curse of dimensionality and be subject to slower rates of convergence,
and at a loss when it comes to confidence intervals and inference. This raises the question of
whether one can somehow have the best of both worlds, using covariates to gain efficiency over
the difference-in-means estimator, while still retaining its model-free benefits and unbiasedness.

2.1 Semiparametric/doubly robust/double machine learning estimation

It turns out there exists a bias-corrected estimator of the ATE, whose validity is based on
randomization, yet which can incorporate regression predictions to increase efficiency, given
by

ψ̂a = Pn

[
1(A = a)

πa

{
Y − µ̂a(X)

}
+ µ̂a(X)

]
(1)

where µ̂a(x) is an estimate of the regression function µa(x) = E(Y | X = x,A = a) and
πa = P(A = a) is the known randomization probability. To estimate the ATE one can simply
take the difference ψ̂ = ψ̂1 − ψ̂0.

The estimator (1) goes by various names, including: model-assisted Horvitz-Thompson,
bias-corrected plug-in, semiparametric or semiparametric efficient, augmented inverse-probability-
weighted (AIPW), doubly robust, targeted, double machine learning, etc.

We will see variants of this estimator throughout the course, and will mostly refer to it
as doubly robust here. It has an interesting and somewhat difficult-to-trace history across
subfields of statistics. In survey sampling problems, Cochran [1977] and others used simple re-
gression models in an agnostic way to improve the efficiency of the unbiased Horvitz-Thompson
estimator from 1952. Robins and Rotnitzky [1995], Robins et al. [1994, 1995] studied efficient
semiparametric estimation in general missing data problems (extending work by Bickel et al.
[1993] and Pfanzagl [1982] and others), and presented a version of this estimator where nui-
sance quantities were mostly estimated with parametric models. Robins and Wang [2000]
started referring to the estimator as “doubly protected”, and Robins and Rotnitzky [2001],
van der Laan and Robins [2003] and Bang and Robins [2005] as “doubly robust”. Tsiatis and
colleagues [Davidian et al., 2005, Leon et al., 2003, Yang and Tsiatis, 2001, Zhang et al., 2008]
applied the theory from Robins and others to randomized experiments, focusing on efficiency;
these papers are a nice introduction in the experimental setup. In the early to mid 2000s, van
der Laan and Robins [2003] and others developed theory for the case where nuisance estimators
such as µ̂a are estimated nonparametrically. The methods have been recently re-discovered in
econometrics [Chernozhukov et al., 2018], with a focus on high-dimensional regimes.
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The doubly robust estimator (1) can be viewed as the plug-in estimator ψ̂pi = Pn(µ̂a) plus
a correction or de-biasing term that incorporates the randomization probabilities π, since

ψ̂a = ψ̂pi + Pn

[
1(A = a)

πa

{
Y − µ̂a(X)

}]
.

We will see shortly how the correction term removes any bias of the regression estimator µ̂a.
The doubly robust estimator can also be viewed as a corrected (or augmented) version of the
inverse-probability weighted (Horvitz-Thompson) estimator ψ̂ipw = Pn

(
1(A=a)Y

πa

)
since it can

equivalently be written

ψ̂ = ψ̂ipw + Pn

[(
1− 1(A = a)

πa

)
µ̂a(X)

]
.

Since the estimator ψ̂ipw is unbiased, as discussed earlier, the above augmentation term can
be viewed as reducing variance rather than bias.

Below is example code showing how to construct the doubly robust estimator. Note it re-
quires no extra model fitting beyond that already required to construct the plug-in estimator.

> cbind(x,a,y)[1:5,]
x a y

[1,] -0.44577826 0 0
[2,] -1.20585657 0 0
[3,] 0.04112631 1 1
[4,] 0.63938841 0 0
[5,] -0.78655436 0 1

>
> mumod <- glm(y~x+a, family=binomial)
> mu1hat <- predict(mumod, newdata=data.frame(x,a=1) ,type="response")
> mu0hat <- predict(mumod, newdata=data.frame(x,a=0), type="response")
>
> pi <- 0.5; muahat <- a*mu1hat + (1-a)*mu0hat
>
> mean( (mu1hat-mu0hat) + (a/pi - (1-a)/(1-pi)) * (y-muahat) )
[1] 0.2303284

A natural question about the doubly robust estimator is where the correction comes from,
and why it takes that specific form. In short, the form of the correction comes from nonpara-
metric efficiency theory for functional estimation [Bickel et al., 1993, Tsiatis, 2006, van der
Laan and Robins, 2003], which we will study in depth later. One heuristic is that the average
treatment effect parameter ψ = ψ(P) = EP(µ1 −µ0) is a smooth functional, when viewed as a
map from probability distributions P to the reals; this smoothness allows for convenient and
effective bias correction. The second is that a randomized experiment with known treatment
mechanism leads to a semiparametric model: part of the sampling distribution P is known
(the treatment distribution) while the rest is left unrestricted (the covariate distribution and
the conditional outcome distribution). Under this semiparametric model, one can use tools
from efficiency theory to derive the form of all regular asymptotically normal estimators of the
parameter ψ, and derive the one with the smallest variance.
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2.2 Properties of the Doubly Robust Estimator

Here we study the bias, variance, and limiting distribution of the doubly robust estimator.

Remark 3. For simplicity, we focus on the doubly robust estimator of E(Y a) given by

ψ̂a =
1

n

n∑
i=1

[
1(Ai = a){Yi − µ̂a(Xi)}

πa
+ µ̂a(Xi)

]

rather than the estimator ψ̂1− ψ̂0 of the ATE, but the analysis is essentially the same for both.

Remark 4. We also consider the case where the regression estimator µ̂a is constructed from
a separate training sample Dn independent of the experimental sample. This setup can be
obtained in practice by simply randomly splitting the sample, using half as Dn for training
and the other half for estimation. In this case, we really have a sample of size 2n; to achieve
full efficiency with 2n samples, one can use cross-fitting: after constructing the sample-split
estimator, swap the samples, using Dn for estimation and the other for training, and then
average the resulting estimators.

There are two primary reasons for doing sample splitting: the first is that the analysis is
more straightforward, and the second is that it prevents overfitting and allows for the use of
arbitrarily complex estimators µ̂a (e.g., random forests, boosting, neural nets). Without sam-
ple splitting, one might restrict complexity via empirical process conditions (e.g., via Donsker
class or entropy restrictions). Intuitively, this is because the non-sample-split estimator is
using the data twice: once to estimate the unknown function µa and once to estimate the bias
correction. Sample splitting ensures that these tasks are accomplished independently.

Theorem 1. Consider an iid Bernoulli experiment with P(A = a) = πa, and let µ̂a be con-
structed on a separate sample Dn. The estimator ψ̂a is conditionally unbiased given Dn and

var(ψ̂a | Dn) =
E{var(Y | X,A = a)}

nπa
+

var{µa(X)}
n

+

(
1− πa
πa

)
∥µ̂a − µa∥2

n
,

so that the variance improvement over the treated mean
∑

i 1(Ai = a)Yi/
∑

i 1(Ai = a) is

var(Y | A = a)

nπa
− var(ψ̂a | Dn) =

(
1− πa
πa

)
var{µa(X)} − ∥µ̂a − µa∥2

n

for ∥f∥2 =
∫
f(z)2 dP(z) the L2(P) norm.

Proof. Here all expectations/variances are conditional given the training sample Dn used to
construct µ̂a, and we focus on a = 1 to ease notation. For unbiasedness note that we have

E(ψ̂1) =
1

n

n∑
i=1

E
[
Ai{Yi − µ̂1(Xi)}

π
+ µ̂1(Xi)

]
=

E(A)E{µ1(X)− µ̂1(X)}
π

+ E{µ̂1(X)} = E{µ1(X)} = ψ1
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where in the second line we used iterated expectation and E(A | X) = π1 ≡ π, and in the last
equality that E{E(Y | X,A = 1)} = E{E(Y 1 | X)} = E(Y 1) = ψ1.

Now consider the variance. Let ϕ̂ = A(Y−µ̂1)
π + µ̂1 so that ψ̂1 = Pn(ϕ̂). Then we have

var(ϕ̂) = var(ϕ̂− ϕ+ ϕ) = var(ϕ) + var(ϕ̂− ϕ)

since the covariance term is zero, noting ϕ̂− ϕ =
(
A
π − 1

)
(µ1 − µ̂1) and

cov(ϕ̂− ϕ, ϕ) = E
[(

A

π
− 1

)(
µ1 − µ̂1

){
A(Y − µ1)

π
+ µ1 − ψ

}]
= E

[(
1

π
− 1

)
(µ1 − µ̂1)

A(Y − µ1)

π

]
+ 0 = 0

by iterated expectation, since AE(Y | X,A) = Aµ1 and E(A | X) = π. Now the first term in
the variance is

var
{
A(Y − µ1)

π
+ µ1

}
= E

[{
A(Y − µ1)

π
+ (µ1 − ψ)

}2
]
= E

{
A(Y − µ1)

2

π2
+ (µ1 − ψ)2

}
= E

{
Avar(Y 1 | X)

π2
+ (µ1 − ψ)2

}
=

E{var(Y 1 | X)}
π

+ var{µ1(X)}.

using iterated expectation and var(Y | X,A = 1) = var(Y 1 | X). For the second term, we
have

var(ϕ̂− ϕ) = E{(ϕ̂− ϕ)2} = E

{(
A

π
− 1

)2 (
µ1 − µ̂1

)2
}

=

{
π(1− π)

π2

}
∥µ̂1 − µ1∥2 =

(
1− π

π

)
∥µ̂1 − µ1∥2

since ϕ̂− ϕ has mean zero. Now by iterated expectation and the iid assumption we have

cov(ϕ̂i, ϕ̂j) = E
[{

Ai(Yi − µ̂i)

π
+ µ̂i − ψ

}{
Aj(Yj − µ̂i)

π
+ µ̂j

}]
= 0

for i ̸= j, so that

var(ψ̂) =
1

n2

n∑
i=1

var(ϕ̂i) +
1

n2

∑
i ̸=j

cov(ϕ̂i, ϕ̂j) =
1

n2

n∑
i=1

var(ϕ̂i)

=
1

n

[
E{var(Y 1 | X)}

π
+ var{µ1(X)}+

(
1− π

π

)
∥µ̂1 − µ1∥2

]
which gives the variance result. The comparison of the variances is obtained by simply sub-
tracting the above from the asymptotic variance for the difference-in-means-style estimator∑

iAiYi/
∑

iAi, which is

var(Y 1)

nπ
=

var(Y | A = 1)

nπ
=

E{var(Y | X,A = 1) | A = 1}+ var{E(Y | X,A = 1) | A = 1}
nπ

=
E{var(Y | X,A = 1)}+ var{E(Y | X,A = 1)}

nπ

by the law of total variance, and since A ⊥⊥ X.
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The previous result is quite powerful. First, it shows the doubly robust estimator is exactly
unbiased, for any choice of regression estimator µ̂a. Hence, although the estimator exploits
covariate information, its bias is not at all affected by accidentally misspecified models or
biased regression estimators with slow convergence rates.

Second, it also shows how the doubly robust estimator ψ̂a is guaranteed to have smaller
variance than the simple average

∑
i 1(Ai = a)Yi/

∑
i 1(Ai = a) whenever the expected L2(Pn)

error of µ̂a satisfies
E∥µ̂a − µa∥2 ≤ var{µa(X)},

which is a mild condition. Note for the naive estimator µ̃a = E(Y | A = a), which does not
use any covariate information, we have ∥µ̃a − µa∥2 = var{µa(X)}, so this condition would
typically hold as long as the covariates are even a little predictive of the outcome. Also recall
there are universally consistent estimators for which E∥µ̂a − µa∥2 → 0 for any distribution
with bounded second moment.

Now we tackle the asymptotic distribution of the doubly robust estimator ψ̂a. The fol-
lowing result gives its limiting distribution, under no assumptions beyond the experimental
design (and iid sampling) and that the estimators µ̂a converge to anything at any rate.

Theorem 2. Consider an iid Bernoulli experiment with P(A = a) = πa > 0. Suppose the
regression estimator µ̂a is:

1. constructed from a separate independent sample, and

2. consistent (at any rate) for some function µa (not necessarily the true regression function
µa), in the sense that ∥µ̂a − µa∥ = oP(1).

Then the doubly robust estimator ψ̂a is root-n consistent and asymptotically normal with

√
n(ψ̂a − ψa)⇝ N

(
0, τ2(µa)

)
assuming τ2(µa) is finite, where

τ2(µa) = var
[

1(A = a)

πa

{
Y − µa(X)

}
+ µa(X)

]
=

E{var(Y | X,A = a)}
πa

+ var
{
µa(X)

}
+

(
1− πa
πa

)
∥µa − µa∥2

for ∥f∥2 =
∫
f(z)2 dP(z) the L2(P) norm.

Proof. Let ϕ̂ = 1(A=a)
πa

(Y − µ̂a) + µ̂a and ϕ = 1(A=a)
πa

(Y − µa) + µa. Then we have

ψ̂a − ψa = Pn(ϕ̂)− E(ϕ̂) ≡ (Pn − E)ϕ̂

= (Pn − E)(ϕ̂− ϕ) + (Pn − E)ϕ
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since E(ϕ̂) = ψa by the unbiasedness result from Theorem 1. By the central limit theorem, we
have for the second term that

√
n(Pn − E)ϕ⇝ N(0, var(ϕ))

where

var(ϕ) = var(ϕ− ϕ) + var(ϕ)

=
E{var(Y | X,A = a)}

πa
+ var

{
µa(X)

}
+

(
1− πa
πa

)
∥µa − µa∥2

by exactly the same logic as in Theorem 1. The remaining task is to show that the first term
satisfies (Pn − E)(ϕ̂ − ϕ) = oP(1/

√
n), in which case the desired result follows from Slutsky’s

theorem. We make use of the following simple lemma.

Lemma 1. Assume |E(V )| ≤ bn and var(V ) ≤ s2n. Then V = OP(bn + sn).

Proof. Recalling the definition of OP, we need to show that for any ϵ > 0 there exists Mϵ such
that |V/(bn + sn)| ≥Mϵ with probability no more than ϵ, for all n large enough. We have

P
(∣∣∣∣ V

bn + sn

∣∣∣∣ ≥Mϵ

)
≤ E(V 2)

(bn + sn)2M2
ϵ

=
E(V )2 + var(V )

(bn + sn)2M2
ϵ

≤ 1

M2
ϵ

where the first step follows by Markov’s inequality, and the last since b2n + s2n ≤ (bn + sn)
2.

Therefore we can take Mϵ = 1/
√
ϵ and the result holds.

Recall ϕ̂ − ϕ =
(

1(A=a)
πa

− 1
)
(µa − µ̂a) has mean zero by iterated expectation and since

P(A = a | X) = πa, so that (Pn − E)(ϕ̂− ϕ) has mean zero as well. For the variance we have

var(ϕ̂− ϕ) =

(
1− πa
πa

)
∥µ̂a − µa∥2

as shown in the proof of Theorem 1. Therefore

(Pn − E)(ϕ̂− ϕ) = OP

(
∥µ̂a − µa∥√

n

)
= oP

(
1√
n

)
where the first equality follows by Lemma 1, and since πa > 0, and the second follows since
∥µ̂a − µa∥ = oP(1) by assumption. This yields the result.

Theorem 2 shows that not only is the doubly robust estimator ψ̂a unbiased for any choice
of regression estimator, it is also root-n consistent and asymptotically normal – even if the
estimators µ̂a are completely misspecified and converging at arbitrarily slow rates.

This immediately implies that distribution-free asymptotically exact confidence intervals
can be constructed as in the following corollary (finite-sample approaches are available as well,
as in our discussion of SATE/PATE estimation without covariates).

9



Corollary 1. Under the assumptions of Theorem 2, a distribution-free asymptotic 95% con-
fidence interval for the average treatment effect ψ = ψ1 − ψ0 is given by

ψ̂ ± 1.96

√
1

n
v̂ar

{
A

π

(
Y − µ̂1

)
+ µ̂1 −

1−A

1− π

(
Y − µ̂0

)
− µ̂0

}
.

Above we showed that the sample-split doubly robust estimator is exactly unbiased for any
choice of regression estimator µ̂a, and root-n consistent and asymptotically normal as long as
µ̂a converges to some fixed function at any rate. As might be expected, the efficiency of the
doubly robust estimator depends on the probability limits µa that the regression estimators
µ̂a converge to. This raises some interesting questions. First, what is the best possible (i.e.,
most efficient) probability limit µa? In fact this question is even more fundamental than it
might seem, since in iid Bernoulli experiments one can show that every regular asymptotically
linear estimator of ψa is asymptotically equivalent to one of the form Pn{1(A=a)

πa
(Y − f) + f}

for some choice of f [Tsiatis, 2006]. For example the average among those with A = a is
equivalent to using f = ψa and the Horvitz-Thompson f = 0. Therefore this question is really
about the optimal estimator, in the large class of all that are regular and asymptotically linear.

The next result shows that the best limit µa in terms of efficiency is the true regression
function µa (remember this limit is irrelevant for bias since ψ̂ is unbiased for any µ̂a).

Proposition 2. Under the setting and assumptions of Theorem 2, the asymptotic variance
satisfies

τ2(f) ≥ τ2(µa)

for any function f , where µa(x) = E(Y | X = x,A = a) is the true regression function.

Proof. As shown in Theorem 2,

τ2(f) =
E{var(Y | X,A = a)}

πa
+ var

{
µa(X)

}
+

(
1− πa
πa

)
∥f − µa∥2

and only the last term depends on f ; it is non-negative and so minimized when f = µa.

The above proposition, together with Theorem 2, is particularly informative regarding how
to construct the doubly robust estimator ψ̂a in practice. It indicates that one should estimate
the regression functionsas flexibly as possible, since bias is zero regardless, and efficiency is
optimized when the regression function is estimated consistently. This is a rare case where
there is essentially no penalty (at least asymptotically) for slow rates of convergence.

A second interesting question is whether the doubly robust estimator necessarily improves
efficiency (e.g., versus the Horvitz-Thompson estimator), even under misspecification. In fact,
for particular misspecified choices of µ̂a, this may not be so. But, several approaches can be
used to guarantee efficiency gains. A simple option proposed by Rubin and van der Laan
[2008] is to posit a working parametric model µa(x) = µa(x;β), but rather than estimate the
parameters via maximum likelihood, instead minimize an estimator of the variance, i.e., use

β̃ = argmin
β

v̂ar
[
µ1(X;β)− µ0(X;β) +

(
A

π
− 1−A

1− π

){
Y − µA(X;β)

}]
.

Other approaches similar in spirit are also possible (see, e.g., Tan [2010]).

10



3 Additional discussion

3.1 Back to the plug-in

In the previous section we saw how, if one wants to remain agnostic about the data-generating
process beyond the known randomization probabilities, and retain robustness while exploiting
covariate information to gain efficiency, then the doubly robust estimator (1) using a flexible
regression estimator is a good choice. In particular, it will be root-n consistent and asymp-
totically normal as long as the regression estimator µ̂a converges to anything at any rate, and
if the regression estimator µ̂a is consistent for the true regression function (again at any rate)
then it will be asymptotically efficient.

However, in practice, applied researchers often use ordinary least squares or plug-in esti-
mators based on parametric models. Is there any basis for trusting such analyses? In fact,
the following result shows that some parametric plug-in estimators can be represented in the
doubly robust form, and so they are doubly robust estimators disguised as plug-ins. (However,
it is important to note that this is not true of all plug-in estimators.)

Proposition 3. Suppose regression predictions µ̂a satisfy

Pn

[
(1, A)T

{
Y − µ̂A(X)

}]
= 0 (2)

where A ⊥⊥ X is randomized according to a Bernoulli experiment. Then the plug-in estimator

Pn

{
µ̂1(X)− µ̂0(X)

}
is numerically equivalent to the doubly robust estimator

Pn

[{
µ̂1(X)− µ̂0(X)

}
+

(
A

π
− 1−A

1− π

){
Y − µ̂A(X)

}]
.

Proof. Since Pn

[
(1, A)T

{
Y − µ̂A(X)

}]
= 0 it follows that

1

π
Pn

[
A
{
Y − µ̂A(X)

}]
=

1

1− π
Pn

[
A
{
Y − µ̂A(X)

}]
=

1

1− π
Pn

[{
Y − µ̂A(X)

}]
= 0.

Therefore
Pn

[(
A

π
− 1−A

1− π

){
Y − µ̂A(X)

}]
= 0

and the correction term in the doubly robust estimator is zero, so the plug-in and doubly
robust estimator are equal.

The sufficient condition (2) in Proposition 3 says that the µ̂a residuals must average to zero
both in the whole sample and among the treated. This will hold for example in generalized
linear models with an intercept and main effect term for treatment. Thus Proposition 3 shows
that, although our earlier discussion of the parametric plug-in appeared to hinge on restrictive
parametric model assumptions, this is not always necessary. In Bernoulli experiments, plug-in
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estimators based on models with an intercept and main effect for treatment will be root-n
consistent for the average treatment effect (and asymptotically normal), even under misspec-
ification of the regression estimator µ̂a, as long as it converges in probability to anything at
any rate.

Remark 5. Although a plug-in whose regression estimates satisfy (2) will take on the robustness
and efficiency properties of the doubly robust estimator, note that variance estimates should
be based on the doubly robust form in Corollary 1. Otherwise (e.g., if based on the parametric
model being correct), confidence intervals and hypothesis tests may not be valid.

Remark 6. Condition (2) holding will generally not be enough to ensure that a plug-in is
doubly robust, outside of a Bernoulli experiment where treatment is completely independent
of covariates. For example, this would not be sufficient in the conditionally randomized ex-
periment discussed next, since the randomization probabilities cannot be brought outside the
average as in the proof of Proposition 3.

3.2 Conditional randomization

In conditionally randomized experiments, the randomization probabilities can differ by covari-
ate values, e.g., in a stratified Bernoulli experiment one sets

P(A = 1 | X = x, Y a) = π(x)

where the function π(x) can vary with x (recall π(x) = π in a Bernoulli experiment).

Experiments may use conditional or stratified randomization to improve efficiency (e.g., by
treating more units at covariate values where treated outcomes are more variable than control
outcomes), or to improve subject outcomes (e.g., by treating more units at covariate values
where treated outcomes are likely to be higher than control outcomes, and treating fewer when
treatment is ineffective or even harmful).

Doubly robust estimators take the same form as (1), but replacing π with π(x), i.e.,

Pn

[{
µ̂1(X)− µ̂0(X)

}
+

{
A

π(X)
− 1−A

1− π(X)

}{
Y − µ̂A(X)

}]
and the theoretical analysis follows as before.

There are some important differences between simple Bernoulli experiments and condi-
tionally randomized designs, however. First, the difference-in-means estimator is no longer a
valid estimator, since it is no longer the case that A ⊥⊥ Y a or A ⊥⊥ (X,Y a); instead, in a con-
ditionally randomized experiment it only holds that A ⊥⊥ Y a | X. Second, plug-in estimators
are not in general doubly robust in conditionally randomized designs, even when they satisfy
the condition (2); this is because the randomization probabilities cannot be brought outside
the average as in the proof of Proposition 3.
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