02 Simple Experiments

1 Why Randomization?

Suppose we observe outcomes (Y71, ..., Y,,) for n subjects, each either treated (A = 1) or not
(A = 0), and the goal is to estimate the effect of the treatment A on outcome Y. An initial
idea might be to simply compare average outcomes for those who receive treatment versus
control. However, any differences we see could be spurious, i.e., explained by something other
than treatment. For example, high-tech NICUs have higher mortality rates than low-tech
NICUs, but this is because high-tech NICUs see the sickest infants. In general, differences in
outcomes might just be due to the people receiving treatment being inherently different from
those receiving control; this is called selection bias or confounding.

Alternatively one could try to measure all variables X that could explain any differences
in outcomes, and then do an analysis that only compares subjects with the same X values. In
the NICU example, one might try to measure every possible facet of babies’ health, such as
birthweight, gestational age, family medical history, relevant biomarker values and lab results,
and so on. However, there are at least three practical difficulties with this approach:

1. We often do not know every single X = (X1, Xa, ..., X1000, ...) that could explain any
differences in outcomes.

2. Even if we did know every single possible X with certainty, it might be impossible or
too expensive to measure every single one of them.

3. Even if we could measure every single X, the curse of dimensionality could make esti-
mation impossible (e.g., few subjects would have similar X's in every dimension).

Although the above discussion makes trustworthy causal inference sound hopeless, it turns
out there is a simple yet beautiful solution (if we can control who gets treatment): assign
treatment randomly, i.e., flip a hypothetical coin to decide who gets treatment versus control.
Surprisingly, randomization only appeared relatively recently in the long history of science.
According to the OED its first recorded use was due to R.A. Fisher in 1926, though Charles
Sanders Pierce and Joseph Jastrow implemented a randomized double-blind experiment in
1884 and Jerzy Neyman also studied experiments in his foundational 1923 work.

Why does random treatment assignment work? Randomization ensures that treatment
is completely independent of all subject characteristics, whether measured or not. In other
words, the treated look exactly the same as the untreated, in expectation, and not only for all
measured variables X but also for any unmeasured variables U. Thus any observed differences
in the outcomes must be due to the treatment, since it is the only systematic way in which
the treated and untreated groups can differ.

Another way to think about why randomization works is in terms of potential outcomes.
Suppose each subject has two potential outcomes, Y! and Y, with the former revealed by
treatment and the latter revealed by control, so that Y = AY! 4+ (1 — A)Y?. Then, by ran-
domly assigning treatment A, we are taking two random samples, one of the Y! values and



another of the Y0 values. Random samples yield unbiased estimators of population means,
so the average outcomes in the two groups will be unbiased estimates of the corresponding
average potential outcomes. There is also a simple mathematical proof that randomization
works, given as follows.

Proposition 1. Let (A,Y) ~ P and assume:

1. Consistency: Y =Y whenever A = a.

2. Positivity: P(A=a) > 0.

3. Randomization: A 1L Y® for each a.
Then E(Y | A=a) =E(Y?).

Proof. We have

EY")=EY*|A=a)=E(Y |A=na)
using randomization in the first equality and consistency in the second, with positivity to allow
conditioning on A = a. O

Remark 1. Make sure not to confuse A 1l Y with A 1l Y, which are very different state-
ments. A 1l Y% means treatment is independent of potential outcomes (which can be viewed
as pre-treatment variables that exist just prior to the treatment assignment), and reflects that
treatment is not confounded. A 1L Y means treatment is independent of the observed outcome,
and would for example be a consequence of treatment not only being unconfounded but also
ineffective (e.g., Y1 = YY). Always remember to distinguish potential from observed outcomes.

Remark 2. Although Proposition 1 gives an identification result for the mean potential out-
come, its assumptions are sufficient for identifying the entire distribution of potential outcomes
asP(Y*<t)=P(Y <t|A=a).

Proposition 1 shows that treatment assignment does not have to be a Bernoulli random
variable — for identification of potential outcome distributions, we just need independence.
In fact, a study is called a randomized experiment only if the treatment assignment is both
probabilistic and known. And there are many types of experimental designs. For example,
letting A™ = (A, ..., Ap):

e Completely randomized: n; of n subjects randomly assigned to treatment, i.e., P(A" =

a) = 1/(:1) for Y. a; = n1.

e Bernoulli: Treatments assigned via independent coin flips, i.e., P(A" = a™) = (1/2)" for
every a" = (ay,...,a,) € {0,1}".

e Stratified Bernoulli: Treatments assigned via independent biased coin flips depending
on covariates, i.e., P(A" = a™ | X") = [[, P(4; = a; | Xi).

e Matched pairs: Matched pairs are constructed and one is treated in each, i.e., P(A™ =
a | Xm) =1/2"/2,

There are many other possible experimental designs. The choice of design is often motivated
by efficiency or feasibility, for example.



2 Testing: Fisher’s Sharp Null

Jerzy Neyman first introduced potential outcomes in 1923, but R.A. Fisher was perhaps the
first advocate for randomization, starting in 1925. Here Fisher is most known for testing the
sharp null hypothesis

Hy : Y =Y for all 4,

which says that treatment has no effect whatsoever — each individual potential outcome is ex-
actly the same under both treatment and control. This is a strong null with lots of structure,
in line with Fisher’s perspective that one should “make your theories elaborate”.

Recall to test a generic null hypothesis Hp one needs (1) a statistic 7', and (2) its distri-
bution under the null. Then one can obtain a p-value, i.e., Py, (T" > t4s), the chance under
the null of seeing data as extreme as that which was actually observed.

To test Fisher’s sharp null, one can in principle use as a statistic any summary measure of
how treatment changes outcomes. Letting N, = > . 1(A; = a), a simple yet common choice
is the absolute difference-in-means

W(AY) P, Y
T(A"Y") = |+ ZY ZY—‘ A)>— IP{)E( 2)}.
zAfl zA =0

Note this test statistic will be large if the treated versus untreated means differ, but not if the
treatment only changes non-central aspects of the distribution, e.g., the variance.

Armed with a test statistic, one now needs its distribution under the null. Fisher’s sharp
null makes this step straightforward: it yields tractable null distributions, which can be com-
puted in a non-asymptotic and distribution-free manner. To illustrate, consider the following
completely randomized experiment, simulated in R.

> set.seed(100)

> ## simulate fake data

>n <- 10; a <- rep(c(1,0),5); y <- a*rnorm(n,1)+(l-a)*rnorm(n,-1)
> ## compute test statistic

> (tobs <- abs(mean(y[a==1])-mean(y[a==0])))

[1] 0.9001721

Here the observed value of the difference-in-means test statistic is T(A", Y") ~ 0.9. Under the
sharp null the observed and potential outcomes are all exactly the same, i.e., YO =Y! =Y so
it is straightforward to compute the value of the statistic under the null, for any randomization.
Specifecally, to obtain the null distribution of 7' we can permute the A™ vector (according to
the known treatment assignment mechanism), while keeping the Y vector fixed, computing
the corresponding value of the test statistic 7', which yields the corresponding distribution
P, (T < t). A p-value can then be computed by simply counting the proportion of permuta-
tions with test statistics larger than that which was observed.

This can be accomplished in R with the code below. Data and results are then shown in
Figure 1. In this simulation, the p-value is 0.084, so there is sufficient evidence to reject the
sharp null hypothesis of no individual treatment effect at level e = 0.10.



> ## permute treatments to simulate null
> t <- NULL; for (j in 1:10000){
+ asim <- sample(a)
+ t <- c(t, abs(mean(y[asim==1])-mean(y[asim==0]))) }
> ## compute p-value
> mean(t>=tobs)
[1] 0.0837
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Figure 1: Boxplot of simulated data (left), and histogram of permutation-based null distribu-
tion with the red vertical line denoting the observed test statistic value (right).

In a completely randomized experiment where a fixed number n; are treated, the null
distribution can be written as

Puo(T>1)= ) UT(a"y") 2 t}P(A"=a") = )

ancA an:ys, ai=n1 (:1)

UT(a",y") > t}

In theory we can compute this distribution exactly; in practice if n is large we may want
to resort to simulation (e.g., sample some large number K of the (:1) randomizations). Note
the distribution can be approximated with arbitrarily high accuracy by taking K large enough.

Remark 3. The null distribution calculation above treats the potential outcomes y™ as fixed;
this is equivalent to probability statements being defined conditionally given the random po-
tential outcomes. We will discuss this issue in more detail in the next section.

The above permutation test is simple but impressive: it gives an exact distribution-free
p-value for testing Hy, which is valid for any n. Nonetheless there are some caveats. For
example, as in any testing problem, the power of the test depends heavily on the choice of
statistic, e.g., the difference-in-means test statistic will have no power against a treatment that
makes outcomes bimodal or otherwise more variable. Also, Fisher’s test is of a very particular
sharp null of no individual effect, not of no average effect — of course, rejecting Fisher’s null
could still mean there is no effect on average. Whether or not this particular null hypothesis
is of primary scientific interest depends on the context.



3 Estimation: Sample Average Effects

In the 1920s and 1930s, Fisher and Neyman had some heated debates about whether testing
a sharp null should be the primary goal or not; in contrast to Fisher, Neyman advocated
for estimation rather than testing, and focused on average effects. Average effects might be
considered more relevant for policy decisions, since they indicate how a population would fare
on average if all versus none were treated. In contrast, rejecting the sharp null only indicates
evidence that treatment has some effect, without saying what kind or how much.

The sample average treatment effect (SATE) is given by

1 n
— Yl o YO
w’ﬂ n Z( [ 1 )
=1
This parameter is different from those we will study later since it is a functional of the partic-
ular sample rather than of a population distribution from which the sample is drawn (i.e., it

is a data-dependent parameter, which is why we index it with n).

Remark 4. At various points in this section we condition on the potential outcomes, Y1 =
(Y1, .., V.h) and YO = (Y, ..., Y,?). Some work in this literature treats potential outcomes
as fixed, rather than explicitly conditioning, but the approaches are the same. Note that even
when conditioning on the potential outcomes, the observed outcome is still random since it is
a function of the random treatment: ¥ = AY! + (1 — A)Y". Importantly, conditioning on the
potential outcomes allows one to remain entirely agnostic about their distribution; they need
not be iid, and in fact could be arbitrarily dependent and differently distributed.

A natural estimator for v, is the difference-in-means

. 1 FAY) Ru{(1-A)Y)
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where we let N, = ). 1(A; = a) denote the number treated at level a.

In what follows we characterize the bias and variance of the difference-in-means estimator
and discuss inference, in both completely randomized and Bernoulli experiments. To unify the
analysis, we use the crucial fact that the distribution of (A, ..., A,) in a Bernoulli experiment,
conditionally given the number of treated units Ny = ), A;, is the same uniform / sampling-
without-replacement distribution as in a completely randomized experiment with Ny = n;.

3.1 Bias

Theorem 1. In completely randomized and Bernoulli experiments, the difference-in-means
estimator is conditionally unbiased for the SATE 1, given the potential outcomes and number
of treated units 0 < N1 < n, i.e.,

E (& ’ yln yon, Nl) .

assuming only consistency, i.c., Y = AY1 + (1 — A)Y?.



Proof. Recall in a completely randomized experiment ) |, A; = n; is fixed. Then
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where the first equality used consistency and independence of A™ = (Ai,...,A4,) and the
potential outcomes, and the second equality used the fact that

P(Aizl): Z P(Al :al,AQZQQ,...7Ai: 1,...,An:an)
Zj;&i aj=ni—1
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In a Bernoulli experiment we have

> AY; 0 . A; R e
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where the first equality used consistency and independence of A™ = (Ajy,...,A4,) and the
potential outcomes, and the second equality used the fact that

A; E(A; | Ny) 1
E( Ny ) =—2 00 2
<N1 1)

since A; | N1 ~ Bern(Nj/n). Similarly, we have

N1 n
Zz(]‘ — AZ)Y; 1,n v 0,n l - 0
E(Zi(l—flz’) yln yon N, ZIE ‘No n;Y

by the same logic, for the second ), A;Y; /Ny term. O

Remark 5. Conditioning on Ny is irrelevant for completely randomized studies, since N1 = ny
is fixed by design. For Bernoulli experiments, however, without conditioning we would need
to set the estimator to ), A;Y;/N1 = 0 whenever N; = 0, and then we would have

Z AY 1,n on\ _ . All(N1>0) 1 _ 1-— 1—7'(' 1
E(ZZA 1V, >O)‘Y Y _EE N vl = ZY
since
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The same logic for the 1(Ng > 0) Y, A;Y;/Ny term gives
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Thus, without conditioning, the difference-in-means estimator would have a small bias due to
the unlikely event that Ny € {0,n} and no treated or control observations were available.



3.2 Variance

In what follows we study the variance, which is critical for confidence intervals and hypothesis
tests, for example. The calculations require some care for completely randomized experiments
(or Bernoulli experiments conditional on Nj) since the A;s are not independent (e.g., in the
n = 2 case, if A; =1 then it must be the case that A2 = 0). We focus on the first term of the
difference-in-means estimator ) . A;Y;/ >, A; for simplicity. The difference between this and
the second term can be analyzed similarly.

Theorem 2. Let 121 = N% > AiY; denote the first term in the difference-in-means estimator.
Assuming consistency, the conditional variance given N1 = nj > 0 is

war(y | Y1 N = () L S - 72

N1 n—1

(2

in both completely randomized and Bernoulli experiments.

Proof. First note

var <]\171 zz: AY;

1 _
vt N1> = var {Nl ;Ai(Y;l -vh ) yhm, Nl}

for V' = %Zl Yf using consistency. Further, in a completely randomized experiment, we
have P(A; = 1) = p for p = n1/n as shown previously, and
ny (ng—1 —p(1 —
var(4;) = p(1—p) , E(Ai4;) = # ( nl_ : ) . cov(Ay, Aj) = 7;(_1]’).
Crucially, the same results hold in a Bernoulli experiment, conditionally given N; = n;.
Therefore
1 1o p(l—p) 1 =
var {ZAi(Yil Y ’ yl,n,Nl} = p(1 _p)z(yil A mlrl Z(Yil -~V -Y
i i i#£j
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using the above expressions for var(4;) and cov(4;, 4;). Dividing by N? and rearranging
yields the result. ]

Remark 6. The analogous variance for the difference is shown to be (e.g., in the appendix of
Chapter 6 in Imbens and Rubin [2015|, or Theorem 4.1 of Ding [2024])
5 — o) | on)  onlyt —y)

var(¢) = N, No -

(1)
2
where we write 02 (v) = - > | (vi —1 > i1 vj) for the finite sample variance of (v1, ..., v,).
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3.3 Inference

One could use Markov or concentration inequalities (with appropriate variance/observation
bounds) to construct finite-sample valid confidence intervals. Alternatively, a finite-sample
central limit theorem implies under some regularity conditions that

bt
\/var (1))

See Li and Ding [2017] and references therein for details.

~» N(0,1).

~

Therefore to construct confidence intervals, one needs to estimate the variance var(t) in
(1). The first two terms in this variance can be estimated unbiasedly with

B =y X (Ve Y

i:A;j=a a jiAj=a

2

but the third term is the finite-sample variance of the treatment effects (y} —?), and involves
product terms like y}y? which can never be observed together. Thus the third term cannot be
consistently estimated; however it can be upper bounded as, for example
R 20,1 2(,,0
var(§) < oY) | oy’
n1 no

(2)

which will yield at worst conservative but valid inference, when used to construct confidence
intervals. Tighter bounds can be achieved with the Cauchy-Schwarz inequality or Frechet-
Hoeffding bounds [Aronow et al., 2014].

4 Estimation: Population Average Effects

In this section we move to population effects, as opposed to finite-sample effects. These ef-
fects can be useful for at least three reasons. First, population effects are often of particular
substantive interest: typically we might view our sample as haphazard and not particularly
special, except insofar as they tell us something about a larger population from which they
were drawn. Second, methods for estimating population effects typically also apply without
modification to sample effects, while the converse is not necessarily true (e.g., sample effect-
based variance estimates may be anti-conservative for population effects). Finally, population
effects can be simpler to study, easing the theoretical analyses without losing much in terms
of main ideas.

So here we suppose we observe an iid sample (71, ..., Z,) from population distribution P,
with Z = (A,Y), and our goal is to estimate the population average effect

Y= E(Yl - Yo)a

rather than the sample average effect v, from before. We rely on the consistency (Y =
AY! + (1 - A)Y?) and randomized treatment assumptions throughout, and incorporate other
assumptions as needed. Recall in Proposition 1 we showed that

Y=EY|A=1)-EY |A=0)



under consistency, randomization, and positivity, so we can turn to this statistical estimand
without necessarily referencing the causal effect E(Y! — Y7©).

Recall the difference-in-means estimator studied in the previous section, given by

4Y) P-4V}
I= g Tty DN= g o -

'LA—I 'LA =0

As before, we study the properties of 12 in completely randomized and Bernoulli experiments,
including its bias, variance, and limiting distribution. However, now we study this estimator
for estimating the ATE v under an additional iid assumption, whereas before we studied this
estimator for estimating the SATE 4, without any iid assumptions. We will see that accurate
and precise estimation of the ATE is possible by virtue of the study design (together with
consistency and the iid assumption).

4.1 Bias
Theorem 3. Assume randomization (Ay, ..., An) 1L (Y, ..., Y,%) and consistency Y; = YiAi.
IfE(Y?*) =E(Y*?) fora=0,1 then

E(y | A") =4

as long as 0 <y . A; <n.

Proof. A version of this result (conditioning on N; instead of A™) for completely randomized
and Bernoulli experiments follows from Theorem 1 by iterated expectation, after taking an
expectation over the iid potential outcomes. We can prove a stronger result (conditional on
the entire assignment A™ and for any randomization scheme) noting that

1 n ni 1
E(M A> ZAEYHA ZAEYl E(Y1),

where the first equality follows from consistency, and the second from the randomization and
common mean assumptions (note we need N; > 0 so we do not obtain 0/0). The same logic
works for analyzing the Nio >, (1 —A;)Y; term in the estimator. O

Remark 7. Note the generality of Theorem 3 — the treatment can be distributed arbitrarily,
as long as it is independent of potential outcomes, and the potential outcomes need not be
entirely iid, as long as they have common means.



4.2 Variance

Theorem 4. Assume randomization (A1, ..., An) 1L (Y, ..., Y,") and consistency Y; = Y;Ai.

n
7

If var(Y) = var(Y'?) for a= 0,1, and cov(Y;*,Y") =0 for (a,d’) € {0, 1}2 if i # j, then

~ var(Y')  war(Y?)
A™) =
var(y | A™) N, + N,
as long as 0 <y . A; <n.
Proof. First note that
1 1 1 1 1 o1 var(Y?1)
var <J\71 ZZ: A’LYL ATL) = NilQ ZZ: Aivar(Yi ) + N712 ; AzA]COV(}/; 7}/.]- ) = Nl

where the first equality follows from consistency and randomization, and the second by
the common variance and no-correlation assumptions. The same logic applies to the term
VaLr{NiO > (1—A;)Y;}, yielding a corresponding variance var(Y?)/Ny. For the covariance term
we have

| 1 . 1 -
cov M;Am,%zj:u—Aj)Yj‘A :NlNOZz]:Ai(l—Aj)cov(Y;,Yj)zo

where the first equality used consistency and randomization. The second follows since we have
COV(Yil,YjO):OWheni;éj, and A;(1 — A;) =0 when i = j. O

Remark 8. Again note the generality of the result in Theorem 4. We assume uncorrelated po-
tential outcomes and common variances, which is weaker than iid, and the result holds for any
randomization scheme, since the argument is conditional on A™ and only requires treatments
to be independent of potential outcomes.

Remark 9. Note Theorem 4 gives an exact expression for the variance given any randomized
treatment assignment. A bound on the marginal variance can be obtained by the law of total
variance,

-~

var(y) = E{Var(lz ] A”)} + Var{E(QZ ’ An)}

(and note the second term above is zero under the assumptions of Theorem 3, since var(y) = 0).
For example, in a Bernoulli experiment with N; ~ Bin(n,7) and Ny ~ Bin(n,1 — 7) we have

var(i)) = E {Vajgl) N Val;%/o) }

2 var(Y')  var(YY)
< +
“n+1 us 1-—m

by the expected binomial reciprocal result in Lemma A.2 of Devroye et al. [1996].
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4.3 Inference

Theorem 5. Assume consistency, and that Y,* are iid for each a = 0,1, with finite mean and
variance. In Bernoulli experiments with P(A; = 1) = w € [¢,1 — €], the difference-in-means
estimator is root-n consistent and asymptotically normal with

where 02 = var(Y | A = a) = var(Y?).

a —

Proof. For simplicity focus on E(Y'!) = ¢ and its corresponding estimator. Note we have

P, (AY) A

%—zpl:A—m:Pn{A(Y—wl)}
v T

=P, {f(y - wl)} + (; — i) Pr {A(Y — 1)}
=2 20 - u0)} + 01RO V)

™

where the last equality follows by the central limit theorem, which implies /n{P,(V) —
E(V)} = Op(1) for any iid V with finite mean and variance, together with the fact that
(7, ) are bounded away from zero. Therefore

. A

= =Py —(V = dn) o + op(1/v/n)
since Op(1/y/n)Op(1/4/n) = Op(1/n) = op(1/y/n), which from the central limit theorem
(together with Slutsky’s theorem) gives

~ A
\/ﬁ(zpl — wl) w N <O,Var {(Y - wﬁ})
T
The logic for the @Zg part is analogous. O

The above results show that generic experiments allow mean counterfactuals to be es-
timated very precisely (i.e., with zero bias and variance that scales like 1/n) using no as-
sumptions other than consistency and some mild iid-style assumptions (note randomization is
guaranteed by virtue of the design). In other words, randomization allows for accurate and
essentially assumption-free causal inference.

Similarly, Theorem 5 paves the way for inference, in the form of confidence intervals and
hypothesis tests. For example, finite sample confidence intervals could be constructed based on
Theorem 4 using bounds on the conditional variances o2, and Theorem 5 implies for example
that an asymptotic 95% CI for Bernoulli experiments is given by

i (1-96‘)8;1{%1(1”—%) ~ (I—A)(Y—?Zo)}‘

vn T 1—m
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Remark 10. The result above shows the asymptotic variance of the difference-in-means esti-
mator in a Bernoulli experiment is given by

2 2
91, %
T 1—m

This raises the question of how best to choose 7 for optimizing efficiency. In fact, it is straight-

forward to show that
. [(o? ol o1
argmin | — + = ,
. T 1—m oo + o1

so for optimal efficiency the proportion treated should match the standard deviation of treated
outcomes, as a fraction of the total standard deviation for treated and untreated outcomes.
This is intuitive, since if outcomes are more variable among the treated (i.e., o1 > 0¢), then
more patients should be assigned to treatment to counterbalance the extra noise.

5 Additional Discussion

5.1 Sample versus Population Effects

Here we point out a connection between sample effect estimation in completely randomized
experiments and population effect estimation in Bernoulli experiments.

Based on Theorem 5, an asymptotic 95% CI for ¢ in a Bernoulli experiment is given by

N ~9 ~9
1) £+ 1.96 i}\ + L/\
nt  n(l-—7)

where 62 = 02(y?) is the usual sample variance among the treated (a = 1) and controls

(a = 0), which also arose in completely randomized experiments (e.g., Theorem 2). In fact,
12 is the exact same point estimate of the sample effect that we analyzed in completely ran-
domized experiments, and similarly the exact same confidence interval is also valid (possibly
conservative) in completely randomized experiments, giving at least 95% coverage of the sam-
ple effect. (This is akin to using the naive bound o2 (y' —4°) > 0 in (2)).

Thus, not only is the estimator for the population effect exactly the same as that for the
sample effect, but confidence intervals for the population effect are also valid for the sample
effect, being at worst conservative. This is an archetypal example of how finite-sample and
population-based frameworks can coincide.

Although population-based confidence intervals are valid for sample effects, the converse
is not necessarily true: it is easier to estimate sample effects, in that the same estimators have
smaller variances relative to sample versus population effects. Thus a confidence interval for a
sample effect may not be valid for a population effect. For example, Imbens [2004] shows that

1 0
-~ 2 -~ 2 VaI‘(Y - Y )
E{( — )} = E{( - 9} -
so that the difference-in-means has smaller variance when estimating the sample effect 1),,.
For some intuition, imagine both potential outcomes were observed for each subject: then the
sample effect would be estimated without error, but not the population effect.

+o(1/n)
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5.2 Difference-in-Means versus Horvitz-Thompson

Note that the difference-in-means estimator is given by

R @) ()]

which suggests a different estimator, where we replace the estimated proportion treated 7 with
its known population value 7, i.e.,

aeen{(Er- (22}

This estimator is known as the Horvitz-Thompson estimator, hence the ht subscript.

Since we are replacing an estimated quantity 7 with its known value , it seems as if we
should gain efficiency. It is straightforward to check that the Horvitz-Thompson estimator is
also unbiased and consistent; and since it is exactly equal to a sample average, we can apply
the central limit theorem to immediately obtain

Vil(ine —0) = N <o,var{<f - 1_‘4) Y})

1—m

Therefore both the difference-in-means and Horvitz-Thompson estimators are unbiased, root-n
consistent, and asymptotically normal. To determine which is more efficient we can compare
their asymptotic variances.

Let ¢ = 2(Y — 1) — 3=2(Y — po) and opy = (% — %) Y denote the functions whose

variances correspond to the asymptotic variances of 1 and ;. Then we have

var(¢pe) = var <¢ + éﬂl 1= AM())

1—m

A 1-A
= var(¢) + var <M1 - IU())
m 1—m

where the last line follows since E(¢ | A) = 0 implies that

A 1-A
cov (¢,7ru1— 1_7rM0) =0

by iterated expectation. Therefore

var(¢pt) > var(¢)

and thus the Horvitz-Thompson estimator is actually less efficient than the difference-in-
means. This is counterintuitive: here replacing an estimated quantity with its known popula-
tion counterpart actually reduces efficiency. Often when we estimate things we get something
less precise than if we just used the true quantity, but this is not the case here.
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