01 Intro & Causal Basics

1 Preregs/background

This course will teach you to frame substantive causal questions using a clear and concise
mathematical framework, detail what assumptions are necessary to draw causal conclusions,
and give you flexible tools for assessing such questions from complex real data.

Some parts of causal inference can be conveyed visually with plots and graphs, or ver-
bally using everyday language. However, a deeper understanding requires mathematics and
statistics; this will be crucial for us since this course has a special focus on the statistical
aspects of causal inference. The following is a brief (and incomplete) list of some fundamental
concepts; if anything is unclear, you should brush up and/or consider taking other courses first.

Definition 1 (Big-O). A sequence of random variables {X,,} is bounded in probability, i.e.,
X, = Op(1), if for any € > 0 there exists M, N < oo such that

P(|X,| > M) <e

for all n > N. We write X,, = Op(ry,) for some sequence {r,} if X,,/r, = Op(1).

Definition 2 (Little-O). A sequence of random variables {X,} converges in probability to
zero as n — 00, i.e., X, = op(1), if for any € > 0

lim P(|X,| >¢€) =0.

n—o0

We write X,, = op(ry,) for some sequence {r,} if X,,/r, = op(1).

Definition 3 (Consistency). An estimator QZ is consistent for a target quantity 1, i.e.,
-~ p
Y=Y
if 1? — 1) converges in probability to zero, i.e., z/p\ — 1 = op(1). The estimator 12 is consistent at

rate r, — 0o (e.g., rp, = y/n) if

() — ) = Op(1).

In this case r,, (or 1/ry,) is called the rate of convergence of .

Definition 4 (Convergence in distribution). A sequence of random variables { X,,} converges
in distribution to Z, written X,, ~» Z, if lim,,_,o, P(X,, < x) = P(Z < z) whenever continuous.

Definition 5 (Sample average). Many important estimators involve sample averages, even if
only asymptotically. We use the shorthand P,{f(Z2)} = P,(f) = 1 37 | f(Z)).
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Result 1 (Iterated expectation). Let X and Y be any two random variables. The law of
iterated expectation states that

E(Y) =E{E(Y | X)} = /]E(Y | X = z) dP(z).

Result 2 (Law of large numbers). If (X7, ..., X,,) are an iid sample from P with mean [E(X)| <
oo then

Result 3 (Central limit theorem). If (X1, ..., X,,) are an iid sample from P with mean |E(X)| <
oo and variance var(X) < oo then

\/ﬁ{IP’n(X) - IE(X)} s N(0, var(X)).

If any of the above seems unfamiliar, see textbooks like Boos and Stefanski [2013| or van
der Vaart [2000] or similar others for refreshers.

2 What we will cover this semester

The purpose of this course is to give a thorough introduction to the foundations of, and modern
developments in, statistical causal inference. The focus of the course will be more statistical,
as opposed to empirical, philosophical, applied, computational, etc., though we will touch on
these aspects briefly at times. In general the course is a mix of statistical theory, methods,
and application. Some planned topics include:

e randomized experiments e time-varying treatments

e unconfounded observational studies e dynamic & stochastic interventions
e cffect modification e optimal treatment regimes

e instrumental variables e principal stratification

e regression discontinuity e interference

e mediation & interaction e matching, weighting, & regression
e nonparametric bounds e nonparametric efficiency theory

e sensitivity analysis e functional estimation

e graphical models e heterogeneous treatment effects

Many of our discussions will follow a common template:
1. Clearly define the counterfactual parameter(s) of interest;
2. State and assess the assumptions necessary for identification;

3. Describe and implement various tools for estimation, and interpret results.

For useful textbook treatments, see texts by Hernan & Robins, Wager, and others men-
tioned in the syllabus.



3 Association versus Causation

The fundamental difference between association and causation is that association concerns
how things are, while causation concerns how things would have been, had something changed
in the system we are observing (or had something been intervened upon). Causal inference
is inherently counterfactual: it concerns “what might have happened if X occurred”, when in
fact X may not have occurred in reality.

Here are some examples of important substantive causal questions that cannot be answered
with associations alone:

e medicine: which cancer treatments are best for which patients?
e criminology: would more strict gun laws result in fewer homicides?

e education: how does class size impact student outcomes?

Here are some other examples of substantive questions I have worked on, where causal
inference concepts and tools were necessary:

e Do high-tech neonatal intensive care units (NICUs) improve mortality rates for prema-
ture infants [Kennedy et al., 2019]? If we just compare mortality rates at high-tech versus
low-tech NICUs, it looks like high-tech NICUs are harmful. However, sicker babies are
overwhelmingly more likely to be treated at high-tech NICUs; this is confounding.

e How does incarceration impact sociological outcomes, e.g., marriage rates [Kennedy,
2019]? Incarceration is a colossal industry in the United States, with over 2.3 million
people currently confined in a correctional facility and more than double that on proba-
tion or parole (Wagner & Rabuy 2016). Effects of incarceration are notoriously difficult
to study: for example, those who are incarcerated can be very different from those who
are not, and incarceration status changes over time and is a result of myriad factors.

e Does canvassing improve voter turnout [Kennedy et al., 2020]7 Numerous large-scale
randomized experiments have been conducted to help assess this important policy ques-
tion. However, some voters could not be contacted to be canvassed, even though they
were assigned to be, complicating these experiments’ gold-standard status.

e What are the effects of social media algorithms on elections and politics [Guess et al.,
2023, Nyhan et al., 2023]7 Guess et al. [2023] conducted large-scale experiments where
about 40,000 users on Facebook and Instagram were randomly assigned to have their
feeds be chronological versus the highly optimized and personalized default, and mea-
sured subsequent changes in usage and political attitudes. Whether or not effects varied
across subjects was also of particular interest.

An associational question in the NICU example above is: Are mortality rates higher in
high-tech or low-tech NICUs? A causal question is: Would infants at low-tech NICUs have
fared better at high-tech NICUs? An associational question in the incarceration example is: Are
marriage rates lower among those incarcerated longer? A causal question is: If incarceration
rates decreased, would marriage rates change? Associational questions ask about how things
are — they do not require imagining intervening upon or changing the system we observe.
Causal questions are different; they ask how things would have been if something changed.



In some cases, association and causation are easy to distinguish. It is pretty obvious that
an association between cigarette lighter ownership and lung cancer exists not because lighters
are deadly, but because people who smoke are more likely to own lighters. Figure 1 below
shows another association that is clearly not causal.
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Figure 1: An example of a spurious correlation, from tylervigen.com.

However, the difference between association and causation is more often quite subtle and
hard to spot, even for experts. Of course, even statisticians have been guilty of conflating
association and causation, whether intentionally or not. According to Wasserman [1999]:

There are two types of statisticians: those who do causal inference and those who lie about it.

The example below we detail a very common conflation of association and causation, which
is often propagated in introductory statistics courses.

Example 1. What is the interpretation of the coefficient 7 in the following elementary linear
regression model?

Y:,80+51X1+...+5po+6

It is popular to say (1 represents “the expected change in outcome Y if covariate X; were
increased by one, keeping other covariates constant.” However this is incorrect without adding
extra causal assumptions. Otherwise it only represents the expected difference in outcomes
for two units who happen to have the same covariate values (Xo, ..., X;,), but whose X values
happen to differ by one.

There is a crucial distinction between the former and latter interpretations: the latter says
what happens when the system is changed or intervened upon (i.e., what would happen if we,
contrary to fact, increased a covariate by one unit, while keeping all others constant), whereas
the other merely says something about how the system is in reality. The former is about
changing or intervening on one group of subjects, whereas the latter compares two different
groups that happen to differ, for unspecified reasons.


http://www.tylervigen.com/

A useful exercise is to consider which of the following concepts should be classified as
associational or causal [Pearl, 2009a]:

e correlation e risk ratio e confounding

e regression e odds ratio e “holding constant”

e independence e marginalization e spurious correlation

e conditional dependence e conditionalization e instrumental variables
o likelihood e randomization e intervention

e collapsibility e influence e explanation

e propensity score o effect e attribution

4 Causal Language & Notation

Historically, there has been some tension between statistics and causality; this is partly because
purely associational statistics does not have the linguistic capacity for counterfactuals. For
example suppose our observed data consist of observations of Z = (A,Y) where A € A
is a treatment or exposure, and Y is an outcome of interest. It is not possible to denote
intervention on A without some new notation: a new language is needed. There are three
common languages for expressing interventions and corresponding counterfactual quantities:

1. potential outcomes
2. structural equations

3. graphs (plus a structural model)

These languages can all act together in concert, and can be shown to be formally equivalent,
under certain assumptions. In practice, all can be useful depending on the setting.

4.0 Inference versus Discovery

Most research in causality can be divided into causal inference or causal discovery. Causal
inference addresses questions about specific treatments/exposures, e.g.,: “What is the effect
of class size on educational outcomes?” and the others discussed earlier. Causal discovery ad-
dresses broader questions like: “What is the entire causal ordering among all these variables?”

In fact, when we write our observed data as a separate treatment and outcome variable
(A,Y) we are implicitly focusing on causal inference; in contrast, in causal discovery the ob-
served data is often denoted (V71, ..., Vi) and we are interested in effects of (and on) all variables.

Causal inference and discovery have developed in different research communities. Causal
inference is largely the province of statistics, economics, and epidemiology, while discovery has
attracted the attention of researchers in machine learning and philosophy. Of course, there
is also plenty of overlap between the two areas, and both subfields would probably benefit
from more collaboration/interaction. Our main focus is causal inference but we may return
to causal discovery later.



4.1 Potential Outcomes

Potential outcomes have become the dominant causal language in statistics, and are what we
will most often use in this class (though we will also use graphs and structural equations).
Potential outcomes were first used in 1923 by Neyman [1990] to analyze agricultural experi-
ments, were used at least conceptually in the social sciences by Tinbergen [1930] and Haavelmo
[1943], and in general observational studies by Rubin [1974].

Suppose A € A is a treatment/exposure (e.g., medication versus nothing), and Y is an
outcome. The potential outcome we would have observed for person ¢ had they received treat-
ment A; = a is denoted Y;*. We can write the whole set of potential outcomes as {Y;* : a € A}.
Often we will drop the i subscript, since in this course observations are often (but not always)
assumed to be iid.

Note the distinction between Y and Y%: the outcome Y represents what we actually ob-
served, whereas Y'* represents what we would have observed under A = a. These objects are
critically different. You can imagine Y¢ for different values of a representing different out-
comes that would have existed in parallel universes where everything else is the same except
for the choice/intervention on A.

Remark 1. We will mostly use superscripts as in Y® to denote potential outcomes, but some-
times authors use subscripts Y, or parentheses Y (a).

Consider a simple example. Suppose I had a headache, took advil and found that my
headache went away. Then my data could be expressed as (A,Y) = (1,0) where:

e A =1 indicates that I took advil
e Y = 0 indicates that I didn’t have a headache after.

Here the potential outcomes are:

e Y0 = whether I would have had a headache had I not taken advil,
e Y! = whether I would have had a headache had I taken advil.

When A = 1 in reality, we would often assume that I observed my Y' potential outcome,
because I actually took advil (however, later on we will talk about when even this apparent
tautology may not hold). Note however that when A = 0 I certainly would not be able to
observe my YV potential outcome, i.e., whether my headache would have gone away had I not
taken advil. This only exists in the parallel universe where I did not take advil, which I lost
access to once I decided to take advil.

Indeed we essentially never get to observe all the possible potential outcomes. Typically we
only observe one: the potential outcome under the actual circumstances (since the actual cir-
cumstances really did occur). You can imagine different parallel universes representing all your
potential outcomes, but once you take a given treatment or engage in a particular policy, the
paths through these universe fork off and you can only access the one you actually are in. Hol-
land [1986] called this the “fundamental problem of causal inference”: we want to learn about
potential outcomes, but only see outcomes from the actual world, not the counterfactual ones
in parallel universes. For this reason causal inference can be viewed as a missing data problem.



Remark 2. Although we have illustrated potential outcomes with a binary treatment, there
is conceptually no difficulty in moving to multiple or continuous treatments. We can simply
write YT for the potential outcome had we intervened and set treatments or exposures
to (Ai,...,Ar) = (a1, ...,ar), or imagine Y* as a curve in a.

4.2 Structural Equations

Structural equations began with the work of Sewall Wright in the 1920s, and are still popular
to this day, especially in economics and the social sciences. Structural equations look exactly
like standard equations, but differ in that they are causal by assumption. The first structural
equations were linear and Gaussian, e.g.,

X —=¢€x
A=aX +ey
Y = B0+ 51X + YA+ ey

for ¢ ~ N(0,07) error terms. Structural equation models were later generalized to the non-
parametric case in the 1990s by Pearl and Spirtes. For example one might instead write

X = fx(ex)
A= fa(X,eq)
Y = fy (X, A ey).

Although these look like standard non-causal models, they are different. The distinction is
not in the notation, however; instead it is imbued with extra-notational meaning. In particular,
by calling this model “structural”, it is meant to represent how nature actually works. It
specifies how nature would assign values to each variable on the left-hand-side in response
to any possible combination of values of variables on the right-hand-side; further, the right-
hand-side is assumed to contain any and all variables that influence the left-hand-side. For
this reason, the ordering and the left-hand versus right-hand-side distinctions are crucial in a
structural equation model; one cannot re-arrange without losing meaning. In fact, one should
really think of the left-hand-side variables as potential outcomes, as in:

X = fx(ex)
A* = fa(x,€eaq)

Y% = fy(.?U, a, €y).

Interventions are represented by setting values within the structural equations; e.g., if we
wanted to denote a system in which A was set to a, we would write

X = fx(ex)
A=a
Y = fy(X,a,ey).
A downside of structural equations is that it can be easy to confuse them with non-structural

equations. Although we will not use them too often in this course, we will see some examples
where structural equations are particularly useful.



4.3 Graphs

Graphs can be a helpful way to visualize causal structure. Here is an example of a graph:

The meaning in a graph comes from the lack of arrows — in other words, arrows mean
there may or may not be a causal relationship, but no arrow means intervening has no effect
whatsoever. For example, the above graph implies that intervening on or changing Z can
change the distribution of A but not Y directly.

Remark 3. Graphs mean different things depending on the underlying causal model; really
graphs must be paired with an explicit model, like the structural equation models from above.

We will use graphs mostly for motivation and illustration in this course, but there is a
large literature on graphical causal inference, including many tools for assessing whether and
which causal queries are answerable based on a particular graph, e.g., the do-calculus. See
Pearl [2009b] and references therein for a comprehensive introduction.

5 Causal Effects

In principle one can imagine an individual causal effect ;%=1 — V=0 for a particular unit i.
For example, suppose A indicates whether advil was taken and Y whether headache occurred:

o if Y271 — V2= = —1 then the subject was saved: (Y*=!,Y,2=0) = (0,1)
e if Y271 — V%70 =1 then the subject was harmed: (Y*=!,Y,2=0) = (1,0)
e if V=1 — V=0 = ( then the subject is doomed/immune: (Y;*=1,Y2=0) € {(1,1),(0,0)}.

However, because of the fundamental problem of causal inference, the quantity YZ-C”:1 —Y;“ZO
(or any other unit-level quantity depending on multiple potential outcomes) is unobserved. For
example, if investigators assigned treatment and then measured an outcome, and subsequently
assigned control and measured the outcome, then for those outcomes to represent true coun-
terfactuals, one would have to assume the outcomes would have been the same if measured
at exactly the same time under otherwise identical circumstances (e.g., no carry-over effects,
etc.). These kinds of assumptions are typically too strong to employ in practice.

Although the fundamental problem of causal inference makes it sound like causal effects
are an impossible target, we will see that in some studies one can actually accurately estimate
population-level average effects, for example, such as

E(Ye=t — ya=0)y,



This quantity is called the average treatment effect (ATE), and is probably the most popular
target effect in causal inference. We will consider its estimation in a wide variety of settings (ex-
periments, unconfounded observational studies, studies with unmeasured confounding, etc.).
In words, the ATE represents the mean outcome we would have observed in a population if
all versus none were treated.

One might wonder what precisely the expectation is over in the ATE parameter. There are
a few ways to think about this. The first is that there exists some finite sample of n subjects,
and then the expectation is just the average in the sample
1 n

- Z(Yia:1 _ }/iaz(J).

n -
=1

A second approach is to view data on n subjects not as the entire population itself, but instead
as a sample from a larger population, sometimes viewed as so large it can be treated as infi-
nite (called a superpopulation). Then the expectation would represent the expectation in the
superpopulation. This is the viewpoint often taken in statistics where one generalizes from a
sample to learn about a much larger population of interest. A mathematically equivalent way
to think about the latter setup is to suppose the potential outcomes Y% are random variables
generated independently from a given (joint) distribution. Typically all these interpretations
yield the same or very similar methods: when sampling without replacement from a finite
population, the error in the superpopulation approach will be small as long as the population
is large.

Remark 4. We will often take the superpopulation perspective in this class, mostly for reasons
of clarity and simplicity. However, analogous and similar finite-sample results can often be
derived, and we will see some examples throughout.

The ATE is by no means the only causal parameter of substantive or theoretical interest.
One may also consider:

P(Ye=1=1)/P(Y*=1=0)
P(Y*=0=1)/P(Y*=9=0)

e other summaries such as risk or odds ratios:
e distributional effects: P(Y9=! < y)

e conditional effects: E(Y?=! — Y%=0 | VV = )
e effects of joint or multiple treatments: E(Y"%%) or E(Y *0T)

e effects of dynamic or stochastic interventions E(YQ) for @) an intervention that is random
and /or depends on other variables

e optimal treatment regimes: arg max,E(Y4X)) for d : X + A a treatment rule
There are countless other variations. Researchers in causal inference are often proposing new

and unusual variants of causal effects, based on some new substantive problems of interest, so
more and more parameters are arising each year.

Remark 5. Some authors make a point of requiring causal effects to be a contrast, like the
ATE; however we will consider any counterfactual estimand a causal effect.



6 Identification

Most causal inference problems consist of three important parts:

1. choosing a target parameter,
2. determining if the parameter is identified, and

3. estimation and inference.

This trilogy plays a crucial role in the course, and you will see it repeated often and throughout.

The choice of target parameter should ideally depend on the scientific question: What
kind of intervention is of interest? Treating everyone versus no one? What outcome measure
matters? Is it the mean outcome? A quantile? Are population-wide or subgroup effects
of interest? However, in practice, target parameters are often defined vaguely (e.g., as “the
effect”) or chosen based on convenience (e.g., a coefficient in a misspecified and somewhat
arbitrary regression model). There seem to be two cultures in applied statistics:

1. Model the entire data generating process, and use to answer any scientific question.

2. Start with a specific research question, and tailor the analysis and estimator accordingly.

In this book we take the second approach: it often forces one to think hard about the sci-
ence and the particular goal. Further, estimating the entire joint distribution and then using
this to derive inferences for specific parameters of interest can be sub-optimal. Directly target-
ing quantities of interest can often lead to estimators with more favorable statistical properties.

One way to pick a target parameter is to imagine conducting an experiment with zero
ethical or feasibility concerns. For example, we might ideally want to:

e force everyone to contribute lab values,
e give everyone treatment, then go back in time and withhold treatment, or

e force everyone to smoke, then assess outcomes after 30 years.

Counterfactual notation lets us express these hypothetical interventions mathematically.

The next step is identification, which means uniquely expressing the causal parameter in
terms of an observed data distribution.

Definition 6. A parameter ¢ = (P*) is identified if ¥(P*) = ¢(Q*) for any pair of obser-
vationally equivalent distributions P* and Q* (i.e., for which the corresponding distributions
of observable variables P = f(P*) and Q = f(Q*) are the same). Equivalently, a parameter
¥ = 1 (P*) is not identified if there exists some pair of observationally equivalent distributions

P* and Q* for which 1 (P*) # 1(Q*).

In causal problems we have a distribution P* for all the variables, including the coun-
terfactuals. We let P denote the marginal distribution of the observed variables, i.e., the
observational distribution. Usually the observed variables are all the variables except the
counterfactuals. For example, the counterfactuals (Y, Y") have some joint distribution P* in
the population, but the observed outcome Y = AY! + (1 — A)Y? only depends partially on P*
through the distributions p(Y! | A=1)=p(Y | A=1) and p(Y° | A=0) =p(Y | A=0).
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Figure 2: An illustration of how identification links counterfactual and observational distribu-
tions, allowing estimation of causal quantities from observational data.

A schematic for identification is given in Figure 2.

Example 2. Suppose we observe an iid sample (Z1,...,Z,) with Z = (A,Y). Assume
Y = AY! + (1 — A)Y? as in the advil example. A natural fundamental question is whether
E(Y1) is identified.

Intuitively, the answer should be no since we only observe Y'! among those with A = 1. To
prove non-identifiability we need to construct two counterfactual distributions P* and Q* for
which (P*) # 1(Q*) but for which the corresponding observed data distributions P and Q
are equivalent. Let P(A=1)=1/2, and let P*(Y?=1|A=0a)=Q*(Y*=1| A=a) =1/2.
This means half the population is treated, and among those who are treated half would have
the outcome if treated (and similarly among those who are untreated, half would have the
outcome if untreated). In this case the observational distributions P and Q are the same since

PY=1|A=a)=P'FY*=1|A=a)=Q"(Y*=1|A=a)
but by the law of total expectation
E(Y!) =025+ 05E(Y! | A=0).

Therefore if we set Eps (Y! | A = 0) # Eg«(Y! | A = 0) we will have Ep+ (Y1) # Eg- (Y1),
so the counterfactual E(Y'!) is not identified. The intuition is: since we never see Y'! for the
untreated, we can vary this for P* and Q* without varying the observational distributions.

We saw above that, if the same observational distribution can lead to different parameter
values, then ¢ = E(Y!) is not identified. This means that even if we knew the observational
distribution completely without error, we still would not know the target parameter 1. Later
in the course, we will discuss how to deal with non-identified parameters, e.g., by estimating
bounds and doing sensitivity analyses.

Remark 6. It will be crucial for this course to keep in mind the sequencing;:
parameter definition — identification — estimation

These are three essentially separate tasks, which require different tools and bring different
difficulties, depending on the causal problem at hand.
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