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Take away

Standard causal methods require strong statistical assumptions

I e.g., all must have non-zero chance of treatment and control

I need parametric models if more than a few timepoints

We propose incremental propensity score interventions instead

I e.g., what would happen if we shifted everyone’s PS?

I these completely avoid positivity and parametric assumptions
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Motivating example

Incarceration is a colossal industry in the US

I currently 2.3 million confined in correctional facilities

I another 4.6 million on probation/parole

Important to study unintended consequences of mass incarceration

I e.g., e↵ects on employment, health, psychology, social ties...

Large literature of incarceration e↵ects on inmates & families

I but ongoing debates about their direction & magnitude
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Incarceration e↵ects on marriage

We will consider e↵ects on entry into marriage

I impacts family/social support, children’s outcomes, recidivism

We use data from National Longitudinal Survey of Youth 1997.

I nationally representative study of 1000s of young people

I used extensively in prior incarceration e↵ect studies

Data structure:

I we had access to 14 yearly waves (1997-2010)

I 8984 participants aged 12-16 at start

I response rates around 90% across all waves

I we used 4781 participants with non-zero delinquency scores
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NLSY variables we use

Baseline demographic:
I age, gender, race

Baseline parent-related:
I mother’s age at birth, mother’s education, whether lives

w/both parents, parent religiosity

Other baseline:
I age at 1st sex, ever suspended, ever impregnated, delinquency

index, nbhd gang activity, peer smoking/drinking/drugs

Time-varying:
I marriage status, incarceration status, whether arrested,

education, income, income:poverty ratio, employment (weeks
worked), whether has children
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Data & setup

More formally:

Assume we observe iid sample (Z1, ...,Zn) for

Z = (X1,A1,X2,A2, ...,XT ,AT ,Y ) = (XT ,AT ,Y )

where T = 10 years (2001-2010, so we can have 4 lag years),
n = 4781 subjects, and

I Xt = covariates at time t

(demographics, delinquency indicators, employment, earnings...)

I At = exposure at time t (whether incarcerated at year t)

I Y = outcome (whether married in 2010)
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DAG

Marginal Structural Models in Family Research 117

Figure 2. Directed Acyclic Graph Demonstrating Potential Time-Varying Confounding Roles of Employment
and Earnings on the Causal Pathway Between Incarceration and Entry Into Marriage.

Note: This graph assumes sequential ignorability, as indicated by the fact that arrows from unmeasured causes to
incarceration are missing.

Figure 2 illustrates time-dependent con-
founding and mediation on the causal pathway
between incarceration and marriage. Here we
highlight the role of earnings and employment,
variables that have been identified as predictors
of both incarceration and marriage (Lageson &
Uggen, 2013). As illustrated in Figure 2, earn-
ings and employment are expected to be affected
by previous incarceration and influence subse-
quent incarceration; they may also have a medi-
ating role in the effect of incarceration on mar-
riage. Not accounting for such confounding may
produce biased estimates. Western (2002) esti-
mated that incarceration reduced earnings from
hourly wages by 10% to 20%, whereas Apel
and Sweeten (2010) found a difference between
14% and 18% in annual income between former
inmates and their never incarcerated counter-
parts. With respect to marriage, Xie et al. (2003)
estimated that likelihood of entry into marriage
is positively related to five different measures of
earnings potential, including predicted current
earnings and predicted lifetime earnings.

In addition to indicators of economic status as
well as age, gender, and race, we accounted for
other covariates that may play a role in the effect
of incarceration on marriage. Given the strong
connection between educational attainment and
criminal justice outcomes (Ewert, Sykes, & Pet-
tit, 2014), we controlled for a time-varying indi-
cator of having completed high school and ever
being suspended from school. Differential asso-
ciation theory locates the etiology of delinquent
behaviors in peer relations (Warr, 2002). We

therefore adjusted the model for proportion. A
measure of gang presence in the neighborhood
helped account for environmental influences. As
aspects of partnership formation, we controlled
for age at first intercourse, ever having made
someone pregnant, and number of children. As
a measure of propensity toward crime, we con-
trolled for delinquency at baseline. Controls for
early family life included having lived with both
parents, mother’s age at birth, mother’s educa-
tion, and parents’ religiosity. Most important, we
took into account histories of arrest and incarcer-
ation (Nagin, 2009).

Data

We used panel data from the National Longitudi-
nal Survey of Youth 1997, a nationally represen-
tative survey used in prior work on the effects
of incarceration (e.g. Apel & Sweeten, 2010;
Huebner, 2005). The survey is fielded annually,
with a total of 14 waves of data currently avail-
able. In the first wave of data collected in 1997,
the survey was administered to 8,984 twelve-
to sixteen-year-old participants (born between
1980 and 1984), including interviews with par-
ents. These data are well suited for the purposes
of this study for two main reasons. Most impor-
tant, the panel design allowed us to estimate
the cumulative effects of time-varying incar-
ceration using marginal structural models. Sec-
ond, the data contain a number of time-invariant
and time-varying variables that may potentially
confound the effect of incarceration on marriage.
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Longitudinal causal inference

Let Y aT denote potential outcome that would have been observed
under exposure sequence aT = (a1, ..., aT )

Longitudinal causal inference involves estimating features of the
distribution of potential outcomes

I e.g., what would happen if everyone was treated at all times?

I longitudinal setup extremely common in medicine, policy

Unlike single timepoint case, simple regression is not enough

I even if model is correctly specified

I need to adjust for time-varying confounding
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Standard approaches

Let Ht = (Xt ,At�1) denotes past covariate/exposure history

Standard causal methods target deterministic intervention e↵ects

(Y aT ) = m(aT ;�) (MSM)

(Y at ,0 � Y
at�1,0 | Ht ,At) = �t(ht , at ; ✓) (SNM)

or similar related quantities (Robins 1986, 1994, 2000)

I most commonly people use MSMs estimated via IPW
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Issue 1: Parametric modeling

MSMs/SNMs have curse of dimensionality in T . Even in RCT:

I for T = 10, if n < 5k then > 99% chance of empty cell,
need n ⇡ 12k to guarantee < 1% chance of empty cell

Parametric models reduce variance but can give extreme bias

I lots of parameters =) hard to interpret/visualize

I fewer parameters =) probably severely wrong

Let’s be honest:
We use parametric models because they make life easier
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Issue 2: Positivity

Let ⇡t(ht) = (At = 1 | Ht = ht) denote propensity score at t.

Standard MSMs/SNMs require positivity assumptions of the form

{0 < ⇡t(Ht) < 1} = 1

i.e., everyone has to have chance at treatment/control. But:

I very sick may always take trt, very healthy may never

I multi-year incarceration, many have ⇡t(ht) ⇡ 0

Even near-violations can wreak havoc for finite n! (even if T = 1)
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Taxonomy of intervention types

Restrictive modeling/positivity assumptions can be weakened by
shifting focus to e↵ects of other types of interventions

1. Deterministic

a. static: A⇤
t = at

b. dynamic: A⇤
t = dt(Ht) for some dt : Ht 7! A

2. Stochastic

a. static: A⇤
t ⇠ Bern(qt)

b. dynamic: A⇤
t ⇠ Bern{qt(Ht)} for some qt : Ht 7! [0, 1]
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Related work

Lots of recent interest in dynamic & stochastic interventions:

I T = 1: Pearl (00), Tian (08), Diaz & van der Laan (12, 13),
Moore et al (12), Haneuse & Rotnitzky (13)

I T > 1: Murphy et al (01), Robins et al (04), vdL & Petersen
(07), Taubman et al (09), Cain et al (10), Young et al (11, 14)

But none of these approaches simultaneously

I are completely nonparametric, even when T is large

I avoid positivity conditions entirely
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Our proposal

We propose incremental propensity score intervention e↵ects and
corresponding estimators

Advantages:

I completely nonparametric even with large T

I no positivity required

I estimators can converge at fast parametric
p
n rates, even if

constructed via machine learning / high-dimensional regression

I can be used in general longitudinal studies

I yields neat Fisher-type test of no longitudinal trt e↵ect
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Incremental PS interventions

Incremental PS interventions shift ⇡t values instead of setting At

Let YQ(�) be potential outcome under the fluctuated trt process

qt(ht ; �,⇡t) =
�⇡t(ht)

�⇡t(ht) + 1� ⇡t(ht)

where � 2 (0,1) is an increment parameter

I qt = ⇡t if � = 1, qt ! 1 as � ! 1, qt ! 0 as � ! 0
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The increment � is just an OR

The increment parameter is easy to interpret if we notice

� =
qt(ht)/{1� qt(ht)}
⇡t(ht)/{1� ⇡t(ht)}

=
oddsQ(At = 1 | Ht = ht)
odds (At = 1 | Ht = ht)

when 0 < ⇡t < 1 (else qt = ⇡t) =) � is simply an odds ratio

Example: Suppose � = 1.5, so odds of treatment increase by 50%

I if ⇡t = 50% then qt = 60%

I if ⇡t = 25% then qt ⇡ 33%

I if ⇡t = 5% then qt ⇡ 7.3%
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Identification

We focus on estimating mean  (�) = (YQ(�))

I mean outcome if odds of treatment were multiplied by �

Assume: 1. Consistency: Y = Y
AT

2. Exchangeability: At ?? Y
aT | Ht

Identification follows from Robins’ extended g-formula:

 (�) =
X

aT

Z

X
(Y | Ht ,At)

TY

t=1

qt(At | Ht) d (Xt | Ht�1,At�1)

! no positivity needed! since qt = ⇡t if ⇡t = 0, 1 for 0 < � < 1
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Identification when T = 1

When T = 1 the identifying expression for  (�) simplifies:

 (�) =


�⇡(X)µ(X, 1) + {1� ⇡(X)}µ(X, 0)

�⇡(X) + 1� ⇡(X)

�

where µ(X,A) = (Y | X,A) is regression function

Note this is a weighted average of the regression functions

I ranges from assigning no one (� = 0) to everyone (� ! 1)
treatment

I but also includes infinite middle ground
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E�ciency theory

Understanding the e�cient influence function (EIF) is crucial

I variance gives us e�ciency bound ! estimation benchmark

I recipe for constructing estimators that are e�cient yet robust

I clarifies regularity conditions needed for e�cient estimation

Uncentered EIF for T = 1 case:

�⇡(X)�1(Z) + {1� ⇡(X)}�0(Z)
�⇡(X) + {1� ⇡(X)}

+
�{µ(X, 1)� µ(X, 0)}{A� ⇡(X)}

{�⇡(X) + 1� ⇡(X)}2

for �a =
(A=a)
⇡(a|X) {Y � µ(X,A)}+ µ(X, a) EIF for {µ(X, a)}
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EIF for T > 1

EIF (again uncentered) in longitudinal studies is more complicated:

' =
TX

t=1


At{1� ⇡t(Ht)}� (1� At)�⇡t(Ht)

�/(� � 1)

�( 1X

a=0

mt(Ht , a)qt(a | Ht)

)

⇥

(
tY

s=1

(�As + 1� As)

�⇡s(Hs) + 1� ⇡s(Hs)

)
+

TY

t=1

(�At + 1� At)Y

�⇡t(Ht) + 1� ⇡t(Ht)

where for mT+1 = Y we recursively define

mt(Ht ,At) =
1X

a=0

n
mt+1(Ht+1, a)qt+1(a | Ht+1)

��� Ht ,At

o
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Estimation

It is easy to construct an IPW estimator of  (�):

 ̂⇤
ipw (�) = n

(
TY

t=1

(�At + 1� At)Y

�⇡̂t(Ht) + 1� ⇡̂t(Ht)

)

But for general ⇡̂t this won’t be
p
n-consistent & asymp. normal

! only if ⇡̂t constructed with correct parametric models

Or can solve EIF estimating equation  ̂⇤(�) = n{'(Z; ⌘̂, �)}

I can be
p
n CAN even if ⌘̂ = (⇡̂t , m̂t) converge at slower rates

I but must restrict complexity of ⌘̂ (random forests, boosting?)
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Sample-splitting estimator

Can exploit K -fold sample splitting to use arbitrary ML methods:

 ̂(�) = n{'(Z; ⌘̂-S , �)}

where S 2 {1, ...,K} is splitting rv, ⌘̂-s is fit excluding fold s

I still need faster than n
�1/4 rate for ⌘̂ = (⇡̂t , m̂t) for CAN,

as with estimating equation estimator

This approach was recently popularized in econ by Chernozhukov
et al with fancy name “double machine learning’’

I but it’s been around since Robins (2008), van der Laan (2010)

25 / 41



Introduction
Proposed Methodology

Simulation & Application

Sample splitting schematic

fold 5

fold 4

fold 3

fold 2

fold 1

Construct ⌘̂-k

Estimate  ̂k =
k
n'(Z ; ⌘̂-k)

!

fold 5

fold 4

fold 3

fold 2

fold 1

...

compute avg.
 ̂ = 1

K

P
k  ̂k
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Large-sample properties

Suppose D = [�`, �u] is bounded with 0 < �`  �u < 1, and:

I
⇣
sup� km̂t,� �mt,�k+ k⇡̂t � ⇡tk

⌘
k⇡̂s � ⇡sk = o (1/

p
n) for s  t

Then normalized  ̂(·) converges to mean-zero Gaussian process:

 ̂(�)�  (�)

�̂(�)/
p
n
 (�) in `1(D)

where �̂2(�) = n[{'(Z; ⌘̂-S , �)�  ̂(�)}2]
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Uniform inference

Easy to get pointwise CIs: empirical variance of estimated IF

I for uniform CIs can use multiplier bootstrap (Chernozhukov etc)

i.e., to find critical value ĉ↵ such that
⇢
 ̂(�)�

ĉ↵�̂(�)
p
n

  (�)   ̂(�) +
ĉ↵�̂(�)
p
n

, 8� 2 D

�
= 1� ↵+ o(1)

we can generate ⇠i with (⇠i = 1) = (⇠i = �1) = 1/2 and solve
 
sup
�2D

�����
p
n n

"
⇠

(
'(Z; ⌘̂-S , �)�  ̂(�)

�̂(�)

)#����� � ĉ↵

��� Z1, ...,Zn

!
= ↵

! very easy to compute (don’t need to do any refitting!)
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Testing no e↵ect

Given a uniform CI, we can invert to test no e↵ect hypothesis

H0 :  (�) = (Y ) for all � 2 D [ {1}

! note: this null is somewhere in between Fisher and Neyman

Specifically, for lower/upper uniform limits  ̂`/u,↵

p̂ = sup

⇢
↵ : inf

�2D
 ̂u,↵(�) � sup

�2D
 ̂`,↵(�)

�

is a valid p-value for testing H0.

I this is just biggest ↵ giving CI that contains straight line
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Simulation experiments

To assess performance we simulated Kang & Schafer data:

(X1,X2,X3,X4) ⇠ N(0, I),

(A = 1 | X) = expit(�X1 + 0.5X2 � 0.25X3 � 0.1X4)

(Y | X,A) ⇠ N{µ(X,A), 1}

where µ(x, a) = 200 + a{10 + 13.7(2x1 + x2 + x3 + x4)}

I this setup is known to yield variable propensity scores that can
degrade the performance of weighted estimators

I used regression, IPW, and proposed e�cient estimator, with
cross-validated combo of logistic/RFs/etc (Super Learner)
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RMSE
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Back to NLSY application

Recall we have data across T = 10 years for n = 4781 individuals

I goal: learn about e↵ects of incarceration on marriage

We estimated nuisance functions (⇡t ,mt) with random forests

I used K = 5 fold sample splitting

I need to do T + 1 = 11 fits for each � value (and split)

I but the ranger package in R is very fast

Implemented our proposed methods, also standard MSM analysis
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Standard MSM analyses

Model: (Y aT ) = �0 + �1
P

t at

Estimate Robust.SE z.val p.val
(Intercept) -2.72e+15 8.15e+14 -3.34 0.001
totincarc -1.12e+13 1.25e+14 -0.09 0.928

After stabilization:

Estimate Robust.SE z.val p.val
(Intercept) -0.8592 0.033315 -25.79 0.000
totincarc -0.3241 0.112994 -2.87 0.004

Model: (Y aT ) = �0 +
P

t �tat

Error in solve.default... system is computationally singular...
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Naive regression

Marginal Structural Models in Family Research 121

Figure 4. Box Plot of Standardized Mean
Differences in Covariates Before and After

Inverse-Probability-of-Treatment Weighting.

Note: The standardized mean differences compare scaled
covariate means for individuals never incarcerated to those
incarcerated at least once. Larger values indicate more imbal-
ance.

Table 2. Estimates of the Effect of Incarceration on Entry
Into Marriage (N = 4,781)

Approach OR 95% CI p

IPW estimation of marginal
structural model

0.65 0.49–0.87 .007

Naive regression 1.06 0.84–1.33 .609

Note: Data are from the National Longitudinal Survey
of Youth 1997. OR= odds ratio; CI= confidence interval;
IPW= inverse probability weighted.

regression-based estimators, but they will be
more robust and tend to give a more honest and
accurate reflection of the underlying uncertainty.

Discussion

Despite the concerns raised about random-
ized controlled trials as the gold standard in
the social sciences (Sampson, 2010), when
designed and implemented thoughtfully, they
remain the strongest source of causal inference.
Yet they are not feasible for many questions of
interest to social scientists, including research
on the effects of incarceration. Observational
studies based on random samples from a
known population remain the norm. In par-
ticular, temporal ordering between causes and
effects along with adjustment for time-invariant
unobserved heterogeneity make panel data
a critical resource for assessing causality in

nonexperimental settings. Having access to high
quality data, however, is not the end of the anal-
ysis process—it is the beginning. Researchers
have to carefully choose the methods they will
use to address problems of selection and con-
founding. In this article, we introduced marginal
structural models, an approach that largely
eluded social scientists analyzing panel data
even though it resolves the critical problem of
simultaneous time-dependent confounding and
mediation. Here, we briefly highlight additional
advantages of marginal structural models, dis-
cuss their limitations, and point out new and
promising methodological developments. But
first we turn to the implications of our findings
about the impact of incarceration on marriage.

The contrasting estimates produced by
the marginal structural model and the con-
ventional approach indicated simultaneous
time-dependent confounding and mediation in
the effect of incarceration on marriage. If we
simply controlled away the mediating effect of
time-dependent covariates we would have incor-
rectly concluded that a history of incarceration
is not associated with marriage. Given that IPW
estimation can yield wide confidence intervals,
we need to be mindful of the uncertainty in our
estimates. Nonetheless, our findings imply that
prison stigma may in fact play a role in the mar-
riage market, in line with what we know about
its effects in the labor market (Pager, 2003).
But this is hardly the whole story. There are
additional mechanisms, such as loss of human
capital during incarceration, that may also lead
to lower odds of marriage among former inmates
(Lochner, 2004). Given that the impact of incar-
ceration depends on a number of socioeconomic
circumstances that vary over time, as we briefly
outlined in this article, studies exploring other
consequences of incarceration with panel
data should also consider marginal structural
models. Without appropriately accounting for
complex time-dependent confounding we run
the risk of incorrectly identifying the collateral
consequences of contact with the penal system.

Although we strongly recommend marginal
structural models for analyzing panel data,
researchers need to be aware of their
limitations. Perhaps most important, stan-
dard marginal structural models can estimate
conditional causal effects given baseline but not
time-varying variables (Robins, 2000). Thus if
the goal is to understand how treatment effects
are modified across time, marginal structural
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Empirical results

We find strong evidence of negative e↵ects on marriage rates

I we reject the null of no incremental e↵ect (p = 0.049)

More specifically we estimate that, if incarceration odds were
increased proportionally for all individuals, marriage prevalence
would change from observed 29.4% to

I 28.1% if odds doubled (OR=0.94, 95% CI: 0.87-1.00)

I 23.6% if multiplied 4-fold (OR = 0.74, 95% CI: 0.59-0.91)

but only

I 29.7% if odds were halved (OR = 1.01, 95% CI: 0.95-1.08)

Suggests marriage may be more a↵ected by " vs # incarceration
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Summary

Available causal methods require positivity/parametrics/both

I especially in longitudinal studies with e.g., 5+ timepoints

We propose incremental propensity score interventions

I no parametric assumptions or positivity required

I e�cient estimators that can incorporate machine learning

I uniform inference ! novel tests of no e↵ect
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Discussion points

Incremental e↵ects play a more descriptive than prescriptive role

I give an interpretable picture of what would happen if exposure
were increased or decreased in a natural way

I e.g., what if judges became slightly more/less lenient?

Potentially less useful for informing specific treatment decisions

I if goal is to learn how to best assign treatment, OTR methods
will likely be more relevant

I however, certainly possible to estimate optimal incremental
regime, so could in theory be used to build decision rules
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Future work

Many avenues for future improvements/generalizations:

I interventions w/increment � = �t(ht) depends on time/history

I e↵ect modification

I multi-valued treatments & censored outcomes (Kwangho Kim)

I other interpretable shifts (risk ratios?)

I longitudinal mediation and other settings

I more applications!
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The paper is in press at JASA and on arxiv:

doi:10.1080/01621459.2017.1422737
arxiv.org/abs/1704.00211

You can implement the method with the R package “npcausal”
http://www.ehkennedy.com/code.html

Feel free to email with any questions
or if you want to collaborate in applying these methods:

edward@stat.cmu.edu

Thank you!
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